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ABSTRACT
Improvements in automatic lexical stress assignment and
syllabification can increase the quality of text-to-speech
synthesis as well as decrease the memory requirements for
dictionaries. Several methods were evaluated. Machine-learning
based methods are preferred since they easily adapt to multiple
languages. For stress prediction, encouraging results were
obtain by combining a decision tree approach with an algorithm
that uses global (word level) statistical data derived from the
training dictionary. For syllable boundary prediction, algorithms
that learn syllable level statistics from the training dictionary
perform very well, and can be implemented as a post-process
after prediction of phoneme transcription and stress.

1. INTRODUCTION

Word pronunciations are essential to both speech recognition
and text-to-speech synthesis. Use of a complete dictionary
including syllabification and syllable stress is, in principle, a
satisfactory solution, however in practice this is not feasible.
First of all, "complete" and "consistent" dictionaries are not
readily available, which means we still need algorithmic
pronunciations for missing or newly coined words. Secondly, in
applications where there are memory constraints, an algorithmic
approach requiring less memory may be mandatory. And finally,
depending on the subsequent use of syllable boundary and stress
information, the algorithmically produced versions, being more
consistent, may actually lead to better performance in the
speech synthesizer or recognizer.

In our synthesis system we require three kinds of information in
the complete transcription of a word: phoneme sequence,
syllable stress levels, and syllable boundary positions.
Ultimately, we will need to predict all three kinds of
information from just the word spelling. In this paper, however,
we focus on two sub-problems: (1) predict stress and/or
syllabification from the phoneme sequence, (2) predict stress
from the word spelling only.

These problems have been studied for many years, usually
within the general area of letter-to-sound conversion. Klatt
summarized the progress in 1987 [9]. At that time, rule based
systems were giving the best results [3,5,6,8], although neural
network approaches were also being tried [7]. In particular, rule
systems for phoneme to stress prediction were developed by
Chomsky 1968, Fudge 1984, and Williams 1987 [4,2,1]. The
latter two report word level scores of 67% and 80% respectively
for British English.

In more recent years, several data-driven techniques have been

tried, such as pronunciation by analogy (Damper) [12], and
decision trees [10,11,13]. Apparently, these methods are now
performing better than rule based systems, however, since their
aim is general letter-to-sound conversion, specific scores for
stress predictions are not clear.

In this paper, we will first examine several letter-to-sound
methods, focussing on stress prediction and syllabification.
Most methods are local in the sense that they move sequentially
through the word, making decisions based on the context of that
position. We also examine what we call "global statistical"
methods which utilize frequency data of word level and syllable
level features in a training dictionary. We found that decision
trees and global statistical methods performed the best, so in a
second set of experiments we examine these more closely, and
in particular, develop a method that is a combination of these
two.

2. COMPARISON OF FOUR METHODS

Given the need for automatic prediction of English syllable
stress and boundaries from spelling or from a phoneme string,
we compared several candidate algorithms. Each method was
evaluated on the same test set, which was a randomly chosen
subset, comprising half of a 19,000 word dictionary. For the
algorithms that allowed training, the other half of the dictionary
was used as a training set. In this test, the input was phonemic
pronunciations of words, without stress or syllabification. The
output was scored for correctness of generated syllabification
and stress assignment.

 2.1. The Methods

(1) Rule based system derived from MITtalk:

In this case, we extracted from the MITtalk system [5], just the
syllabification module, and a separate cyclic stress assignment
module. These operate on an input phoneme sequence with
fixed rules.

(2) In house rule system:

This is a set of linguistically motivated syllabification rules
which, given an input phoneme sequence without stress,
automatically insert syllable boundaries.

(3) In house decision tree based algorithms:

These are three variations of a decision tree (CART) method
that take as input a phoneme sequence without stress or
syllabification. One version predicted placement of syllable
boundaries. A second version predicted syllable stress. The third
version predicted syllabification and stress at the same time.
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(4) In house method based on global statistics:

This is a simple method based on counting instances in the
training dictionary, and applying this data, interpreted as
probabilities, to the input test phoneme sequence. We used two
modules of this style, one for stress assignment and one for
syllabification. To generate both stress and syllabification from
the phonemic input, the stress module was applied first, and
then the syllabification module was applied to the stress module
output. In this case, the syllabification algorithm also made use
of the stress information.

For stress assignment, counts were made of each unique stress
pattern in the training data. As a second component, a matrix of
counts was extracted giving how many times each vowel (or
syllabic) occurred with each of the three stress levels. Then
given a phoneme sequence as input, we consider every possible
combination of stress values for the sequence of vowels in the
input word. For each combination, we compute the product of
separate vowel counts, finally multiplied by the associated stress
pattern count. These can be interpreted as probabilities, and the
combination with the highest probability is chosen.

As an example, the word “resume” is (for this test) transcribed
/r ih0 – z uw1 m/. Note that there are, for example, 57 UW
instances with stress 0, and pattern  0  1  has highest score.

Pattern Count IHcount UWcount Product
1  0 4229 1109 57 2.67 exp8
1  2 1268 1109 191 2.68 exp8
0  1 1073 1873 450 9.04 exp8
2  1 411 228 450 4.22 exp7

For syllabification, counts were made for every consonant
cluster type in the training data, considering various left and
right context classes. The classes were beginning or end of word,
long vowel, and short vowel. In the case when stress
information was part of the input, there were six vowel classes
accounting for the three levels of stress and the long/short
distinction. Given an input phoneme sequence, each cluster in
this input is assigned a syllable boundary, which is the most
often occurring position in the matching cluster type data with
the same vowel context.

 2.2. Testing and Results

This test utilized STL’s Cybertalk dictionary of about 19,000
words. This dictionary includes most common words, but also
has a considerable selection of names, proper nouns, and
technical terms. Half of the words were used for training, and
half were used for testing by splitting at every other word.
Recall that in this case training and test input both consist of a
phoneme sequence, not including the word spelling. The
training data contained both syllable boundaries and stress
labels. The basic test data contained neither boundaries nor
stress. In one case, stress was left in the input data to see how
much this could assist in syllabification. One syllabification
score was based on the number of boundaries correctly
positioned in the output; a second version measured the
percentage of words correctly syllabified. For stress assignment,
the syllable level score was based on the number of vowels (or
syllabics) with correct stress labels, and the word level score

described the percent of words with correct stress patterns
assigned. There were three possible levels of stress: primary,
secondary, or none.

In these tests, the algorithms based on frequency data in the
training lexicon performed the best; however, decision tree
methods were in the same ballpark.

SYLLABLE LEVEL
syllab. stress

MIT-talk rules 74.9% 71.5%
In house rules 88.6%
decision tree 92.6% 83.6%
global  statistics  97.3% 86.5%
global w/input stress 97.9%

WORD LEVEL
syllab. stress  both

MIT-talk rules 61.6%
In house  rules 83.2%
decision tree 92.2% 67.3% 63.9%
global 96.2%   81.0% 79.0%
global w/stress 97.0%

 2.3. Discussion

1. Dictionaries seem to vary in their styles of syllabification and
stressing. There doesn't always seem to be one "correct"
pronunciation for a given word. Rule systems embody one
particular style, so can't be expected to always do as well,
depending on which dictionary they are scored against. The
learning algorithms should have less trouble with pronunciation
style, as long as the training dictionary is consistent with itself
and the dictionary used for scoring.

2. It is interesting to note that in the 19,000 word Cybertalk
dictionary there are only 118 unique stress patterns, including
words up to eight syllables, and with one to four syllable words
accounting for 95% of all words. Also, within the set of patterns
for a given number of syllables, a small subset accounts for
most of the instances. These facts allow the global statistics
based stress algorithm to be computationally practical.
Furthermore, the number of stress patterns is asymptotically
limited as additional consistent lexicon data is added. For
example, the 95,000 word Comlex dictionary has only 151
unique stress patterns.

3. The global statistic syllabification algorithm is equivalent to a
table lookup on the consonant cluster phonemes and the context
features, and could be considered wasteful of space compared to
a decision tree. On the other hand, in this training set there are
855 cluster types, but only 81 of them are ambiguous as to
where the syllable boundary is. Thus, the data can be stored
compactly and accessed rapidly in a lookup tree.

4. Stress assignment, and to a lesser degree syllabification, seem
to need a global view. That is, part of the algorithm has to look
at the whole word, not just a phoneme window with a focal
point and a couple of phonemes on either side. It seems that the
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stress and syllabification for a whole word forms sort of a
characteristic pattern which has to resemble one of a stock of
such patterns that we prefer to use (partly based on
physiological constraints). The number of stress patterns and
syllable boundary types is low (in the hundreds), so we can
actually treat these exhaustively. The best method for stress
prediction is probably a combination of the global view plus a
decision tree that learns the nuances of the local phonetic
variations.

5. It is possible that stress prediction can improve when the
syllabification is correctly assigned (or known) beforehand.
However, for now, since it is clear that the syllabification can
work well based on an input phoneme sequence with stress, and
since the desired syllabification style may vary depending on
the application of the letter-to-sound system, we expect to apply
syllabification at a later stage after first converting graphemes to
phonemes and stress.

 3. COMBINING METHODS

 Given the above results, we narrowed our focus to decision tree
and global statistic based methods, and also considered only
stress prediction and phoneme prediction. The decision tree
based method was expanded to predict stress assignment as well
as phonemic transcription within a single tree. Both types of
method were evaluated on a different lexicon. We noticed that
the kinds of errors made by the decision tree based method were
often very different from the errors made by the global statistics
methods. This indicated that these two approaches might be
complementary. Several experiments were conducted to
examine the possibility of combining these techniques.

 3.1. Experimental Method

 One way to combine the decision tree method with global
statistics is to produce N best candidate pronunciations with the
decision tree, then rescore this list (somehow) based on the
global data. The method actually implemented is similar, but
motivated by the concept that the probabilities implied by the
decision tree are local events and somewhat independent from
the global probabilities (described in section 2). Thus, as an
approximation, we can maximize a joint probability, which is a
simple product.

 For each letter of the input word, the decision tree can produce a
set of candidate phonemes with associated probabilities. The
probabilities are estimated by counting instances in the training
data. For the complete word we obtain a lattice of phonemes
with probabilities. The NULL phoneme represents a skipped or
silent letter. A path through the lattice corresponds to a possible
pronunciation of the word. Also, this path implies a stress
pattern since each vowel phoneme now includes a stress number.
To incorporate the global statistic, the probability of this stress
pattern is multiplied by the product of each individual phoneme
probability along that path, and this is considered an estimate of
the joint probability. The path with the highest joint probability
is selected.

 Joint-prob = global-prob * Product(i=1,n){local-prob(i)}

 An additional mechanism was optionally applied which relates
to syllabification. The phoneme path was examined to
determine whether the sequence violated phonetic or
phonological guidelines for English regarding syllable structure.
The guidelines were “learned” by counting syllable size
phoneme sequences in the training data (as in the syllabification
algorithm in section 2). Unacceptable paths were rejected.

 We are not here focussing on computational speed issues,
however we note that the straightforward exhaustive search of
the lattice is prohibitive. Techniques such as DP and search
pruning can be used to solve the problem.

In our experiment we evaluate one baseline decision tree system,
and five combination methods. The combination methods utilize
an additional stress assignment algorithm, either as a separate
pass or integrated into one pass. The stress algorithms are either
decision tree based (DT-stress), or global statistics based (GT-
stress). In methods 5 and 6, both DT-stress and GT-stress are
combined into one pass (as described above).

1. The (baseline) system is the CART based decision tree
approach  which predicts phoneme transcription without
stress from the word spelling;

2. Two-pass decision tree approach - here, a first set of trees
predicts phonemes without stress, then a second set
predicts stress from the phoneme sequence;

3. One-pass decision tree approach - here, we grow a set of
trees that go directly from the spelled word to
transcriptions with lexical stress;

4. Cascading the baseline system with the global statistics
algorithm in two passes to predict phonemes and stress;

5. Combining into one pass, the decision tree (3) that predicts
both phonemes and stress, and the global statistics stress
algorithm (as described in detail above);

6. Combining into one pass, the method (5) with additional
syllable level phonotactic constraints (also described
above).

 3.2. Training and Test Data

 The data used here are from a variant of the COMLEX
dictionary, divided into 90% for training and 10% for testing.
Thus, the training set was 86,145 words and the test set 9,572
words. The training data and test dictionary included phoneme
transcription and three levels of stress labels, but syllabification
was not included.

 3.3. Results for the Combination Methods

 The input in all cases was spelling only. Each method was
evaluated for three scores: (a) the percentage of words whose
predicted phoneme transcription matched the test dictionary,
and (b) the percentage of words whose stress pattern was correct
(but ignoring all other information), and (c) the percentage of
words exactly matching the test dictionary, including stress.
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METHOD                                          PHONEME   STRESS     BOTH

1. Baseline                                             61.9%        ----             ----

2. Baseline + DT-stress (2 pass)          61.9%        ----           51.4%

3. Baseline + DT stress (1 pass)          59.4%       73.6%       49.8%

4. Baseline + GS-stress (2 pass)          61.9%       68.6%       47.5%

5. DT + GS-stress (1 pass)                    61.0%       87.1%       57.6%

6. DT + GS-stress/syll (1 pass)             62.0%       88.4%       58.5%

 These experiments were intended to reveal whether various
additional algorithms combined with DT could improve the
performance. Most notably, when the global statistic based
stress algorithm was combined with a DT that predicted both
phonemes and stress, the combined stress score was
significantly better than with either method alone. Specifically,
the phoneme and stress predicting DT alone obtained a stress
pattern score of 73.6%, and the global algorithm with DT
produced phoneme input obtained a score of 68.6%, while the
combination, which starts with graphemes only, obtained a
score of 87.1%. Similarly, the word level score for both correct
phonemes and stress pattern is brought from 49.8% for the DT
method, to 57.6% when combined with the global stress
algorithm.

 So far, the addition of syllable level phonotactic constraints give
only marginal improvements, as seen in the last row of the table.
It seems likely, however, that further development in this
direction could be useful.

 5. CONCLUSION

It is widely known that decision trees can function well for
predicting pronunciation from spelling. The present
investigation confirms this, and in particular, found that DT’s
are fairly good at predicting syllable boundaries and stress.

Although it is not known whether, ultimately, an optimal letter-
to-sound system can treat syllabification in a separate pass, we
found that, if a correct phoneme transcription of a word,
including stress, is given as input, simple data driven algorithms
can predict syllabification almost perfectly. Hence, at present
we will not include syllabification in our primary decision tree,
but rely on a post-processing phase.

We also found that combining stress assignment with grapheme
to phoneme conversion in a single DT caused a degradation of
the phoneme scores (not counting stress), however, it has been
suggested elsewhere that the combination gives better results
than using a second tree to assign stress separately. Hence, we
expect to combine these in one tree.

Examining the errors from combined stress and phoneme
prediction by DT shows that many of the errors are stress
related. An alternate stress algorithm was tested which treats
stress more globally (at the word level). This did fairly well
considering its simplicity, and further, its errors were of a
different nature than those encountered with DT. A method was
devised which combines the DT with the global stress algorithm.
This significantly reduced stress errors as compared to either

method alone.

We conclude that stress has a global nature and that a DT
cannot efficiently capture the global component. Combining
global statistical algorithms with the DT can recapture at least
some of that information. For future research, one could pursue
the idea that, for most words (especially short enough words or
unknown words) human speakers may prefer stress patterns
from a relatively small set; and that for very long words, we use
a concatenation of the smaller preferred patterns.
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NOTES

How can we state the problem or task?

Several different problems can be addressed: (1) given a word
spelling, predict the phonemic transcription, NOT including
stress or syllabification, (2) given a correct phonemic
transcription of the word, NOT including syllabification or
stress, predict just stress and/or syllabification, (3) given a word
spelling, predict both the phonemic transcription AND the stress
and/or syllabification. We have some results in all three areas.

It is likely that application of a solution to (1) followed by a
solution to (2) may not be capable of optimal results for
problem (3), however separating the stages may simplify the
task. Black, et al [10] confirm that it is preferred to compute
phonemes and stress in a single stage, while Jiang, et al  [11]
investigated an initial stage to compute syllable boundaries prior
to grapheme to phoneme conversion.

What methods have already been used or proposed?

This is an old problem considered by many. … letter to sound
theory deriving from Venezky [], stress assignment rules from
Chomsky and Halle [1968 …],

Originally, due to computational limitations, methods were rule
based (such as expert systems). Rule systems were developed
by Ainsworth [], Hunnicutt [], and others. Fudge, Williams, and
others [1,2, …].  Klatt [] states, “Several major problems were
immediately apparent: (1) vowel conversion depended in part
on stress pattern, (2) correct analysis often required detection of
morpheme boundaries, and (3) letter contexts had structural
properties such VC Vs VCC that one would rather refer to
instead of enumerating all possible letter sequences.

Klatt also states, “A typical knowledge-based rules system
(Bernstein and Pisoni, 1980 []) is claimed to perform at about
85% correct at a word level (all phonemes correct and stress
pattern correct) in a random sampling of a very large
dictionary.” It is stated that this system does not include an
exception dictionary.

Currently with the availability of powerful computers and on-
line databases or dictionaries, the focus has turned to automatic
training methods. Learning methods have an additional
advantage in being easily adapted to multiple languages. We
will consider and evaluate both types of systems.

Sejnowski and Rosenbertg (1986) developed a connectionist
approach NETtalk [], A recent learning method, decision trees,
is applied to letter to phoneme conversion by Kuhn [?], Black
[10], … Another powerful method is “pronunciation by
analogy ” represented by Damper [12].

n What kind of results were obtained by previous methods?

Klatt says of MITtalk rules which include stress assignment,

“While the best performing algorithm of its time, this system
was completely corrector for only about 65% of a random
selection of words (Hunnicutt, 1980). A good fraction of the
errors made by this letter-to-phoneme system were stress
errors.”

He also states, “Stress assignment is perhaps the weakest link in
all systems because an incorrect stress pattern, while
perceptually disruptive in and of itself, usually also triggers
miss-selection of vowel qualities.”

Klatt also mentions the relevance of part of speech to stress
prediction, which is something we haven’t looked at. And also
says, “ … there seem to be clear advantages to working
backwards through the letter string, and to having stress
information prior to making vowel decisions (Bernstein and
Nessly, 1981),”

NETtalk turned out to have lower performance than rule based
systems.

We can discuss results for decision trees below.

Damper claims about 72% correct on CMU (?? Including stress).

 Although a direct comparison is impossible, we studied the
work of Williams [1] and Fudge [2] on stress assignment for
British English whose results are respectively 80% and 67%. In
these cases, however, morph information was also supplied as
input, which would be expected to improve the results.

-- What other kinds of methods could be tried?

Alternate learning methods include (1) HMM based, (2)
trainable scoring functions based on spelling or phonemic
features, (3) trainable finite state machines (like AT&T).

We can also imagine but do not here try, methods, which
automatically produce rewrite type rules in the process of
compressing a training dictionary.

-- Summarize what we tried:

In this investigation we examine several methods for letter-to-
sound conversion, with the focus being on stress assignment and
syllabification. Our principle goal is to develop a high quality
letter-to-sound system for text-to-speech conversion. We
consider methods we already have available or promising new
methods. We can’t entirely separate the problem of stress and
syllable boundary assignment from the general letter-to-sound
problem.

I believe that specific morphological information could be very
helpful in this task. This would include either explicit tables of
common morphemes or a focus on learning of morphemes and
associated morpheme rules. Currently, although the learning
methods may learn a limited number of simple morphemes, we
have not made any special efforts or algorithms to handle
morphemes.


