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ABSTRACT

Most significant advances in speech recognition over the last
thirty years can be attributed to the easy availability of ever-
increasing corpora of speech and language data and the
development of simple trainable parametric statistical models that
take advantage of this data. Hidden Markov Models, n-gram
language models, and linear-discriminant based feature extraction
are all examples of such data-driven algorithms. However, there is
a general feeling in the recognition community that there is a large
untapped body of knowledge encompassing a priori sources of
information in speech and language that can be mined to serve as
the basis for the next generation of improvements in speech
recognition systems. Such sources of information include
constraints imposed by articulatory models, the grammatical
structure of language, and phonology. This paper reviews
previous abortive attempts to utilize a priori information in
speech recognition and contrasts them with data-driven
approaches that seem to more successfully capture information of
a similar nature. It also highlights some recent attempts to
incorporate explicit sources of speech and language knowledge and
speculates on possibilities for synergy between the two
approaches in the future.

1. INTRODUCTION

After decades of being a laboratory curiosity, speech recognition
is finally hitting its stride. We now see speech recognition in
practical transcription systems, telephony systems and pervasive
systems. What is remarkable about all of these systems is that
they are all basically using the same approach to speech
recognition – continuous parameter Hidden Markov Models with
cepstral coefficients and N-gram language models, trained on
substantial amounts of data. The amount of explicit human
knowledge built into such systems is minimal.

Why is this? Fundamental research in speech, hearing, and
language has been progressing for decades. Much is now known
about the speech production and perception process, the auditory
system, and how humans acquire language. Why has the speech
recognition community been able to only make very limited use of

this vast body of research? Why does training complex statistical
models that contain what we know are blatantly incorrect
assumptions and simplifications seem to produce usable speech
recognition systems? The purpose of this paper is to explore
some of the reasons current speech systems use very little a priori
information (“heredity”) and why data driven methods
(“environment”) have so far proved more effective. We conclude
with some speculations as to how these approaches can be
combined to produce the next generation of high performance
speech recognition systems.

2. SOURCES OF A PRIORI KNOWLEDGE

There are various sources of a priori knowledge that can
theoretically be utilized in building speech recognition systems.
Figure 1 shows the entire process involved in recognizing a speech
message.

Figure 1. Stages in the speech recognition process.

A person has an idea. The idea is converted to a string of words,
and then is produced as an acoustic waveform by the vocal tract
and related speech production apparatus. The waveform is then
processed by the auditory system and then converted back into a
string of words via various types of processing performed by the
brain itself. While modeling the idea generation process itself is
quite a fascinating topic for future work, enough is not yet
understood in order to capitalize on this for the purpose of
building speech recognition systems. However, all the other
components of the process have been studied in detail from the
perspective of serving as sources of useful a priori knowledge.

Numerous theories have been proposed regarding the process of
language generation. Typically the process is broken into two
subtasks, a deep generation component and a surface generation
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component. Understanding the deep generation component is still
relatively immature from the perspective of utilizing ideas in a
speech recognition system, but the surface generation process has
resulted in all different types of advances in grammar construction
and modeling. In addition to the very restrictive finite state
grammars used in command and control systems, there now exist
very sophisticated grammars capable of modeling various types of
high and low level linguistic constructs [1], and thus theoretically
amenable as sources of a priori information for speech recognition.

The acoustic theory of speech production [2], in which the vocal
apparatus has been modeled as a non-uniform acoustic tube whose
time-varying resonances(formants) correspond to the position of
the articulators, has been shown repeatedly to be an excellent
model for the way in which speech is produced. Using a tool such
as a speech spectrogram, the patterns of formant frequencies over
time have been studied extensively [3] and much is known about
how individual sounds are realized. In addition, there exist simple
computational algorithms for extracting such parameters from the
speech signal, such as the use of linear prediction analysis [4].

Yet another source of a priori information lies in how the auditory
system processes signals. Careful physiological measurements on
the auditory nerve have demonstrated that the auditory system
does a frequency-based analysis of the input signal, with complex
nonlinear effects both as a function of time and frequency [5]. In
addition, this initial frequency analysis is subject to further
complex processing at higher levels of the auditory system.

Lastly, human speech perception has been studied in depth for
decades. Initial studies on simple synthetic stimuli have verified
the importance of the patterns of formant frequencies over time
and also probed the perceptual system’s sensitivity to various
noise and frequency-based distortions to the signal [6]. These
studies have revealed the importance of distinctive features –
articulatory based binary or multi-valued orthogonal variables,
such as voicing, place, manner of articulation – in understanding
human speech perception. Other studies of how quickly humans
can react to spoken stimuli and how short term memory decays
for language have given us insights in how humans process
language and thus how we might build language models for speech
recognition [7].

3. A PRIORI KNOWLEDGE IN
RECOGNITION

Even today, most successful large vocabulary speech recognition
systems model words as sequences of linguistic subunits, known
as “phones”. In some cases, phonological expansions were
applied to the target phone sequences corresponding to words in
the vocabulary to allow for the possibility of phonologically-
based phone deletion, insertion and substitution. These
transformations were often performed by handwritten rules, one
of the most comprehensive sets being the ones developed by
Cohen and Mercer at IBM. A typical such rule would be

NULL  -> ?  /  | _ {vowels, nasals, liquids, glides}

that is, the rule for optional glottal stop insertion. The result was
to represent the target string of phones as a directed graph, rather
than a linear sequence of phones.

Early recognition systems assumed that phones actually “exist” –
the input speech stream could be segmented,  the individual
segments themselves could be mapped directly onto phones, and
another component of the system could map the phones onto
strings of words. Various types of heuristics were employed to
perform this segmentation. In some systems, hard decisions were
made as to the identity of the phones, and in others, various
choices were represented in the form of a lattice (Figure 2) [9].

Figure 2. Phonetic lattice hypothesized for the phrase “total
budget” (from [9]).

Early types of speech features extracted from the signal were
often based on linear prediction analysis, both because of ease of
computation and also because of the implicit underlying model of
the vocal tract. There have also been various attempts to apply
models of the peripheral auditory system to extract perceptually
important features from the speech signal, such as models of the
hair cells in the ear [10] and models of firing patterns on the
auditory nerve [11]. Such models typically involve complex
non-linear processing of the signal. For example, in [11], a feature
called synchrony, representing hypersharp frequency tuning
observed on the auditory nerve, is defined as

where the <> represent envelope detection, )(ny is the output of
a bandpass filter after automatic gain control and half wave
rectification, and 0n is defined as sampling rate divided by 0f .

Many systems have tried to utilize perceptual information of
various sorts to perform acoustic classification. The impetus for a
sizable fraction of this work was the successful demonstration
that high-accuracy acoustic classification was possible by having
an expert examine a speech spectrogram [12]. Therefore, it was
hypothesized that studying the explicit features used by an expert
spectrogram reader combined with knowledge of how sounds
were known to be perceived observed via perception experiments
would lead to improved speech recognition performance [13].
Some of the cues utilized include

• Frequency location of the first three formants

• Spectral details at sound transitions
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• Energy at low, mid and high frequencies

• Voicing information

Lastly, many early systems attempted to capture linguistic
constructs by writing explicit grammars by studying many sample
utterances from a particular target domain. These grammars ranged
from simple finite state grammars to more complex ATN
grammars [14]. After the acoustic phonetic component would
propose a word lattice, the grammar was typically used to search
the word lattice looking for utterances consistent with the
grammar.

4. DATA DRIVEN APPROACHES

At least until recently, data-driven approaches to speech
recognition, such as those based on Hidden Markov Models
(HMMs) have enjoyed much greater success than those primarily
based on a priori knowledge. There are many possible
explanations.

First, it is sometimes not a good thing to put too much belief in a
priori information, especially for such partially understood
processes such as speech. For example, a “phone”, while a good
theoretical concept, may very hard to identify accurately in the
speech signal. Too much information is lost in the process.
Making a hard decision about a phone boundary, or replacing a
sequence of speech information with a single label – is an
enormous reduction in information relative to delaying the
decision until one knows what surrounding phones are being
hypothesized constrained by the actual lexicon in question. One
of the greatest improvements ever obtained in the early IBM
systems was the elimination of phonetic recognition. [15].

In a similar vein, the speech production model utilized in linear
predictive analysis – the “all pole” model – assumes simple
plane-wave propagation through a non-uniform acoustic tube
excited by either a stream of pulses or by white noise. These
assumptions are violated to  a greater or lesser degree by a real
vocal apparatus. These violations introduce spurious spectral
distortions into the extracted features that generate mismatches
between the recognition models and the observed features. Trying
to model the auditory system has similar problems – the modeling
assumptions may be only partially valid, and their imposition on
feature extraction may introduce recognition errors rather than
causing their removal. The success of cepstral-based processing
may be partially attributable to the fact that they are a very simple
representation and still maintain most of the information needed
for speech recognition (as can be seen by resynthesizing speech
from the cepstral coefficients and a simple pitch tracker [16]).

Second, sometimes the use of a priori information may accurately
model the data but also introduce too much freedom in the model
so that incorrect data is also better recognized. For example, the
phonetic rules of Cohen and Mercer certainly allowed for accurate
modeling of all types of phonological phenomena. Unfortunately,
the resultant pronunciation networks were so complex that all
types of incorrect word models were also able to match the data.

Even using a priori knowledge in constructing HMM topologies
can be dangerous. We have found in internal experiments that
although actual sounds, such as stop consonants, can be deleted or
last only one or two frames, it is much better to use a simple
HMM topology with a minimum length of three frames than to
try to create HMM topologies with more complex durational
properties. Such HMMs tend to generate too many incorrect
hypotheses although exhibiting correct durational behavior for the
actual target sounds.

Third, many types of a priori information are hard to train from
data. For example, relating a more complex speech production
model to observed spectral observations results in having to solve
extremely complex non-linear equations in a space with many
local minima, which at least in the earlier days of speech
recognition was computationally infeasible.

Fourth, many uses of a priori knowledge involve a tabulation of
possibilities – be it grammatical, phonological, or phonetic.
Tabulations can be done by hand by looking at a few hours of
speech in extreme detail, but cannot possibly hope to come near
the enormous amount of data now available to speech researchers.
In addition, devising automatic procedures for adding new rules
has proven difficult. It is now typical to train systems with over
200 hours of speech data and hundreds of millions of words of
language model data – much more data than any one individual
could ever hope to analyze by hand to extract information.
Increasing the amount of data always tends to improve recognition
performance. Figure 2 (pooled from multiple sources) shows the
performance as first derivatives, second derivatives, and general
splicing and rotation of parameters are using to enlarge the
parameter vector from 13 dimensions to 60 dimensions.

Figure 2. Effect of adding parameters on relative word error rates.

Figure 3 shows the effect of increasing the amount of acoustic data
used to train the acoustic models of the system [17]. By just
increasing the amount of training data and keeping the models fixed,
recognition significantly improves. Another alternative is to
increase the number of internal parameters associated with an
acoustic model. In particular, most HMM-based systems model
speech as a mixture of Gaussian distributions. Figure 4, from our
internal experiments, shows the effect on recognition performance
on Wall Street Journal data as the number of Gaussians in the
system are increased from 1000 to 30000.
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Figure 3. Word error rate on Switchboard data vs. number of hours
of training data [17].

Figure 4. Word error rate as a function of the number of Gaussians.

In addition to the acoustic model, the language model also benefits
from the addition of data. Figure 5 shows the performance as
progressively more data is used to train a broadcast new system
[18]. This amount of data is clearly impractical to analyze by
humans.

Lastly, sometimes a priori knowledge, even if captured properly,
can convey deceptively little information. For example, there is
often the complaint made that current n-gram models do not
capture grammatical information. Probabilistically speaking, a
grammar will typically specify at most a few hundred categories
of words. Even if such categories could be predicted perfectly,
there is still substantial ambiguity remaining about the identity of
the actual words. N-gram language models, while typically only
capturing very local constraints, since they model actual words,
reduce uncertainty substantially more than a perfect grammar
alone.

Figure 5. Word error rate as a function of the number of sentences
used to train a trigram language model [18]

5. COMBINING HEREDITY AND
ENVIRONMENT

Though use of a priori information has so far resulted in many
discouraging results, hope springs eternal.. Perhaps better
integration framework approaches must be developed to
capitalize on such information. Recently there have been renewed
efforts to integrate a priori knowledge into data driven models
using very sophisticated modeling techniques. This paper
concludes by briefly describing some interesting recent attempts
to combine “heredity” and “environment”.

One recent approach is to develop a multi-stage speech
production model containing a linear, phoneme-independent
coarticulation filter, followed by a nonlinear component [19]. The
nonlinear component produces observed features such as cepstral
parameters. A neural net is used to capture the nonlinear
relationship between smoothed articulator features and cepstra. A
unified model of training, adaptation, and decoding is developed,
each operation differing only with respect to prior probability
distributions. Prior probabilities can be introduced at each stage of
the model, providing a flexible framework for utilizing both
specific and general prior knowledge. Such a model would have
been computationally intractable in the early days of speech
recognition, but with today’s computer power it is possible to
refine algorithms with timely experimental feedback..

Another technique for incorporating a priori information into data
driven approaches is to use a fusion-based approach using
features and models that are known in advance to produce good
recognition performance. This technique is particularly suitable
for combining multiple input observation streams together
because information can be fused at either the frame, phone, word
or sentence level. In such a case, high-performing features, such as
cepstra, can be combined with a second source of information, say
one utilizing an auditory model, to provide recognition
improvements above and beyond a straightforward data driven
approach [20].

One source of a priori knowledge still fraught with perennial
difficulties is the use of a complex phonology. Even though
sophisticated mechanisms such as Finite State Transducers [22]
are capable of simplifying the construction of the most complex
context-dependent pronunciation networks, results are still mixed,
with data-driven formulations still providing a significant edge
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[21]. Some sources of a priori information may never prove
useful!

Lastly, capturing syntax and semantics using complex statistical
models is finally showing signs of promise [23]. For example, a
topic-based language model may be combined with the output of a
statistical parser using a maximum entropy approach:
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where w refers to the words, h , to the headwords from the parse,
“topic” to one of a multitude of topics that may be activated when
a particular word w is observed, and Z an appropriate
normalization factor. In such a case, the state space becomes quite
complex and the only methodology for handling this is to rescore
n-best lists – clearly generating many potential search problems.
To handle such situations it may be necessary to recast the parser
as a single left-to-right operation [24].
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