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ABSTRACT

A real-world speech recognition system encounters sev-
eral speaking styles and speaking rates and its accuracy
depends highly on the speaking rate, i.e., degrades sharply
with very fast or very slow speech (including hyperartic-
ulated speech) In this paper, we propose a generic mod-
eling scheme to capture a range of speaking rates from
very slow to very fast with the use of decision trees. This
approach improves recognition performance on fast and
slow speech, without degrading the performance on nor-
mal speech. The main idea behind this scheme is to model
the context-dependent HMM state likelihoods di�erently
for di�erent speaking rates as the joint probability of ob-
serving the sequence of durations given the sequence of
the acoustic states, without having to rely on any explicit
duration computation during run-time.

1. INTRODUCTION

In practical speech recognition tasks, variations in speak-
ing rate can account for a signi�cant percentage of the
errors. These error rates can vary by a factor of 2 in
some cases. Even though having enormous quantities
of training data that covers a wide variety of speaking
rates improves recognition accuracy, an explicit modeling
of speaking rates is necessary. Methods that normalize
speaking rates, such as cepstral length normalization [6],
or model durations with Gamma distributions [1], or use
weighted pronunciation variants to capture the deletions
and substitution of phonemes [2] and optimally cluster
the training data have been explored to this date. In
[1], additional hidden parameters were associated with
state transitions to capture the rate of speech contained in
the inter-frame transitions, i.e. a dependency is assumed
between the speaking rate and the fact that successive
frames may be dependent. The addition of pronuncia-
tion variants to capture the deletion and substitution of
phones in fast and therefore highly coarticulated speech
and slow speech was presented in [2]. Measurement of
the speaking rate is in itself a di�cult task and di�erent
ideas such as those based on the spectral energy envelope
[3], alignment-based measures at the word/phone level [2]
and the vowel rate which is strongly correlated with the
syllable rate [4] have been proposed to do the same. In
[5], Gaussian Mixture Models trained on the acoustic data
have been used for the classi�cation of speech into slow,
normal and fast categories. Distance measures, such as
Euclidean distances have been used to measure the aver-
age distance between frames. Subsequently, non-Gaussian
distributions such as the Gamma distribution have been
used to model the durations.

The main idea behind this paper is to weight the
context-dependent HMM state likelihoods di�erently for
di�erent speaking rates without having to rely on any
explicit duration computation during run-time. During
recognition, the context information is used to traverse
the duration decision tree to determine the likelihood of
observing that duration and the state likelihood is weighted
with the duration likelihood. This smoothing procedure
compensates for mistakes made in the estimation of phone
boundaries and provides a stable improvement on fast
speech and moderate improvements on normal speech.
Hence, it o�ers a fast and computationally inexpensive
scheme compared to other techniques.

The rest of the paper is organized as follows. Section
2 describes the algorithm in detail. Experimental results
are presented in Section 3. Section 4 o�ers a discussion
of the results along with the future ideas that will be
explored in the context of this paper.

2. ALGORITHM

Speaking rate a�ects the spectral features of every phone1

along with their durations. The motivation behind this
work was to develop an algorithm that is good at model-
ing durational patterns, especially the kind encountered
in spontaneous and disuent speech. Since estimating the
durations of words is a much harder task due to the re-
quirement of a large amount of training data, we chose
to work with phone durations. We are also interested in
using a soft-decision as far as the estimation of speak-
ing rates is concerned, i.e. we are interested in a method
that does not require the computation of the duration
of any sub-phonetic unit, but rather estimates it based
on probabilistic distributions estimated from the training
data. Hence this method focuses on modeling the context-
dependent HMM state likelihoods di�erently for di�erent
speaking rates as the joint probability of observing the
sequence of durations given the sequence of the acoustic
states.

In this work, we build a decision tree based on the
phone durations in order to classify the di�erent dura-
tions seen under di�erent contexts. Phonetic and lexeme
contexts are used to build these duration decision trees
while maximizing the likelihood and/or the conditional
likelihood of the training data. The phonetic questions
used in growing the decision tree are similar to the ones
used to grow the acoustic decision trees. The data that
settles on every terminal node (leaves) in the duration
tree now represents the range of durations that can ex-

1the coarticulation e�ect becomes more prominent with

faster speaking rates
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ist for a given set of similar acoustic contexts, i.e. they
represent the probability distributions with minimal en-
tropy. Thus, given a phonetic context, an acoustic state
is determined by traversing the acoustic decision tree and
the duration state is determined by traversing the dura-
tion decision tree. The data at the leaves of the decision
tree are then used to estimate the distributions of the du-
rations at that leaf. These distributions can be modeled
with either Gaussian, Raleigh, or Gamma distributions or
simply using histograms.

The model presented in this paper can then be sum-
marized by the following equation, where the probability
that the observation vector is emitted from any acoustic
state is given by,

p(x) = p(xjs) � p(sjd) � p(d) (1)

where x is the observation vector, s is the context de-
pendent HMM state derived from the acoustic decision
tree and d is the terminal node (leaf)2 derived from the
duration decision tree corresponding to the context that
de�nes s. The term, p(djs) provides the map between the
acoustic and duration decision trees. The decision trees
capture various speaking rates without loss of generality
without any caveats such as those encountered in tech-
niques that require length normalization or stretching of
cepstral features.

2.1. Theoretical framework

This section formulates the idea behind weighting the
HMM state likelihoods with the duration likelihoods. The
joint likelihood of observing the sequence of observations
~x(t) corresponding to the acoustic state sequence ~s(t) and

the duration state sequence ~d(t) is given by,

L( ~x(t); ~s(t); ~d(t)) = L( ~x(t)j ~s(t); ~d(t)):L( ~s(t); ~d(t)) (2)

We wish to maximize the likelihood of observing the vec-

tor ~x(t), given ~s(t) and ~d(t). Since we are sharing phonetic
contexts across the two decision trees, this can be further
reduced to,

L( ~x(t); ~s(t); ~d(t)) = L( ~x(t)j ~s(t)):L( ~s(t)j ~d(t)):L( ~d(t)) (3)

In our implementation, we weighted the state likeli-
hoods at the frame level. As long as there are segments of
speech which are labeled by leaves of the same arc, Eqn.
3 is not invalidated. However, at the transition regions
between arcs, Eqn. 3 becomes,

L( ~x(t); ~s(t); ~d(t)) =
Y

t

L(x(t)js(t)):L(s(t)jd(t)):L(d(t))

(4)
Here, l is the leaf from the set of L leaves, which are
the context dependent realizations of the arc. Our in-
terpretation, models the hidden map between observing
the state sequence and the corresponding durations. The
likelihood of observing the sequence of durations is mod-
eled as the likelihood of observing the durations given
the hypothesized state sequence multiplied by the map
(many-to-many) between the acoustic states and the du-

rations states. The term L( ~(s(t)j ~d(t)) �L( ~d(t) models the
speaking rate. Weighting the state likelihoods with the

2Throughout this paper, the term leaf is used for the

context-dependent realization of the sub-phonetic unit (arc)

in a HMM.

duration likelihood in this fashion amounts to penalizing
the shorter or longer durations seen in faster or slower
speech appropriately.

In computing the joint likelihood of the two state se-

quences, the acoustic state sequence, ~x(t) and the dura-

tion state sequence, ~d(t), are linked to each other through

the term L( ~s(t)j ~d(t)). The probability of the durations
at each leaf of the decision tree can be modeled with any
parametric distribution such as the Gamma distribution
or simply computed using a histogram estimation tech-
nique. An EM framework can be used to estimate the
parameters of the duration model if a parametric form is
assumed.

2.2. Duration decision tree

The acoustic decision trees are built out of cepstral vectors
while the duration decision trees are built from the arc
(sub-phonetic unit) durations. Viterbi-alignment on the
training data was used to produce a duration measure at
the sub-phonetic level. Using a context size of 5 phones to
the left and right, similar contexts were clustered together
in a decision tree. The length of the context inuences
the quality of the duration decision tree. The questions
on the phonetic context that are used for growing the
decision tree are similar to the ones used in growing the
acoustic decision tree. Typically these questions query
the presence of a vowel, a glottal stop, etc. in positions
to the left or right of the current phone. A node in the
tree is split if the gain in splitting the node into is greater
than not splitting it. This gain is computed for all the
questions using a maximum-likelihood criterion.

In order to investigate the use of the duration deci-
sion tree, the following experiments were conducted. It
is not necessary to maintain the same number of leaves
in the two decision trees. Since they share the same con-
text information, a many-to-many map can be learned be-
tween the two decision trees using the same training data
and used in Equation 3. Alternatively, one acoustic leaf
can map to several duration leaves (One-Many) when the
number of leaves in the duration decision tree are much
higher. A variation on this case is when several acoustic
leaves map to several duration leaves (Many-Many). This
implies that the duration space is much more �nely quan-
tized. Another scenario, where many acoustic leaves map
to the same duration leaf (Many-One) is also a possibility.
An extreme realization of this case is when all the leaves
of an arc map to just one duration leaf. A One-One map is
seen when the durations of the data aligning to the leaves
of the acoustic tree are used directly to build the dura-
tion distribution, i.e there is no duration tree. It can be
seen from our results in Table 1, that �ne quantization, ie.
the scenario when many acoustic leaves maps to several
duration decision leaves, produces the best improvement
in accuracy. This suggests that our duration tree is able
to capture the various durations and penalize fast or slow
speech accordingly.

2.3. Analysis of Durations

Figure 1 plots the alignment-based durations in frames
of speech for the vowels AA, IY and the fricative S com-
puted on a large training data set. Examples of durations
averaged over several speakers from normal, fast and slow
test speech for vowels and fricatives are given in Figures 2,
3 and 4. From these graphs, it can be seen that the distri-
bution of durations in the training data that the acoustic



Acoustic/Duration DS1
Tree Map Normal Fast Slow

Baseline (SI) 10.54 24.63 26.77
Many-One 10.6 23.6 25.3
One-One 10.6 24.1 25.8

Many-Many 10.4 22.1 24.1

Table 1: Error Rates on fast, slow and normal speech with
di�erent maps between acoustic and duration trees

models have seen are di�erent from what is actually seen
in the case of fast and slow speech. For all classes of
phones, it can be seen that the duration distribution for
fast speech is a sharper distribution and in the case of
fricatives, the mean of the distribution is less than that
of normal speech. Similarly, for slow speech, the dura-
tions are more widely distributed with the mean larger
than that of normal speech. Hence, the duration model
penalizes the state likelihoods for fast and slow speech
in such a manner that distributions now �t the duration
distributions of normal speech better.

3. EXPERIMENTS AND RESULTS

The feature vectors used are the standard cepstra and
� and �� parameters spliced together from 9 succes-
sive frames. Linear Discriminant Analysis (LDA) is used
to select the top 40 dimensions as the feature vector for
that frame. This method has been evaluated in rescoring
and decoding frameworks on several in-house spontaneous
and read speech databases. An accuracy improvement of
about 4% to 10% relative has been seen on test sets with
slow and fast speech. An improvement of about 6% to 8%
was seen even on normal speech, with an overall decrease
in the substitutions and deletions. Recognition perfor-
mance of this algorithm will be evaluated when used with
standard speaker adaptation techniques, such as, MLLR
and MAP.

3.1. System Description

The baseline speaker-independent system is trained on
about 200 hours of speech collected from over 2000 speak-
ers. The speech recognition system uses an alphabet of
52 phones. Each phone is modeled with a 3-state left-to-
right HMM. The system has approximately 3500 context-
dependent HMM states and 40,000 Gaussians. The du-
ration decision tree contains approximately 5000 leaves
and a Many-Many map was used. The acoustic front-
end uses a cepstral feature vector extracted every 10 ms,
and transformed using LDA. The recognition system has
a vocabulary of 64,000 words.

3.2. Data

In order to obtain fast and slow speech data for evaluating
the performance of our proposed method, we collected an
in-house data base (DS1) of read speech from 5 speakers
(3 male and 2 female speakers). This database includes
normal ( 110 words/min.), fast (150 words/min.) and slow
( 60 words/min.) read speech from these 5 speakers. The
algorithm was also tested using spontaneous speech. This
in-house spontaneous (DS2) speech test data set was col-
lected in a real-world scenario where users used a speech-

Models DS1 DS2
Normal Fast Slow

Baseline (SI) 10.54 24.63 26.77 22.66
SI (Dur) 10.4 22.1 24.1 21.9

Baseline (SA) 8.24 21.34 23.25 17.79
SA (Dur) 8.26 20.7 22.09 16.67

Table 2: Error Rates on fast, slow and normal speech
using speaker independent and speaker adapted models
in a rescoring framework

Models DS1
SI 10.7 22.14 24.23

Table 3: Error Rates on fast, slow and normal speech us-
ing speaker independent models in a decoding framework

recognition program to dictate interesting events in their
lives, holiday trips, shopping lists, and articles. There are
10 native American English speakers in this test set with
about 1 hour of speech from each speaker. This data con-
tains a lot of disuencies, fast and slow speech, laughter,
and background conversations and noise. Each speaker
also read a provided script to generate approximately 20
minutes of supervised adaptation data. A third test set
DS3, comprising of read speech from 10 speakers, at a
normal speaking rate was also used to ensure that this
approach did not deteriorate performance with normal
speaking rates.

3.3. Results

Our durations are computed from Viterbi alignment of
the speech with their transcriptions. The duration model
was �rst implemented in a rescoring framework and later
extended to the decoding framework. The results in Ta-
bles 2, 3 and 4 were all obtained using a duration deci-
sion tree with approximately 5000 leaves. Table 2 tab-
ulates the results on the normal, fast and slow speech
test data sets (DS1) and DS2 in a rescoring framework.
Here, 10-best hypothesized word sequences were produced
using the conventional likelihood computation and then
rescored with the new duration model. The baselines
for all these test sets were obtained on the LDA system
described in section 3 using the conventional likelihood
computation. It can be seen that there is a 4% to 10%
relative improvement for both the fast and slow speak-
ing rates while the accuracy remains unchanged for the
normal speaking rate. Similar results were obtained us-
ing both speaker-independent models as well as speaker-
adapted models based on MLLR and MAP. Table 3 tabu-
lates the results obtained in a decoding framework using
speaker independent models on DS1. It can be seen that
the duration model performs reasonably well in rescoring
and decoding frameworks. Table 4 is the result of using
the duration model on data set DS3. It can be seen that
the duration model does not lower the performance on
normal speech, in fact it marginally improves the perfor-
mance by 4% relative.



Models DS3
Baseline SA 6.67
SA (dur) 6.38

Table 4: Error Rates on normal read speech using the
duration model in a rescoring framework

4. CONCLUSIONS

A new approach to model rate of speech using decision
trees has been presented. This method improves perfor-
mance on fast, and slow speech without deteriorating the
performance on normal speech. This technique, in some
fashion acts like a pronunciation model that captures the
variations in pronunciation arising from di�erent speak-
ing rates. One reason why this method performs well is
that during fast and slow speech, some phones may be
deleted, shortened or stretched and this change in dura-
tions for the same context is penalized by the duration
model. It is evident that this technique helps in modeling
rate of speech simply based on some of the errors that
have been recovered. Examples of such errors include to

issue that was previously decoded as tissue, and area is

marked that was decoded as areas marked. In future, we
plan to explore the use of varying context lengths and de-
cision tree sizes to observe their e�ect on the recognition
performance. In this paper, we did not have a parametric
form for the duration distributions. We will explore such
representations and the estimation of their parameters in
the future.
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Figure 1: Duration distributions for the phones 'AA', 'IY'
and 'S' from the training data
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Figure 2: Duration distributions for the phone 'AA' for
normal, fast and slow speech
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Figure 3: Duration distributions for the phone 'IY' for
normal, fast and slow speech
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Figure 4: Duration distributions for the phone 'S' for nor-
mal, fast and slow speech'


