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In this era of globalization, learning multiple languages is
becoming necessary. Learning to speak a new language in-
volves knowing how to correctly pronounce words. In many
cases, corrections to pronunciation mistakes come from lan-
guage teachers who can typically give students only limited
time and attention. With the rapid development of au-
tomatic speech recognition (ASR) technologies, computer
can now accurately transcribe spoken words.

In this paper, we reported our work of using ASR to help
students di�erentiate between comfusible word pairs, com-
monly known as minimal pairs. Most of the reported work
focuses on the phonetic level. However, in Mandarin, we
have to deal with the added dimension of tonal confusion
where two words di�er only by their lexical tones. We
found that tone is consistently harder to distinguish as
compared to sylable initial or �nal. Furthermore, the sys-
tem when tested on native system can achieve an accuracy
of over 90%

1. Introduction

In this era of globalization, learning multiple languages is
becoming necessary. Learning to speak a new language in-
volves knowing how to correctly pronounce words. In many
cases, corrections to pronunciation mistakes come from lan-
guage teachers who can typically give students only limited
time and attention. With the rapid development of au-
tomatic speech recognition (ASR) technologies, computer
can now accurately transcribe spoken words.

Using ASR technologies in language learning has been re-
cently proposed by di�erent researchers with various ob-
jectives. In [1]-[2], ASR technology is used to measure the
goodness of pronunciation. In [3], it is used to evaluate
the competence of a non-native speaker's spoken language
ability. In this paper, we reported our work of using ASR
to help students to di�erentiate between confusible word
pairs, commonly known as minimal pairs. Most of the re-
ported work focuses on the phonetic level. However, in
Mandarin, we have to deal with the added dimension of
tonal confusion where two words di�er only by their lexi-
cal tones.

In this paper, we report the initial work of the project
which involved in building the Computer-aided Mandarin
Pronunciation Learning System (CAMPLS). In the next
section, we will describe the functionality of CAMPLS and
modeling approaches we have taken. In Section 3, we will

describe the databases collected for training and test. In
Section 4, we will describe our experience of using CAM-
PLS and summarize the paper in Section 5.

2. CAMPLS

The CAMPLS focuses on helping student to learn to cor-
rectly pronounce and di�erentiate the basic phonetic units.
Similar to traditional pronunciation learning, students are
asked to read pairs of confusible words, such as "hit" and
"heat", "bit" and "�t" in English. In Mandarin, however,
words are created by the concatenation of characters. Chi-
nese characters are mono-syllabic and can be decomposed
into 3 components, the lexical tone, the initial consonant
and the �nal vowel/consonant unit. Thus, the the phonetic
contents is better described in terms of initials, �nals and
tones.

The system includes the typical features of a learning tool
such as, playing the correct pronunciation, displaying the
speech waveform and recording of the student speech. The
user interface is designed with tree like structure. In the be-
ginning, a student is prompted to select whether he would
like to practice in pronouncing di�erent tones, initials or �-
nals. Then, the student will select a pair of confusible units
(it may be tones, initials or �nals). An example screen at
this point is shown in Figure 1. Then, the student will
be prompted to speak a word within a minimal pair. At
that point, the student can choose to play the pre-recorded
native pronunciation of the word, to pronounce the word,
to see the reference waveform or to see the waveform of
his own voice. On top of all those, whenever a student
record his speech, an ASR engine is trained to identify
the accuracy of the students speech. The system can give
one of these three possible responses, 1) the correct word
is spoken, 2) the student has confused the word with the
other word in the minimal pair (denoted as intra-pair error)
and, 3) the student has said something di�erent (denoted
as inter-pair error). At any point, the student is free to
navigate the system by either going up or down.

In this system, because it is n undergraduate project, we
de�ned a list of only 21 pairs of two-syllable words that are
highly confusible. The word list is tabulated in Figure 2
with its phonetic transcript and the number of HMM states
used. It includes three types of confusion: 1) the tone
is di�erent, 2) one initial is di�erent and, 3) one �nal is
di�erent.
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Figure 1: A sample screen of CAMPLS

Each two-syllable word is represented by a whole-word left-
to-right HMM model. The number of state in each HMM
model is determined by the number of phonetic units and
the duration of the word. To simplify computation, multi-
stream discrete HMM is used. 6 di�erent streams are de-
�ned, two for the cepstral features, two for the cepstral
derivatives, one for the normalized energy and one for the
energy derivative. 64 codewords are assigned to the cep-
stral and cepstral derivatives features and 16 codewords
are assigned to the energy features. The codebooks are
trained using the binary splitting followed by the K-means
algorithm. HMM training is done using the Viterbi-style
training and each word is trained separately.

During test, a user will pick a minimal pair. Within the
pair, the user can select one of the two words. After
the user �nished recording his reproduction of the selected
word, the standard Viterbi algorithm is used to recognize
the spoken word. If the hypothesized word matches the
selected word, a congratulation message is displayed. If
the hypothesized word matches the confusible word, the
system reports that the user is confused between the mini-
mal pair. However, if the hypothesized word do not match
either words in the pair, the word will be rejected.

3. Data

In this system, we de�ned a list of 21 pairs of two-syllable
words (as shown in Figure 2) that are highly confusible.
It includes three types of confusion: 1) the tone is dif-
ferent (w1; : : : ; w14; w17; : : : ; w20), 2) one initial is di�erent
(w15; w16; w21; : : : ; w24; w29; : : : ; w32; w37; w38) and, 3) one
�nal is di�erent (w25; : : : ; w28; w33; : : : ; w36; w39; : : : ; w42).

To train and test the CAMPLS, two speech databases are
collected. The �rst one contains speech from a total of 21
native Mandarin speakers with 9 or 10 tokens per word
per speaker. 18 speakers, 9 males and 9 females, are used
for training the ASR engine. The native test, consists of

Figure 2: The list of words used in CAMPLS

Error (%)

Total error 9%

Minimal pair 8%

Across minimal pair 1%

Table 1: Summary of errors in native-test

3 speakers, 2 female and 1 male. The second database is
collected from Hong Kong students who are not uent in
Mandarin. This is called the student test-set. While each
speaker has spoken 10 tokens for each word, the database
contains a total of 2064 word tokens that is marked as cor-
rectly pronounced by Mandarin teachers. The incorrectly
pronounced tokens are discarded.

4. Experiments

We performed a number of experiments to measure the
accuracy of the system in di�erentiating between the min-
imal pairs. Each word can either be counted as correctly
recognized, recognized as the minimal pair or recognized as
something else. In our �rst experiment, the native test is
used. Table 4 shows the word accuracy for each word, how
often it is confused with the corresponding minimal pair
(intra-pair error) and how often it is confused with words
in other minimal pairs. The overall performance statistics
are summarized in Table 1. From these results, we can
see that a majority of the errors are confusions within the
minimal pair. Furthermore, the accuracy of the recognizer
is quite high. It should also be noted that the errors are
asymmetric, i.e., within the minimal pair, one word is likely
to be hypothesized than the other. For example, between
w1 and w2, while w1 is consistently correctly recognized,
27% of w2's tokens are mis-recognized as w1. In Table 2,
we compare the accuracy across the 3 types of confusions.

Our second experiment is performed on the student data.



Tone Initial Final

Minimal pair 12.6% 5.6% 6.7%
Others 0% 1.4% 0%
Total 12.6% 7% 6.7%

Table 2: Comparing the accuracy of native-test across
di�erent confusions

Error (%)

Total error 38 %

Minimal pair 23 %

Across minimal pair 14 %

Table 3: Summary of errors in student-test

Since CAMPLS is trained solely on native speech, we ex-
pect the performance of the student data to be worse than
that of the native speakers. Table 6 tabulates the per-
centage errors made by each word, the intra-pair error and
the inter-pair errors. The result is further summarized in
Table 3. The signi�cant degradation indicates that the
system di�ers signi�cantly from human in recognizing the
data. While human experts (Mandarin instructors) ac-
cepted those words as correctly pronounced, the machine
has problem in correctly identifying them. Furthermore,
comparing the results between the native and student test-
sets, there are more confusions between a word and words
outside of the minimal pair. Part of the reason probably
is due to poorer overall performance.

We further investigate the e�ect of di�erent types of con-
fusion on the student-test. The result is summarized in
the Table 4. We notice that most of the errors are in the
category of tonal confusion followed by confusions in the
initial. Comparing this with the error breakdown on the
native-test as shown in Table 6, we notice that lexical tone
contributed most to the errors, followed by initial and then
�nal. There are two possible explanations. 1) The ASR
engine using cepstral and related features are weak in dif-
ferentiating between lexical tones. 2) The lexical tone may
have more variation and harder to di�erentiate. For either
reason, it seems to indicate that further work should be
focus on di�erentiating the lexical tones.

5. Discussions

In this paper, we have reported our initial work in building
the CAMPLS system for non-native Mandarin speakers.
While the score of the project is limited because it is an
undergraduate project, it has been able to demonstrate the
feasibility of using ASR to teach Mandarin. Our results
show that our ASR engine can accurately di�erentiate be-

Tone Initial Final

Minimal pair 23% 28% 19%

Others 18% 10% 12%

Total 41% 38% 31%

Table 4: Breakdown of errors into di�erent confusions on
student-test

Word Correct Intra-pair Inter-pair Number of
Error Error Token

1 100% 0 0 29
2 73% 27% 0% 30
3 83% 17% 0% 30
4 79% 21% 0% 29
5 100% 0% 0% 30
6 100% 0% 0% 30
7 62% 38% 0% 29
8 97% 0% 3% 29
9 90% 10% 0% 30
10 100% 0% 0% 30
11 90% 10% 0% 29
12 53% 47% 0% 30
13 80% 20% 0% 30
14 86% 14% 0% 29
15 100% 0% 0% 30
16 100% 0% 0% 30
17 100% 0% 0% 28
18 77% 23% 0% 30
19 100% 0% 0% 30
20 100% 0% 0% 30
21 100% 0% 0% 30
22 100% 0% 0% 30
23 72% 28% 0% 29
24 97% 3% 0% 30
25 100% 0% 0% 30
26 100% 0% 0% 30
27 100% 0% 0% 30
28 100% 0% 0% 30
29 100% 0% 0% 30
30 77% 23% 0% 30
31 100% 0% 0% 30
32 69% 14% 17% 29
33 100% 0% 0% 30
34 100% 0% 0% 29
35 100% 0% 0% 30
36 69% 31% 0% 29
37 100% 0% 0% 30
38 100% 0% 0% 30
39 53% 47% 0% 30
40 100% 0% 0% 30
41 97% 3% 0% 29
42 100% 0% 0% 30

Table 5: Intra-pair and inter-pair errors for the native
speakers



Word Correct Intra-pair Inter-pair Number of
Error Error Tokens

1 63% 25% 13% 7
2 64% 24% 11% 10
3 47% 11% 42% 19
4 63% 22% 15% 8
5 80% 11% 9% 6
6 71% 18% 11% 7
7 41% 29% 30% 21
8 38% 43% 19% 14
9 52% 29% 19% 8
10 52% 9% 39% 9
11 50% 33% 17% 10
12 53% 14% 33% 17
13 71% 19% 10% 7
14 46% 44% 10% 6
15 48% 41% 10% 3
16 60% 20% 20% 3
17 47% 30% 23% 12
18 62% 15% 23% 9
19 41% 35% 24% 11
20 90% 2% 8% 7
21 65% 23% 13% 4
22 55% 27% 18% 9
23 94% 6% 0% 0
24 67% 33% 0% 0
25 22% 78% 0% 0
26 92% 0% 8% 2
27 54% 29% 17% 6
28 71% 17% 11% 4
29 47% 53% 0% 0
30 84% 13% 4% 2
31 87% 4% 9% 4
32 63% 29% 8% 2
33 81% 4% 16% 12
34 65% 33% 2% 1
35 65% 16% 19% 8
36 81% 8% 12% 6
37 43% 41% 16% 7
38 48% 20% 32% 14
39 36% 49% 15% 8
40 76% 5% 19% 8
41 71% 17% 12% 8
42 71% 26% 3% 1

Table 6: Accuracy of each word and their inter- and intra-
pair errors for student test-set

tween confusible word spoken by native speakers. When
used by non-native speakers, the performance degraded but
that is probably due to the mis-match condition between
training and test.

With this initial system completed, extending the score
by increasing the number of words, including non-native
speakers in training can be added.
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