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ABSTRACT

A priori threshold selection is an important problem in prac-
tical speaker verification (SV) systems. Most earlier empir-
ical methods for estimating prior thresholds assume avail-
ability of data from impostors i.e. speakers saying the same
phrase as the desired speaker. While this is true for most
databases available for research, it is not so in practice. In
this paper, we present a novel prior threshold selection mech-
anism that uses the distributions of the “units” of the pass
phrase rather than the entire phrase. Hence the new ap-
proach does not need imposter data and provides flexibil-
ity and adaptability to the system. We demonstrate the ef-
fectiveness of our new idea in a connected-digit based SV
system.

1. INTRODUCTION

A state-of-the-art speaker verification (SV) system is usu-
ally formulated as a hypothesis test in which, given the test
utterance X , the speaker models �s and the “anti-speaker”
models ��s, a likelihood-ratio test of the form

T (X) = logf
p(X j�s)

p(X j��s)
g > t� (1)

is performed, where t� is the threshold (e.g. [1]). The
claimed identity of the speaker is accepted if the likelihood-
ratio (or its log in this case) exceeds the threshold, and is
rejected otherwise. In contrast to the conventional approach
of evaluating an SV system based on posterior equal error
rate (EER), practical speaker verification systems require
that the threshold be selected a priori, i.e. without the aid
of test data. This is an important problem in practical SV
systems.

This choice of the threshold is completely dependent
on the distribution of the test statistic under the null (true
speaker) and alternate hypotheses (not true speaker), and
the kind of tradeoff that can be provided between false ac-
ceptance (FA) and false rejection (FR) rates depends on the
overlap between the two distributions. Since �s and ��s

are hidden Markov models (HMMs) estimated from lim-
ited data, we do not know the exact distribution of the un-
derlying speech signals. Hence the distributions of the test
statistic under the two hypotheses have to be determined
empirically and the threshold selected based on a desired
performance. This choice is crucial for the performance of
practical SV systems.

The difficulty of estimating the threshold arises from the
fact that usually very limited data are available. Most stud-
ies on prior threshold determination [2, 3] assume that data
from impostors (speaking the same phrase as the desired
speaker) are available. While this is true in research set-
tings, such data are impossible to obtain in real applications,
making the problem even harder.

In this paper, we present a novel approach that allevi-
ates the above problem and selects thresholds using “unit”
level distributions obtained either from the training data or
an independent database. These units can be words or sub-
words. The motivation for the idea is that even though
other speakers may not use the same phrase, they might use
the same words or sub-word units that constitute the target
speaker’s pass phrase. Since the number of shared units is
much higher than shared pass phrases, this can lead to bet-
ter estimates. Once the “unit” level distributions of these
words under the alternate hypothesis are computed for each
speaker, they can be combined to form the utterance level
distribution of the target speaker’s pass phrase. This is again
a challenging problem. Using this distribution, the thresh-
old can be selected based on a given level of false accep-
tance only. If the distribution of the score under the null
hypothesis is available, the threshold can be selected based
on both FA and FR.

The data used to derive the unit level distributions can be
obtained in two ways: (1) from the enrollment data of other
speakers, or (2) from an independent database consisting of
a wide variety of speakers. The second possibility is an in-
teresting one and can add tremendous amount of flexibility
and reliability to the system. In this paper we present results
using both these approaches.

For the rest of the paper, we will discuss this new idea in
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terms of a fixed vocabulary system i.e. where the “units” are
words, and each speaker speaks a different phrase derived
from the same set of words. The digits are the most common
example of a fixed vocabulary set.

The complexity of the word-level threshold estimation
system is more than other SV systems. But it provides the
flexibility, reliability and adaptability that is needed in prac-
tice.

2. UTTERANCE LEVEL DISTRIBUTIONS FROM
WORD LEVEL DISTRIBUTIONS

For a fixed vocabulary system, segments corresponding to
each word in the target speaker’s pass phrase can be ex-
tracted from the utterances of other speakers and scored
using the desired speaker’s model. Using these scores the
word level distributions can be formulated. In this section
we will show why this is a challenging problem, and present
a couple of strategies to solve it.

If there are Ms words in the pass phrase of a given
speaker, then the utterance level score per frame can be
computed as

U =

PMs

i
SiP

Ms

i
li

(2)

where Si = si � li is the log-likelihood of the ith word, si is
the average log-likelihood score per frame of the word and
li is the number of frames in the word.

To choose an appropriate threshold, the distribution of
U has to be computed. For that, we need the joint distri-
butions of S =

PMs

i
sili and L =

PMs

i
li. Given that

U = S=L, where S;L and U are random variables, then
fU (u) =

R1
�1 jljf(ul; l)dl [4]. We can see immediately

that the distribution of U depends in a complex fashion on
the distribution of many other variables, and it is very dif-
ficult to compute this distribution. Many approximations
can be employed (and we tried many). Here we present
two that were the best. First we make some assumptions
about the word level distributions. Since the models are
HMMs, and since each si can be written as the average of
log-likelihoods of many frames of data (ignoring the state
transition probabilities), using the central limit theorem, we
can assume that they have normal distributions.

2.1. Strategy I

One way to rewrite Equation 2 is:

UI =

PMs

i
si l̂

t

iPMs

i
l̂t
i

; (3)

where l̂t
i

is the length of the digit i in the test utterance. This
information can be obtained from the decoder output. Now

the threshold for each utterance will be different based on
its length. Then UI is is a Gaussian with mean and variance

�I =

PMs

i
�i l̂

t
iP

Ms

i
l̂t
i

(4)

�2I =

PMs

i
�2
i
(l̂t
i
)2 +

PMs

i

PMs

j 6=i rij�i�j l̂
t

i
l̂t
j

(
P

Ms

i
l̂t
i
)2

; (5)

where rij is the correlation coefficient for digits i and j.
Thus we have used the segment lengths as deterministic
variables rather than as random variables in the threshold
computation.

2.2. Strategy II

Alternatively, the SV system can combine only the average
log-likelihood score per frame of the digits to make a deci-
sion:

UII =

P
Ms

i
si

Ms

: (6)

This case is simple since we can avoid the complication in
the distribution due to the lengths of the digits. Now UII is
a Gaussian with mean and variance

�II =

P
Ms

i
�i

Ms

(7)

�2II =
1

M2

s

f

MsX

i

�2i +

MsX

i

MsX

j 6=i
rij�i�jg; (8)

where rij is the correlation coefficient for digits i and j.
For both the above strategies, for the probability of false

acceptance to be below a particular level �, t has to be as-
signed a value t� such that

R1
t�
N (tj�U ; �

2

U
)dt � �. Thus

the threshold is

t� = �U + �U ���1(�); (9)

where �(x) = 1p
2�

R1
x

e�y
2
=2dy.

2.3. Correlation Analysis

One of the crucial parts of the new approach is the com-
putation of the correlations between the scores for different
digits. This correlation is a combined effect of all these fac-
tors: (1) Inherent confusability of the digits, (2) confusabil-
ity introduced due to a person’s linguistic background and
pronunciation, (3) the extent to which the above correla-
tions are captured by the speaker’s models, (4) the distance
between the digits in the string, (possibly adjacent digits
might have higher correlation), and (5) the correlation be-
tween different occurances of the same digit.

The correlation coefficients can possibly quantify any
prior knowledge we have about all the above factors, but



this is very difficult. It is easier to estimate this correlation
empirically from data. This process requires adequate data.

To answer the question of whether the adjacent digits
have higher correlation than digits further apart in the string
- we picked pairs of digits such that the second digit oc-
curs twice in a string, once adjacent to the first digit and
once elsewhere. For example in the string “8 Z Z 8 8 2
3 5 Z 6”, ’Z’ occurs adjacent to ’8’ once and twice further
away. Similarly for ’Z’ and ’5’, ’8’ and ’2’, etc. By studying
the correlation between such different occurances, we deter-
mined that, at least for this database, the correlation does not
depend on the distance. As expected, different occurances
of the same digit have significantly higher correlation than
other pairs.

Limited or non-availability of data for some words can
be a problem. The contribution of such words to the overall
score can be discounted depending on our confidence in the
estimate of their distributions.

Potentially the idea of using unit level distributions can
be extended to vocabulary independent sub-word based sys-
tems, but since the context affects the sub word units more
than words, a large amount of data will be required for im-
plementing such a system.

3. EXPERIMENTS AND RESULTS

3.1. Database and System Description

The experimental evaluation is carried out using a database
of a common phrase (“8 Z Z 8 2 2 3 5 Z 6”) spoken by 45
speakers (20 male, 25 female), and recorded digitally over
the telephone network using different handsets and under a
variety of conditions. Each speaker provided 5 tokens of the
common phrase in a single training session. Two tokens of
the common phrase were also recorded in each of 25 testing
sessions. Consequently, a total of 50 test utterance tokens
are available from each speaker. For each speaker, 2 ses-
sions (4 utterances) of the same sex speakers are also used
as imposter test data, which is an average of 200 imposter
utterances per speaker.

The signal was band-limited to the telephone channel,
and a 39 dimensional feature vector was derived every 10ms
over 30ms Hamming windowed segments. Each vector had
12th-order LPC derived cepstral coefficients, normalized en-
ergy, and their �� and ��� coefficients.

The speaker verification system is operated in a text-
dependent mode. The speaker’s model �s consists of one
10-state left-to-right HMM for each digit, and a one-state
HMM for silence. ��s was also a set of digit models, but was
built from the pooled data of all speakers, and hence can be
regarded as speaker-independent. The speaker models had
up to 4 mixtures per state and were trained using the seg-
mental K-means algorithm. while the speaker independent

models can have up to 16 mixtures and were also trained us-
ing maximum likelihood training. All Gaussian probability
density functions have a diagonal covariance matrix which
was computed globally using all the data. The average pos-
terior equal error rate (EER) using Strategy I was 1.35%
and using Strategy II was 1.78%. The higher EER for the
second system is due to the fact that it considers only the
average log-likelihood per frame of each digit. We will see
that this approach lets us define a simpler threshold selec-
tion mechanism later.

3.2. Computing correlations

We calculated the correlation coefficients both empirically
and heuristically. In the empirical approach, for a particu-
lar speaker, for two digits A and B, we picked all the co-
occurances of A and B in the same enrollment utterance
of other speakers, and computed correlation coefficients be-
tween them. These were used in Equations 5 and 8. This
approach might be too database dependent and we were not
sure if correlations computed in one database could be car-
ried to another. The other alternative is to use a heuristic
approach and use fixed pre-determined correlation coeffi-
cients. Such fixed correlations give us the ability to incor-
porate prior knowledge e.g. the differences in speaker cov-
erage of the databases, etc.

3.3. Results - Same Database

3.3.1. Control Experiment

We did a control experiment making use of imposter utter-
ances i.e. other speakers speaking the same digit string as
the target speaker. In this, the distribution of the utterance
level scores of the imposter utterances for each speaker was
computed and the thresholds were calculated for different
target false acceptances (TFAs). The results are shown in
the second column in Table 1. These results do not match
the target FAs due to the limited availability of data (since
there are only 200 imposter utterances and 50 true speaker
utterance per speaker, the resolution of FA and FR for each
speaker is 0.5% and 2% respectively!). But given this data,
this is the best we can do. Hence it is fair to compare the
results of our new approach to these results rather than the
target FAs.

Even though the database is configured such that all
speakers say the same digit string, this fact was never used
in our new technique. The only advantage this might pro-
vide is the coverage of all the words in the vocabulary.

Results using TFAs of 5, 3, 2 and 1% and empirically
computed correlation coefficients (CC) are presented in Ta-
bles 1. We can see that both the proposed strategies give
results that are very similar to those obtained from the con-
trol experiment (columns 2, 4 and 6 of Table 1). It is in-



Empirical Digit Corr. Coeffs
Target Control Strategy I Strategy II

FA FR FA FR FA FR
5% 3.84 1.43 3.58 1.45 3.55 2.12
3% 1.72 3.04 1.48 3.20 1.43 3.98
2% 0.80 4.64 0.73 5.04 0.76 5.54
1% 0.27 8.36 0.22 8.90 0.23 10.65

Table 1: Average FA and FR rates using (1) Control experi-
ment, (2) Strategy I: frame weighted digit level scores, and
(3) Strategy II: averaged digit scores.

teresting to note that when comparing the FR rates, using
frame-weighted digit scores performs better (columns 5 and
7 of Table 1). By interpolating the FA and FR rates, we
can guess that the average EER for the new thresholding
mechanisms I and II are around 2.25% and 2.50% respec-
tively, which are higher than the average posterior EERs of
the original systems (1.35% and 1.78% respectively). This
is the price paid in a real system - the best possible posterior
EERs are difficult to achieve.

3.4. Results using an independent database

In many situations, enough data might not be available from
the enrollment utterances. We might then use a general
database with a wide variety of speakers. In this section
we present preliminary results where the digit distributions
were computed from an independent database containing
digit strings spoken by 250 speakers from the New England
and Long Island areas of the US.

Strategy I: Fixed Digit Corr. Coeffs
Target Same DB Independent DB

FA FR FA FR
5% 6.01 0.73 5.79 1.63
3% 3.50 1.40 3.05 3.26
2% 2.29 2.59 2.09 4.74
1% 0.88 4.99 0.87 7.76

Table 2: Average FA and FR rates using (1) Control experi-
ment, (2) Strategy I: frame weighted digit level scores, and
(3) Strategy II: averaged digit scores.

Columns 2 and 4 of Table 2 show the results for Strat-
egy I when using the same database and the independent
database respectively. Instead of using the empirically com-
puted digit cross-correlation coefficients (CC), pre-determined
fixed coefficients were employed for all speakers. When us-
ing the original database, a value of 0.8 was used as the
correlation coefficient between different occurances of the
same digit, and 0.2 was used for other digit pairs. For the

independent database, the above values were chosen as 0.9
and 0.35 respectively. We can make two observations from
Table 2: (1) It is clear that prudent choices of CCs can
bring the overall performance close to the desired targets
- if we know the demographics of the selected databases, it
could be possible to choose these fixed correlations wisely
to give a good starting point for the system, from which fur-
ther adaptation may be possible. (2) For the independent
database, higher fixed CCs were needed than those used for
the original database to achieve similar results. Also the FR
rates were poorer. The difference in the results could be
due to differences in the breadth of the speaker population
- since the independent database had only speakers from
Northeast US, and the database used in the experiment had a
significant number of foreign speakers, this could have lead
to underestimating the required threshold. Further study is
needed to find how to use independent databases effectively.

4. CONCLUSION

In this paper we have introduced a novel prior threshold se-
lection mechanism based on unit level distributions under
the alternate hypothesis rather than utterance level distri-
butions. This technique eliminates the need for imposter
data (i.e. other speakers speaking the same phrase as the
speaker). These unit level distributions can be computed
from other user’s enrollment data or from independent databases.
We presented techniques to estimate utterance level thresh-
olds from the unit level distributions. We demonstrated this
idea in a connected-digit based SV system. This technique
provided a flexible and practical solution to the prior thresh-
old selection problem for real-life applications.
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