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ABSTRACT

This paper compares three low cost rejection-modeling
approaches and their combination under the framework of a
voice control task. Whole word acoustic models were created
with in-vocabulary training data. Rejection parameters were
adjusted with validation data to find optimal rejection
performance for out-of-vocabulary commands within a 3%
error rate limit for in-vocabulary commands. The rejection
performance was then measured with in-vocabulary and out-
of-vocabulary test data. The total error rate reduces from the
baseline 69.4% to 10.2% for the combined approach. The
impact of rejection parameters on validation data can be
generalized to test data and rejection performance remains
stable when only part of the vocabulary is activated during
testing, indicating robustness of these approaches across
different applications.

1. INTRODUCTION

Speech recognition has been increasingly deployed in many
consumer products. One crucial issue in the usability of
speech recognition technology is the ability to reject
irrelevant sounds. In many cases, users perceive a much lower
recognition rate than the laboratory result due to large amount
of insertions by wrong commands or irrelevant speech.
Considering the acoustic conditions in the living room,
rejection of all irrelevant speech is a very challenging task. It
is particularly difficult with the limited acoustic resolution
allowable in embedded environments like TV or DVD.

One typical approach to reject irrelevant speech is through
the use of filler models. These models are often generated by
averaging over fine data clusters, either trained explicitly with
given speech data [1] or computed online by averaging the N-
best state scores [2,3]. In addition, coarse sub-word models
can be used to obtain effective confidence measures [4].
Combination of different confidence measures [5] can also
yield better results in utterance verification. However, the
latter two techniques are too expensive for embedded
systems.

For many embedded applications, it is important that the
filler models are effective regardless of the vocabularies.
Furthermore, the filler models take up part of the overall
acoustic densities, reducing the density number for regular
vocabulary. Environmental mismatch between training and
recognition may also cause poor rejection performance.

Online filler models [2,3] remove the needs for additional
training data and acoustic densities, and avoid the mismatch
between training and recognition. However, full distance

computation is often needed in order to achieve a better
performance. This increases the computational efforts
compared to on-demand distance computation. The use of
online filler model also requires minor modification of the
recognizer, not applicable to embedded platforms without an
open development environment.

In this paper we examine various options for robust rejection
for embedded systems. The rejection performance was tested
under the framework of a voice control task in the living room.
The next section gives an overview of three low cost
approaches for rejection modeling. This is followed by their
experimental comparison. Generalization from validation to
test data and vocabulary dependency is discussed next to
examine robustness of these approaches across different
applications.

2. OVERVIEW OF LOW-COST
REJECTION MODELING

Rejection of irrelevant speech in a voice control scenario can
be formulated as a likelihood ratio test given by

where Y is the input utterance, λF is the filler model and λW is
the HMM for the best word hypothesis W. While the
procedure for estimating HMMs for a given set of vocabulary
is well known,  how to specify a filler model is less clearly
defined. For embedded applications, resource availability
further limits the approaches for rejection modeling. Here we
briefly review three low-cost rejection-modeling approaches:
filler models by explicit training, online averaging and
mapping of existing densities. These approaches all require
less than 10% computational overhead to the system.

For filler models trained explicitly with given speech data [1],
it’s desirable that the filler unit is a direct replacement of a
typical pronunciation segment. In the case of syllabic
languages, like Mandarin or Japanese, a generic syllable can be
an ideal filler model across different applications. In this case,
one can use the same speech data to create HMMs for both
the vocabulary and the syllable fillers. The densities used by
the syllable filler can also be limited to avoid resource
problems. The rejection strength depends on how well the
syllable filler represents irrelevant speech.

Online filler modeling [2,3] by averaging the N-best states is a
low cost but effective rejection approach. The idea is to
approximate the local likelihood by the geometrical average of
N-best states and then adds all the local likelihood scores to
estimate overall filler likelihood P(Y|λF ). The rejection
strength depends on the number of states selected for
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averaging. Minor changes in the search engine are necessary to
implement this approach.

The density mapping approach can be seen as a way to create
an explicit filler model for online averaging without having to
go through the implementation details. In this case, the state
probability density function b(o) is defined by       where o

is the observation vector, µk and σk are parameters for the
density function, ck is the weighting factor for each density
function Nk , M is the number of densities in the mixture and
Ω is the existing density pool for the vocabulary. Selection of
filler densities from the existing density pool can be done in
many different ways. One can either select the density
randomly or classify the density pool into smaller clusters
and select the densities closest to the centroid of each cluster.
When a density is selected, its observation number in training
the vocabulary models will be included in the estimation of
the weighting factor. An alternative is to use equal weighting
for all the densities. The rejection strength depends on the
number of densities used and the topology of the filler
HMMs. This approach allows the creation of different model
topologies and their combination.

3. EXPERIMENTAL COMPARISON OF
VARIOUS REJECTION APPROACHES

3.1. Experimental Setup

To compare the rejection performance of different rejection
approaches under the framework of a voice control task in the
living room, we divided the speech data in three sets: training,
validation and testing. The training data consists of 30
commands for an entertainment appliance and was collected
from 106 speakers (64 females and 42 males) for a total of 1.6
hours. The validation set was a smaller data set (collected
from 10 females and 10 males) for adjusting the rejection
parameters. It consists of the same 30 commands as the
training set plus another 30 out-of-vocabulary (OOV)
commands for a different device. Similar to the validation set,
the test set contains 30 in-vocabulary commands and 30
OOV commands. It was collected from 101 speakers (53
females and 48 males) for a total of 2.4 hours (1.2 hours for
in-vocabulary commands and 1.2 hours for out-of-vocabulary
commands). The OOV commands in validation and test sets
are completely different from each other. In order to simulate
possible mismatched conditions, three data sets were
recorded in different rooms with different recording stations
and minor variation in talking distances. All the speech data
were spoken in Mandarin and collected in Beijing, China.

3.2. Baseline System

Our baseline system was built with whole word left-to-right
HMMs. The models were first split to 4 densities per
mixture with a total number of 4837 densities and then

clustered down to 1900 densities in order to fit the
requirements of the speech recognition processor SPHERIC
from Philips Semiconductors [6]. The SPHERIC chip allows
only 2048 densities for each application with a maximum of
127 commands. Additional density space is reserved for
adding filler models that are trained explicitly with the
training set.

The speech data was first down sampled to 8000 Hz and
then passed to the signal analysis front end to extract 20
features for each frame (12 mel cepstral coefficients and 8
derivatives). The baseline system was tuned with the
validation set to determine the optimal recognition parameters
and then tested with the test set. For in-vocabulary
commands, the error rate is 0.84% for the validation set and
1.22% for the test set. The false insertion rate (number of
insertions/number of commands uttered) for OOV commands
was also tested for the baseline system. Without proper
rejection modeling, the false insertion rate is 155% for the
validation set and 136% for the test set.

3.3. Experimental Results for Different
Rejection Approaches

For each rejection approach evaluated in our experiment, the
rejection parameters were first adjusted with the validation
data to find their optimal values. For all the tests conducted
in this study, we set an error rate threshold of 3% for in-
vocabulary commands. Within this allowable limit, we tried
to minimize the false insertion rate for the OOV commands
by adjusting the rejection parameters. The optimal rejection
parameters found in this way were then applied to the test
data to obtain the test results for comparison.

For rejection with generic syllable fillers, we created a generic
syllable filler with 22 states, 4 densities per mixture and a
total of 92 densities using the training data. Adding the
generic filler model to the baseline line system increases the
total density number to 1992. A transition penalty for
entering the filler was used to adjust the rejection
performance with the validation data. For validation data, the
generic syllable filler had a positive effect on recognition of
in-vocabulary commands due to the removal of false
insertions (error rate drops from 0.84% to 0.42%), while the
OOV insertion rate drops from 155% to 112%. For test data,
we obtained an error rate of 1.24% for in-vocabulary
commands and 112% for OOV commands using the same
parameters.

For rejection with online averaging, we adjust both the N-best
states for averaging and the filler transition penalty to obtain
optimal performance for the validation set. For validation
data, the error rate is 2.3% for in-vocabulary and 51% for
OOV commands. For test data, we obtained an error rate of
1.91% for in-vocabulary commands and 46% for OOV
commands.

For rejection with density mapping, the key issues are
number of densities used and model topology. We
experimented with combinations of various topologies while
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each model was created with random density selection and
weighting based on the number of observations. Adding these
filler models to the baseline system does not change the total
density number because the filler models share the same
density pool of the vocabulary. For validation data, the best
combination yielded an error rate of 0.98% for in-vocabulary
commands and 71.7% for OOV commands. For test data, the
error rate is 2.35% for in-vocabulary commands and 55% for
OOV commands.

Since all three approaches are independent of each other, it is
interesting to see whether they can complement each other
when used in combination. Such combination can be done
easily by adding the generic syllable filler and density
mapping fillers into the baseline system and enabling N-best
averaging during recognition. When three approaches were
combined directly with the optimal rejection parameters
obtained in our previous experiments, the error rate for the
validation data is 6.26% for in-vocabulary commands and
8.69% for OOV commands. For test data, the error is 11.1%
for in-vocabulary commands and 4.12% for OOV commands.
Applying the same optimization criteria to the combined
approach, the error rate for the validation data became 2.09%
for in-vocabulary commands and 20.4% for OOV commands.
For test data, we obtained an error rate of 4.1% for in-
vocabulary commands and 16.2% for OOV commands.
Results obtained in the tuning process indicated that online
averaging dominates the rejection strength of the combined
approach. However compared with online averaging, for a
similar in-vocabulary error rate, the OOV error rate with the
validation data reduces 60% for the combined approach. This
is a clear indication of strong contribution from the other two
approaches.

The results of different approaches are summarized in Table
1 where the total error rates for different cases are also given.
As expected, the error rates for in-vocabulary and OOV
commands move in opposite directions. If we take the total
error rate reduction from the baseline as the measure of
rejection strength for different rejection approaches, online
averaging appears to be the most effective individual
approach with a relative error rate reduction of 65% from the
baseline. Overall, combination of three approaches gives the
best results with a relative error rate reduction of 85% from

the baseline. It is also worth noting that in all the cases
studied the errors were dominated by false insertions.

4. GENERALIZATION AND
VOCABULARY DEPENDENCY

One crucial issue in rejection modeling is the ability to
generalize from the validation data to the test data. This
generalization is important because irrelevant speech to be
rejected in real-life applications is unbounded, while the
materials used for rejection tuning is always limited. Thus it
is useful to examine the generalization from validation to test
data in two aspects. One is whether the error rate obtained
for the validation data can be used to indicate the error rate
for the test data. The other is whether rejection parameters
have a similar impact on the validation and test data.

From Table 1, we see the total error rate is consistently lower
for the test data with all the rejection approaches, while it is
hard to draw any conclusion for the constituent error rates
(in-vocabulary and out-of-vocabulary). Thus direct indication
of rejection performance from validation to testing is not
practical. The relative total error rate improvement from the
baseline seems to be more predicable from validation to
testing. Among different approaches, online averaging and
model combination give nearly the same improvement for
both validation and testing while the other two approaches
have a better improvement for testing.

Generalization of rejection parameters from validation to
testing is important only if the parameters have a big impact
on the rejection performance. For the case of generic syllable
fillers, the rejection strength lies in how well the model
represents irrelevant speech and thus no additional tuning is
necessary to extend from validation to test data. For online
averaging and density mapping, it is important to examine
whether parameters for adjusting rejection strength have a
similar effect on both the validation and test data.

After extensive experiments, we found that for rejection
parameters in online averaging and density mapping, the
impact on validation and test data is quite similar. As an
example, Figure 1 shows the effect of N-bast states on the in-
vocabulary and OOV error rates for online averaging. The
behavior is similar for both validation and test data.

Table 1: Summary of the error rates for different rejection approaches.

Validation set Test set

Rejection modeling In-vocabulary Out-of-vocabulary Total In-vocabulary Out-of-vocabulary Total

Baseline 0.84% 155% 79.2% 1.22% 136% 69.4%

Syllable filler 0.42% 112% 57.1% 1.24% 89% 45.6%

Online averaging 2.3% 51% 27.1% 1.91% 46% 24.2%

Density mapping 0.98% 71.7% 36.9% 2.35% 55% 29%



Model combination 2.09% 20.4% 11.5% 4.1% 16.2% 10.2%

Figure 1: The effect of N-best states on the in-vocabulary
and OOV error rates for (a) validation data and (b) test data.

Another important issue for rejection modeling is the
applicability to different vocabularies. Many applications
activate only part of the vocabulary for a given control state.
Preferably, a robust rejection approach should be vocabulary
independent across different applications. We examined the
vocabulary dependency by activating only part of the in-
vocabulary commands and measuring the resultant rejection
performance. Figure 2 shows the in-vocabulary and OOV
error rates for the test data as a function of vocabulary size
for the combined approach. The rejection parameters remain
the same for different vocabulary sizes. It seems that the
rejection performance is better when the vocabulary size
becomes smaller. Thus one can expect similar or better
rejection performance when only part of the vocabulary is
activated.

5. CONCLUSIONS

In this study we compared three low cost approaches for
rejection modeling and their combination. Among three
individual approaches, online averaging is most effective by
reducing the total error rate for the test data from the baseline
69.4% to 24.2% (65% relative error rate reduction). The total
error rate is further reduced to 10.2% (85% relative error rate
reduction) by combining three approaches. Furthermore, we
found that the impact of rejection parameters on validation
data can be generalized to test data. The rejection
performance for the test data remains stable when only part
of the vocabulary is activated. Our results suggest that it is
highly recommendable to deploy the combined approach
across different embedded applications as an effective way to
reject irrelevant speech.

 Figure 2: In-vocabulary and OOV error rates for test data as
a function of vocabulary size.
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