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ABSTRACT 

Speech controlled web agents provide a way to build cheap 
telephony-based information services that can be used to 
provide various types of information available on the Internet.  

High recognition error rates make it difficult to find correct 
information on the web. To find telephone numbers of 
employees on the Delft University of Technology web site, a 
search engine capable of finding "fuzzy matches" results in a 
list of close matches to the recognised spelled last name of the 
employee. Using knowledge of the errors made by the speech 
recogniser makes it possible to locate phone numbers even if the 
recognition of spelled last names is very low. 

1. INTRODUCTION 

The Internet and automated speech-driven information services 
are two of the most promising developments in today’s 
communication world. Over the recent years, the Internet has 
become the world’s largest information resource. The amount of 
information is increasing rapidly every day as more companies 
and individuals provide information through this medium. This 
makes the Internet a very important resource as an information 
service. 

Automated speech-driven information services are being 
applied in increasing numbers to augment and sometimes even 
completely replace human-operated information services, which 
are often expensive due to high labour costs. Speech recognition 
provides a way of automating these services, reducing costs and 
waiting time, while making a 24-hours a day information 
service possible. 

It seems very plausible to combine these developments into 
speech-controlled web agents applying a speech-only interface. 
Speech controlled web agents make it possible to combine these 
two trends into cheap telephony-based information services that 
can be used for providing various types of information on the 
Internet. The use of the web as a dynamic information source 
makes a challenging environment offering great potential, but 
also requires a more flexible approach than the traditionally 
used static databases. The otherwise visually oriented web, 
based on navigation using a keyboard and mouse, will have to 
be accessed using uncertain input from a speech recogniser. 

Furthermore, applying speech recognition in a web environment 
is not straightforward as general speech recognisers use fixed 
lexicons. When accessing static databases, the keywords are 
known in advance and suitable lexicons can be created 
beforehand. This is unfortunately not the case in the dynamic 
environment of the Internet. More importantly, a lot of 
appreciated information services require keywords consisting of 
abbreviations and proper names. As a result of both the dynamic 
behaviour and keyword characteristics, lower recognition rates 
have to be expected.  

Often, spelling is still needed to overcome these lower 
recognition rates although it is less user-friendly. As spelling 
individual characters is error prone due to word length and 
similarity of spelled characters, recognition rates for complete 
keywords are lower than in the case of traditional speech 
recognition. 

This paper presents a method to improve the success rate in 
spelling applications. Other researchers have shown that a 
combination of approaches can be applied to determine more 
accurately what the user has said [2,5]. However, our method 
does not improve the speech recognition process itself, but it 
applies domain-independent knowledge about the errors that are 
likely to occur during speech recognition. This knowledge is 
used to select the most probable candidate. 

2. MARVIN  

The ideas and theories of speech-controlled web agents have 
been applied in a prototype called Marvin. Marvin is a test bed 
for developing speech controlled web agents applying 
knowledge-based strategies to improve interaction. 

Marvin uses Philips' SpeechMania [1] to perform the speech 
recognition and dialog control, Fluent Dutch Text to Speech 
from Fluency Speech Technology [4] for the speech generation 
(text-to-speech and speech synthesis) and a custom -built web 
agent for retrieving the information from the Internet. 

Marvin was first applied in a directory assistance application at 
the Delft University of Technology. It searches phone numbers 
of the university’s employees on its web site. Marvin requests 
the user to spell the last name of an employee and, if necessary, 
to provide the building where the employee is working and his 
or her first initial. 
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The web agent uses the search engine at the Delft University of 
Technology web site to search for phone numbers. This search 
engine is particularly useful since it does not require completely 
correct input. If no exact match is found, the search engine 
provides a list of "fuzzy matches": entries that partly match the 
search pattern. The matching algorithm assumes common 
typing and spelling mistakes. 

The phonebook of the Delft University of Technology makes a 
challenging application, because of its size and realistic data. 
An evaluation of the ambiguity of the data in the database is 
shown in figure 1. This figure shows that, even when knowing 
the last name, office building and first initial of the employee, 3 
% of the 5785 entries in total is still ambiguous.  In the case of 
such ambiguous entries, a maximum of 3 entries were identified 
by the combination of last name, building and initial. 
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Figure 1: Percentage of ambiguous entries 

3. RECOGNITION RATES OF SPELLED 
WORDS 

The recognition of spelled words has been evaluated in two 
phases. The first phase used a corpus created by spelling a large 
part of the names in the phonebook of the Delft University of 
Technology in a laboratory environment. The second phase 
used the Dutch Polyphone corpus [3] to see how the results 
would be influenced when used by naive users in a more natural 
environment. 

The names in the corpus of spelled last nam es were spelled by 
separately pronouncing each character in Dutch. Spelling did 
not include representing each character by complete words, like 
Alpha, Bravo, and Charlie. The word (character) error rate has 
been measured for various language models. The language 
models were trained on an increasing percentage of last names 
from the Delft University of Technology phonebook. Language 
models are used here to model the spelling rules of a certain 
language and not the grammar rules. Even though such a 
language model does not accurately model the names as they 
are requested in an operational system, the graph clearly shows 
that the largest reduction in word error rate is obtained in the 
first percents of training (see figure 2). The graph shows that 
using this set-up will not result in error rates far lower than 
30%. 
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Figure 2:  Evaluation of the recognition of spelled last names 

Evaluation on the Dutch Polyphone corpus was more difficult 
as the Polyphone corpus does not contain any spelled last 
names. However, the corpus contains over 15.000 spelled Dutch 
words. Even when filtering out out-of-vocabulary words like 
common names used to spell characters, and using a retrained 
language model, the speech recogniser still had a word error 
rate of approximately 47.5%. 

From the word error rate and the distribution of last name 
lengths in the Delft telephone directory, a sentence (name) error 
rate can be predicted. Figure 3 shows these predicted sentence 
error rates, which indicate that without using further knowledge, 
such a system would recognise a name correctly in only 2% to 
10% of the cases (corresponding to word error rates of 47.5% to 
28% respectively). 
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Figure 3: Predicted sentence error rate 

Additional training of the speech recogniser and optimising the 
recognition process can lead to a more accurate recognition 
[1,2]. However, we will focus on error recovery by applying 
additional knowledge concerning the recognition process. 
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4. RECOVERING ERRORS 

When no exact match is found in the dictionary, the Delft 
telephone dictionary returns a candidate list containing 
approximate matches. Our method calculates for each candidate 
the probability that the candidate was recognised as the 
originally recognised word. The candidate with the highest 
probability is selected from the candidate list. 

The probabilities of all candidates are calculates using a general 
confusion matrix. This confusion matrix lists the likelihood that 
a spoken character was recognised as the recognised character. 

The first step in our method is building a general confusion 
matrix. Such a matrix was constructed by comparing the 
recognised characters with the transcribed characters in our 
training set. Silence was added as an additional character to 
handle insertions and deletions similar to substitutions. The 
probability of a substitution is calculated by dividing the 
number of times a spoken character was recognised as 
recognised character by the total number of times the 
recognised character was recognised (see equation 1). Note that 
to allow the agent to find possible transformations containing 
unlikely errors, the counted values in the matrix are initialised 
with 1. The result is a 27x27 matrix listing the likelihood of 
each individual character being recognised as any of the 
characters. 
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Equation 1: estimation of error probability 

For example, the probability that an 'A' was deleted can be 
estimated by (using equation 1): 
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Equation 2: estimation of the deletion of an 'A' 

Similarly the probability that an 'A' was substituted by an 'O' is 
estimated by: 
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Equation 3: substitution of an 'A' by an 'O' 

The error probability that an 'A' was substituted by an 'O' is thus 
estimated by the fraction of times an 'O' was recognised while 
an 'A' was said of the total amount of times an 'O' was 
recognised. 

The second step in selecting the most appropriate candidate is 
calculating the probability that each candidate word was 
misrecognised as the recognised word by combining the 
individual substitution likelihoods. First, the most probable 
combination of substitutions, deletions and insertions has to be 
determined. Simply assuming each character can be substituted, 
inserted or deleted leads to a limited amount of possible 

transformations. The possible transformations can be combined 
into a transformation tree. By selecting the transformation from 
the tree with the minimum amount of errors and preferring 
substitutions above other errors leads to a single, most probable 
transformation. This combination of substitutions, insertions, 
and deletions is used to calculate the candidate’s probability. 
This probability is calculated by multiplying all steps involved 
to transform the candidate name to the recognised nam e. 

Assume a user is looking for the phone number of R J van Vark. 
He or she will spell "V A R K" to the system. Throughout this 
text we will assume this is misrecognised by the speech 
recogniser as "V O R K". As no exact match is present in the 
database, the search engine will return a list of candidates with 
last names similar to "Vork". From this candidate list the agent 
will have to select the most likely entry. In order to do this, it 
will estimate the probabilities for all candidates being actually 
spelled by the user given the recognised name.  

The probability of a specific candidate being said is estimated 
by evaluating all paths through the transformation tree. This is 
feasible as the number of such paths is limited. Equation 4 
shows the estimation of the probability of one such path. Note 
that correctly recognised characters are treated similar to 
substitutions.  

)|()|()|()|()|( KKPRRPOAPVVPVORKVARKP ×××≈  

Equation 4: probability of a transformation 

Using its confusion matrix, the agent estimates the probabilities 
of substitutions, deletions and insertions of single characters. 
Table 1 shows part of such a confusion matrix. 

Table 1: limited confusion matrix 

  Recognised 

  V o R K 

v 126 2 2 1 

a 2 1 28 219 

r 3 1 351 7 

k 2 3 10 221 

S
po

ke
n

 

other 125 410 79 103 

 total 258 417 470 551 

Using the confusion matrix shown in table 1, equation 5 shows 
how to estimate the probability that "V A R K" was spelled by 
the user given that "V O R K" was recognised. 
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Equation 5: estimation using confusion matrix 

For a practical implementation the agent uses the logarithms of 
each error probability. 



5. EVALUATION 

The error recovery has been tested using the spelling corpus 
used to evaluate the speech recognition process. When directly 
feeding the recognised names to the search engine, the results of 
the search engine contained the searched employee in 25.5% of 
the cases. In the remaining amount of cases, the search engine 
either found no close match at all, or produced a list of 
employees that were all wrong.  

In the cases where the results of the search engine contained the 
correct entry, the agent was able to select the correct entry in 
89.0% of the cases. Therefore, it can be concluded that the error 
recovery works quite well. To recover the remaining 11% of the 
cases, the recovery process could be extended by using an 
estimation based on bigram counts or combining the results 
with other concepts such as buildings or initials.  

As the recovery strategy works quite well, improving the overall 
success rate can best be done by extending the candidate list. 
Brute force methods like performing multiple searches using the 
n-best list of the speech recogniser or allowing the agent to 
determine likely alternatives will result in a more extensive list 
of candidates that can be further evaluated by the agent. 

6. AUTOMATED LEARNING 

The described error recovery strategy assumed the confusion 
matrix to be constructed before operating the information 
service. However, during the dialog with the user, the agent 
collects pairs of recognised names and candidate names 
confirmed by the user. The agent can use these name pairs to 
compute the probable transformation that transforms the 
recognised name in the correct one. The transformation can then 
be used to update the confusion matrix by inversely applying 
the substitution, insertions and deletions making up this 
transformation. The result is a self-adaptive web agent that is 
capable of learning from its conversations with users. Such self-
adaptive methods can be applied to automatically fine-tune 
speech interfaces for the Internet to a specific domain or to 
specific users. 

7. OTHER APPLICATIONS 

The research showed that information services that use 
predefined search concepts to find information at one or more 
locations known in advance turn out to be most suitable for 
speech controlled web agents. Applications like searching 
phone numbers on the Delft University of Technology web site, 
online travel information web sites or e-commerce sites like 
Amazon.com match these criteria. 

The scoring mechanism used to recover wrongly recognised 
names can be used for other spelling applications, but can also 
be extended to other concepts. In such an extended application, 
the confusion matrix can list the likelihood of substituting 
words instead of characters. This allows a combination of 
concepts to be used to accurately determine what the user said. 

For instance, assume that in the earlier used example where the 
user was looking for R J van Vark, the system would ask the 
user the building where the employee works. The user would in 
this case respond with "Information Technology". Based on a 

confusion matrix of buildings, the probability that this building 
was recognised or confused with another can be estimated. 
Multiplying these probabilities with the probabilities resulting 
from the last names will allow the system to make an even more 
accurate selection of the entries returned by the search engine. 

8. CONCLUSIONS 

The presented method of error recovery was shown to recover 
the spoken spelled names from a list of candidate words in 89% 
of the cases. Furthermore, the method is highly adaptive, as it 
does not model domain knowledge but knowledge concerning 
the speech recognition process itself. Consequently, this 
knowledge can be applied in any information service. Also, 
updates to the information service do not require changes in the 
lexicon as would be required in ‘whole-word’ speech 
recognition. Finally, the method is self-adaptive by being able 
to update the confusion matrix dynamically as users confirm 
likely candidates. This self-adaptability can be applied to both 
domains and users. 

Yet, some improvements are needed before speech controlled 
web agents will be useful for a commercial application. The 
speech recognition did not reach satisfying levels of 
recognition. This is partly due to the fact that we used a general 
purpose speech recogniser instead of a speech recogniser 
dedicated to spelling words. Additional improvements can be 
achieved by extending the knowledge rules using a combination 
of concepts to accurately determine what the user said.  
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