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ABSTRACT

An important problem in concatenative synthesis is the occurence
of spectral discontinuities or “concatenation mismatch” between
sonorant speech units. In this paper, we present an approach to re-
duce concatenation mismatch by combining spectral information
from two sequences of speech units selected in parallel. Con-
catenation units, on one hand, define initial spectral trajectories
for a target utterance. Fusion units, on the other hand, define the
desired transitions between concatenated units. The two unit se-
quences are “fused” by imposing dynamic constraints defined by
the fusion units on the spectral trajectories of the concatenation
units. To regenerate the modified speech units, we use a synthe-
sis algorithm based on sinusoidal + all-pole analysis of speech,
which overcomes the limitations of residual-excited LPC. Results
from a perceptual test show that our method is highly successful
at removing concatenation artifacts in speech generated from an
inventory of diphones.

1. INTRODUCTION

While rapid transitions are common in natural speech (e.g. plo-
sives), spectral mismatch between concatenated sonorant speech
segments, such as vowels or liquids, dramatically lowers the qual-
ity of synthetic speech. Most current synthesis systems try to
avoid spectral mismatch by careful selection of concatenation
units [1, 2, 3, 4]. However, this approach can only be success-
ful if the database contains closely fitting units for each utterance
that has to be synthesized. Furthermore, the selection may be
suboptimal since the acoustic distance measures commonly used
have only moderate correlation with human judgements of spec-
tral distance [5, 6].

Another strategy to reduce concatenation mismatch is to spec-
trally modify the speech units. Dutoit and Leich [7] studied the
interpolation of speech parameters across concatenation points,
and compared the performance of several speech representations.
Parameters based on linear prediction analysis of speech, such as
line spectral frequencies (LSF), are attractive because they allow
one to impose smooth transitions to the resonant frequencies in
the speech signal. However, resynthesis from the speech residual
and the modified LPC parameters introduces artifacts in the re-
sulting speech [8]. Dutoit and Leich [7] advocate the use of a si-
nusoidal representation for reducing concatenation mismatch. In-
terpolation of the sinusoidal parameters corresponds with a mere
cross-fading of spectral characteristics around a concatenation
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point, but maintains a high speech quality when the discontinu-
ities are small.

The interpolation technique requires that an appropriate
smoothing region is specified around each concatenation point.
This is challenging because the optimal region may depend on
the phoneme to be smoothed, the amount of spectral mismatch,
the position of the cut point within the phoneme, etc. Conse-
quently, transient phonemes such as diphthongs or glides can be-
come slurred when the interpolation region is too long, while
spectral mismatch can persist if the interpolation region is too
short. Another problem is that the interpolation region is usu-
ally limited to the phoneme in which the concatenation point oc-
curs. Hence, an effective smoothing region cannot be found if the
phoneme duration is small.

Plumpeet al. [9] proposed to reduce spectral mismatch by
imposing dynamic constraints on LSF trajectories extracted from
concatenated units. Smoothed parameters are found as the so-
lution of a regression equation which minimizes a dynamic cost
function. This approach is not limited by the duration of the con-
catenated units, and natural spectral transitions can be obtained if
the dynamic constraints are predicted accurately. Plumpeet al.
defined the dynamic constraints as the average rate-of-change in
acoustic units clustered on an HMM state. The constraints were
applied to each LSF trajectory independently. However, the au-
thors reported that the approach resulted in artifacts caused by in-
creased formant bandwidths, as the distance between LSF pairs is
related to the pole bandwidths of the associated LPC filter. Also,
artifacts due to recombination of speech residuals with modified
LPC filters could not be avoided.

In this paper, we present a new approach to define appropri-
ate spectral dynamics at the concatenation points between speech
units. The approach is a generalization of search-based unit se-
lection as proposed by Hunt and Black [1] and others. We pro-
pose to perform synthesis by selectingtwo distinct tiers of speech
units from the database. These are denotedconcatenation units
and fusion units. The concatenation units specify initial spectral
trajectories for an utterance, while the fusion units characterize
the spectral dynamics at the join points between concatenation
units. The information from the two types of units is “fused” us-
ing an extension of the cost function in [9]. We regenerate the
speech signal using a sinusoidal + all-pole speech representation
that avoids the shortcomings of residual-excited LPC synthesis.
This signal processing technique was described in more detail in
an earlier publication [8]. The unit fusion method is discussed in
Section 2 of the current paper. Experimental results are presented
in Section 3.
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Figure 1: Illustration of unit fusion. Thetime-derivatives of the
fusion unit and the concatenation units are interpolated using�.
The resulting spectral constraints are applied to the concatenation
units using Equation (2).

2. UNIT FUSION

One strategy to synthesize a new utterance is to perform a search
over a large database and to select units that minimize a target
cost and a concatenation cost accumulated over the entire utter-
ance [1]. As a result, a particular speech unit may be selected that
optimizes the global cost, but locally exhibits a large concatena-
tion mismatch. The motivation of the proposed fusion method is
to use information from independently selected units to specify
natural spectral transitions at each concatenation point. The name
“unit fusion” refers to the fact that information from the differ-
ent speech units isoverlayed to obtain natural speech transitions
throughout the concatenated utterance.

2.1. Unit Selection

In our current system, the concatenation units consist of diphones
excised from nonsense words. The fusion units are phoneme-
sized and are extracted from sentences of fluent speech. Both
unit databases were recorded by the same speaker and during the
same recording session.

During synthesis, the fusion units are selected by minimizing
a linguistic target cost for each sonorant phoneme in the target
utterance. This cost takes into account phonetic and prosodic dif-
ferences between the target utterance and the units in the database.
Currently, the linguistic features used for selection are the identity
and place of articulation of the surrounding phonemes, location of
syllabic boundaries and the duration of the phoneme for which a
fusion unit is sought.

2.2. Fusion Process

After selection of the concatenation and fusion segments, the two
unit streams are “fused” as follows. The units are represented by
line spectral frequencies computed from a sinusoidal + all-pole
representation of the speech (see Section 2.3). The parameters
of the concatenation units form initial LSF trajectories, which are
modified by imposing dynamic constraints derived from the fu-
sion units.

The fusion process is illustrated in Figure 1. At each time-
framei and for each LSF trajectoryj, a time-dynamic constraint
�i

fi;j is defined as a linear combination of the time-derivative of
the jth trajectory in the concatenated unit and the corresponding
time-derivative in the fusion unit:

�i
fi;j = �i�

i
f
fusion

k(i);j + (1� �i)�
i
f
concat
l(i);j : (1)

k(i) andl(i) are time-warping functions that compensate for
duration differences in the target utterance and the fusion and con-
catenation units, respectively. The weighting function�i reaches
1 at each concatenation point, which corresponds with the center
of a fusion unit; it reaches 0 at the boundaries of the fusion unit,
corresponding with a point inside the concatenation units. Hence,
at a concatenation point, the dynamics of the fusion unit are fully
applied, whereas the dynamics of the concatenation units are in
force further away from the concatenation points.

The dynamic constraints represented by�i
fi;j are applied to

the initial trajectoriesfi;j as follows. We define a dynamic error
criterion which is minimized by the smoothed trajectoriesxi;j .
The error criterion is similar to the one used by Plumpeet al. [9],
but is extended with a third term to preserve the distance between
adjacent LSF trajectories:
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wherefi;j is the original LSF value at timei in trajectoryj,
�i

fi;j is the desired time-derivative at(i; j), and�j
fi;j is the

desired LSF distance, which is normally set to(fi;j+1 � fi;j).
�i

xi;j is the time-derivative ofxi;j (e.g., xi+1;j � xi;j) and
�j

xi;j = xi;j+1 � xi;j is the distance between adjacent LSF
coefficients.N is the total number of time points in the trajectory
andM is the number of LSF trajectories, corresponding with the
LPC model order.

The criterion expresses a trade-off between (a) the new trajec-
toriesxi;j remaining close to the initial trajectoriesfi;j , (b) xi;j
obeying the time-dynamic constraints expressed in�i

fi;j , and
(c) the distances between line spectral pairs at a given time point
staying close to�j

fi;j . Two weighting coefficients determine
the importance of the various trade-offs. IfD1 is increased, the
time-dynamic constraints are imposed more heavily. IfD2 is in-
creased, the distances between LSF pairs will be better preserved.
D1 was optimized using informal listening tests to a value of 20.
D2(i; j) is made proportional to the inverse square of�j

fi;j , so
that the distance between close LSF’s is tightly controlled, while
widely spaced LSF’s can change more freely. As a result, the
bandwidths of the dominant poles in the concatenation units are
preserved and the risk of spurious peaks due to close placement
of LSF coefficients is reduced.

The error criterion in Equation (2) cannot be minimized by
considering the LSF trajectories independently. Instead, by set-



ting dE=dxi;j = 0 for all (i; j), a unified linear regression prob-
lemAx = b can be formulated;x is solved as a vector of the new
trajectories placed one under the other.

2.3. Synthesis

Spectral modification based on a source-filter decomposition of
speech introduces artifacts when recombining the speech residual,
obtained via inverse filtering of the original speech signal, with a
modified set of LPC coefficients. In earlier work [8], we analyzed
the shortcomings of the residual-excited LPC method for spec-
tral modification of speech, and proposed a new method based
on a sinusoidal + all-pole representation of speech. We demon-
strated that the proposed method was successful at transforming
natural vowels targets. Here, the method is used to resynthesize
units whose all-pole representation was modified by the unit fu-
sion technique. The method is summarized below.

Using linear prediction analysis (LPC) of speech, the param-
eters of an all-pole modelS(z) = �=A(z) can be estimated. This
model describes a smooth spectral shape approximating the spec-
trum of the analyzed speech signals[n]. Spectral modification
of s[n] can be achieved by removing the spectral contributions
represented byS(z), and imposing a new spectral shapeS

0(z).
The problem of the residual-excited LPC method is that spec-

tral detail not modeled by the original all-pole shapeS(z) can
interfere with the target shapeS0(z). Specifically, large but per-
ceptually less important errors in the spectral valleys ofS(z) can
affect the resonant peaks inS0(z). This introduces an irregular
formant structure in the modified speech and degrades the per-
ceptual quality.

Using a sinusoidal representation of the speech, undesired
interactions between the modeling error inS(z) and the target
shapeS0(z) can be avoided. Well-known techniques exist to ap-
proximate the sinusoidal components by an all-pole shapeS(z)

(see [8]). Then, modeling error betweenS(z) and the original si-
nusoidal parameters can betransferred to equivalent spectral re-
gions in S

0(z). As a result, the target spectral shapeS
0(z) is not

degraded, while a natural speech quality is maintained because
perceptually important detail of the original speech spectrum is
preserved.

3. EXPERIMENTAL RESULTS

Twenty-five sentences were generated once using time-domain
concatenation and once using the proposed fusion method. The
sentences had been randomly chosen from a database read by the
same speaker that recorded the unit databases. Phoneme durations
and pitch contour were extracted from the natural sentences and
imposed on the concatenated diphones. In both synthesis tech-
niques, PSOLA was used to control pitch and durations of the
concatenated units. In the time-domain method, the acoustic units
were joined pitch-synchronously without modifying the spectral
shape of the units. When unit fusion was applied, the pitch peri-
ods were spectrally modified prior to overlap-add.

Fusion units were selected from a database containing 366
fluently spoken sentences using the linguistic target cost described
in Section 2.1. The target utterances did not occur in the database
from which the fusion units were selected. Dynamic constraints
were defined by the fusion units and were applied to the con-
catenated LSF trajectories using Equation (2). The log energy

was modified in the same way using constraints defined by en-
ergy contours of the fusion units. After spectral modification, the
speech was regenerated pitch-synchronously using the sinusoidal
+ all-pole method described in Section 2.3.

3. Much Better
2. Better
1. Slightly Better
0. About The Same
-1. Slightly Worse
-2. Worse
-3. Much Worse

Table 1: Perceptual scale for Comparison Mean Opinion Score
(CMOS).

A comparative perceptual test (CMOS) was performed based
on the guidelines in [10]. Fifteen subjects listened to pairs of ut-
terances and rated the quality of utterance “A” relative to “B”. The
sentences were randomized per listener, both within and among
pairs. A seven-point perceptual scale was used, as shown in Ta-
ble 1. Before starting the test, the subjects listened to five ex-
amples to become familiar with the task. These examples were
picked at random from the sentence pairs and were excluded from
the actual test. The same examples were used for all the listeners.

The perceptual score averaged over all the listeners and sen-
tence pairs was 0.8 (p � 0:001, two-tailedt-test) infavor of the
unit fusion method. The average score per listener varied from
0:0 to 1:9, while the average per sentence pair varied from�0:4
to1:3. This indicates that the improvements were more noticeable
in certain sentences, and that some listeners were more sensitive
to the improvements than others.

We also compared the unit fusion technique to a system in
which linear smoothing was applied at the concatenation points
between units. The algorithm described by Dutoit and Leich [7]
was used, in which the LSF differences at a concatenation point
are spread linearly over a specified region. The interpolation re-
gion consisted of 100 milliseconds on either side of the join point
when allowed by the duration of the smoothed phoneme. This
smoothing strategy was equally applied to the log energy trajec-
tory of the concatenated units. The speech was regenerated using
the sinusoidal + all-pole method described in Section 2.3 in order
to avoid the artifacts of modifications based on residual-excited
LPC.

The linear smoothing technique produced poorly articulated
speech in certain diphthongs and liquids, while a few disconti-
nuities were not reduced in short units. However, a perceptual
evaluation using the same setup and listeners as described earlier
yielded an average score of 0.15 (p = 0:007, two-tailedt-test)
in favor of thelinear smoothing technique. We conclude that for
the given test sentences, the degradation in phonetic quality due
to linear interpolation was not perceptually salient.

To evaluate the unit fusion technique using an objective mea-
sure, we computed spectral distances between the naturally spo-
ken sentences and the synthetic utterances generated using (i)
time-domain concatenation, (ii) linear smoothing, and (iii) unit
fusion. Mel-like cepstral distances were computed in sonorant
speech regions based on the sinusoidal + all-pole representation.
The average distances are shown in Figure 2. Compared with
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Figure 2: Average cepstral distance between natural utterances
and synthetic speech generated by (i) time-domain concatenation,
(ii) linear smoothing, and (iii) unit fusion.

the time-domain concatenation method, linear interpolation re-
duces the objective distance between concatenated and natural ut-
terances with 5% (� 1%, � = 0:05), while unit fusion reduces
the objective distance with 12% (� 1%,� = 0:05). This shows
that the fused utterances were spectrally closer to natural speech
that the linearly smoothed utterances.

The waveforms used for the perceptual test and the objec-
tive measures are included partly on the conference CD or can
be accessed at http://cslu.cse.ogi.edu/demo/icslp00. In Figure 3,
spectrograms are shown for one of the sentences, synthesized us-
ing the different methods. It is seen that the unit fusion technique
removes concatenation mismatch and imposes natural transitions
at the concatenation points in sonorant regions. In comparison,
the linear interpolation technique imposes smooth but sometimes
artificial transitions. For example, the second formant is missing
in the transition region in /iU/.

4. CONCLUSIONS

We have presented unit fusion as a way to impose natural spec-
tral transitions between concatenated units. The method relies
on selecting an optimal fusion unit for each concatenation point
and applying the time-dynamics of the fusion unit to the spectral
trajectories of the concatenated units. A dynamic cost function
was proposed to fuse the information from the various units at
each concatenation point, while preserving perceptually impor-
tant distances between LSF pairs. High-quality synthesis was
achieved using a sinusoidal + all-pole representation of speech.
The unit fusion method combines spectral information from mul-
tiple sources to obtain more natural transitions between concate-
nated units. The approach thus improves the synthesis quality
achievable with a given database, and may allow us to reduce the
database size in the future.
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