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ABSTRACT

In this paper, we describe a real-time automatic speech
recognition system for Mandarin for low-cost embedded
platforms using fixed-point digital signal processors. The
hands-free, speaker-independent speech recognition system
employs 41 mono-phone models for representing the sounds
in Mandarin Chinese and 11 whole-word models for
connected digit recognition. The system achieves greater than
98% recognition accuracy on our hands-free test database of
46 distinct command phrases. The system achieves 95.9%
digit accuracy on a 14 speaker, hands-free, connected digit
recognition database. The analysis of the results shows that
for speakers without dialect, the digit recognition accuracy is
almost 98%.  We present a detailed analysis of the digit
recognition results and propose further improvements. A real-
time platform based upon Lucent’s DSP1627 fixed-point
digital signal processor has been developed.

1. INTRODUCTION

In this paper, we have described a real-time, speaker-
independent, automatic speech recognition system for
Mandarin Chinese for small vocabulary applications using a
hands-free microphone.

There has been significant work towards developing speech
dictation systems [1,2] for Mandarin Chinese. All the
characters in Chinese language are monosyllabic with a
relatively small number (408) of phonologically allowed base
syllables. However, combining these syllables in various
ways can generate a very large number of words.
Furthermore, Chinese is a tonal language so that different
tones for the same base syllable result in a different meaning.
In this paper, we focus on small vocabulary recognition for
use in voice dialing and other consumer applications.

In order to meet the low-cost, low-power requirements for
portable consumer products, a fixed-point implementation
with low-storage and low computational complexity are
mandatory. Since the environment in which such a
recognition system is used can be highly variable, some
techniques must be used to reduce mismatch in environment
and/or microphone characteristics.

 In our approach, we make use of 41 phonemes to represent
all the sounds in Mandarin Chinese. Each Chinese word is
then composed of a sequence of these phonemes. The
differences due to tones are completely ignored. Our results
show that for recognition using small-to-medium size
vocabulary, we can achieve high recognition accuracy while

maintaining speaker-independence and low complexity even
by ignoring the tones.

We use whole-word digit models for the connected digit
recognition task. We describe several techniques such as,
continuously adaptive two-level Cepstral Mean Subtraction
(CMS) [3], optimization of the number of states/mixture
components to represent each digit, and discriminative
training, for improving recognition accuracy from our
baseline system performance.

Our baseline system is described in section 2. A detailed
description of the algorithmic improvements is provided in
section 3. A detailed analysis of the connected digit
recognition performance is presented in section 4. Future
work for improving the performance and a summary are
presented in section 5.

2. BASELINE SYSTEM

Our baseline speech recognition system uses continuous
density hidden Markov models (HMMs). Each frame is 30-ms
with an overlap of 20-ms between successive frames.  Each
frame is processed to extract 25 features (12 LPC-Cepstral
coefficients, 12 delta-Cepstral coefficients, and 1 delta-
energy). The phoneme HMMs each have 3 states with 16
mixtures per state. We use whole-word digit models with 12
states/16-mixtures per state for each HMM. The background
model has 1 state with 16 mixture components.

The training and test databases were collected in Shanghai,
China, over a period of several months using a first-order
gradient (FOG) microphone. The phrase database for
phonemes was phonetically balanced using the greedy
algorithm [5] on a large text corpus of more then 15000
sentences. The database consists of 101 speakers (49 males,
52 females) for training and 17 speakers (10 male and 7
female) for testing. The phrase test database consists of 46
very short commands such as yes, no, copy, delete etc. The
digits training database consists of sequences of length from 1
to 16 that were spoken by 185 speakers (101 male, 84
female), each speaker provided about 110 digit strings, for a
total of 21072 strings.  The digits test database has 14
speakers (9 male, 5 female), with 100 digit strings per
speaker, for a total of 1397 strings. Five out of the 14 speakers
in the digits test database had heavy accent. None of the
speakers in the testing database appeared in the training
databases.

The results of the baseline system are shown in Table 1. It is
clear from the table that the performance of the phrase
recognition is quite reasonable for the baseline system.
However, the digit recognition performance is quite poor.
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Phrase Accuracy 90.6 %

Digit Accuracy – Word (String) 78.6 % (30.1 %)

Table 1 Recognition Results for the Baseline System

3. ALGORITHM DESCRIPTION

3.1 Continuously Adaptive Cepstral Mean
Subtraction

The purpose of Cepstral Mean Subtraction (CMS) is to
equalize differences in channel distortion between the training
and the test data for a speech recognition system. The noisy
speech signal ( )ωY  is (Figure 1)

( ) ( ) ( )[ ] ( ) ( )ωωωωω 21 NHNXY +⋅+= . (1)

( )ωX  is the input speech component, ( )ω1N  refers to the
environmental noise, while ( )ωH  refers to the microphone
distortion. The noise ( )ω2N  is a relatively small component
due to electric circuitry and is ignored. For clean conditions,
the channel distortion becomes additive in cepstral domain.
Therefore, CMS removes the time-invariant part of channel
distortion.

It has been shown [3] that when high level of additive noise
( ( )ω1N  is non-negligible) is present, the recognition
performance can be improved significantly by using two-level
CMS, where separate channel compensation is performed for
segments that are classified as speech and for segments that
are classified as background.

+ +( )ωH

( )ω1N ( )ω2N

( )ωX ( )ωY

Figure 1: Schematic diagram of speech signal distortions.
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where, tC
r

is the current, uncompensated cepstral vector. Note
that the current compensated cepstral vector is computed
using the current running cepstral-mean vectors. In our
system, initial background and speech cepstral mean vectors

are computed from the training data set using the background
and the speech segments, respectively. The cepstral mean
vectors are then adapted as described previously. The cepstral
mean vectors are maintained across utterances.

Table 2 shows the effect of CMS on the recognition
performance. We have found that the phrase recognition
performance is maintained even when the number of mixture
components per state is reduced from 16 to 8 for the phoneme
models.  Therefore, it is not considered further in the paper.

No CMS CMS1 CMS2

Phrase String Accuracy 90.6% 98.3% 98.3%

Digit Word Accuracy 78.6% 92.9% 93.3%

Table 2: Effect of CMS on recognition results (CMS1 refers
to the case where only one cepstral mean vector is computed,

CMS2 refers to the two-level CMS)

3.2 Feature Size and HMM topology

In this section, we present the results of our recognition
experiments when the energy feature and the delta-delta
features are also added.  We also discuss the effect of
modifying the number of states of each and/or the number of
mixture components per state.

Figure 2: The word accuracy versus the number of states per
digit with fixed mixtures

As shown in Table 3, the best performance is achieved for 32
mixture components per state. However, due to extra storage
requirements, we fix the number of mixture components to
16.

Figure 2 shows the digit recognition performance as a
function of the number of states for each digit model with 16-
mixture components per state.  The table shows that 14
states/16 mixture-components per state achieve the best result.
However, 12 state models achieve similar performance
(93.3% vs. 93.4%).
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# states # mixtures Digit Acc.(%) Str Acc. (%)

12 8 92.8 62.1

12 16 93.3 63.8

12 32 93.4 64.0

Table 3 Digit recognition accuracy as a function of the
number of mixture components per state

To further improve the performance, energy feature was first
added to the feature vector and then delta-delta Cepstral
parameters were added. This results in a feature vector of 39
dimensions. A 94.7% digit recognition accuracy was
achieved, a reduction of almost 20% in digit-error rate
compared to use of 25-dimensional feature vectors.

3.3 Discriminative Training

 The discriminative training algorithm attempts to minimize
the classification error rate as opposed to maximum likelihood
approach where the likelihood is maximized [4]. It has been
shown to improve recognition performance for a variety of
recognition tasks including connected digit recognition.

 Figure 3: Improvement in digit recognition as a function of
the algorithm modifications. Step 1: baseline (no CMS); Step
2: CMS level 1; Step 3: CMS level 2; Step 4: add energy
term; Step 5: 39 features; Step 6: discriminative training

4. RESULTS ANALYSIS
 Figure 3 shows the improvement in recognition performance
as a function of each additional improvement in the
recognition algorithm. As shown in the figure, the
performance for the speakers without any dialect is
significantly better than for speakers with heavy dialect. The
digit recognition accuracy for the speakers without dialect is
almost 98% while the speakers with dialect have almost 4
times that error rate.

Figure 4 shows the string recognition accuracy as a function
of the digit string length. An analysis of the digit recognition
results (Table 4) (where the corresponding results of the
baseline system are also listed for comparison) shows that  the
errors can be classified into the following categories.

•  Merging of identical neighboring digits: The three digits
1, 2, and 5 are all composed of a single vowel. It is quite
difficult to separate the connected identical vowels since
there are no clear clues to the segment boundary between
them, either on waveform or on spectrogram.  When
there is no glottal noise inserted between the connected
identical vowels, energy may be the only possible clue
where an energy valley may indicate a boundary between
connected identical vowels.  However, in extreme cases,
even this is not possible. In our experiments, we have
found that the addition of energy term to the feature
vector helps reduce these errors significantly.

•  Deletion of digits: This error mostly occurs for the
intrinsically short digits, such as 5, especially in a
phonetically similar context. For instance 6-5 or 9-5 tend
to be merged into a single 6 or 9, because the ending
vowel of both 6 and 9 is /u/, the same sound as the
following 5.

Figure 4: Digit string recogntion accuracy as a function of the
string length using 12-states/16-mixture components per digit
model with 39 features

•  Substitution of digits: The substitution can be divided
into two groups. One kind of substitution is between 2
and 8. The stop burst at the beginning of 8/ba/ is
intrinsically too short to be captured easily, while 2 is
often uttered similar to /a/, and therefore the substitution
happens. The substitution from 8 to 2 is more probable
than the opposite since the duration of 2 is intrinsically
longer than that of /a/ in 8. We have observed that
discriminative training helps in reducing these errors
significantly. The other substitutions deal with the
phonetic similarity between 0, 1, 4, 6, 7, 9 and A as
shown below. For example, the lateral /l/ has very short
duration, /t / and /t ‘/ are both palatal affricates, while
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the glide /j/ is quite similar to its corresponding high
vowel /i/. The conversion from 7 to 4 is due to this fact -
some phonetic similarity is shown between the affricate
/t ‘/ and the fricative /s/, while both /i/ and /∀ / are high
vowels.

                           0 /liΝ/                             1 /i/        4 /s∀ /

    A /jau/           6 /ljou/           9 /t jou/           7 /t ‘i/

Speakers
 without
 dialect

Speakers
 with

dialect
Total

Base New Base New Base New

11..1=>1 33 15 20 18 53 33

22..2=>2 44 6 23 20 67 26
Two

 identical
 digits 55..5=>5 42 20 24 15 66 35

65 => 6 7 3 11 6 18 9
Merge

Two
 different

 digits 95 => 9 7 5 6 6 13 11

0 0 => 6 27 9 14 7 41 16

2 2 => 8 15 5 3 1 18 6

6 6 => 0 3 4 32 33 35 37

7 => 1 11 5 8 2 19 7
7

7 => 4 11 5 8 8 19 13

8 8 => 2 116 4 154 5 270 9

9 => 6 205 4 161 32 366 36
9

9 => 7 13 5 33 21 46 26

Substi
-

tution

A A => 6 9 0 58 13 67 13

Splitting 5 => 55 8 10 4 4 12 14

1 11 6 8 2 19 8

2 8 1 25 4 33 5
Inser-
tion

Insertion
Of

Different
Digits

5 49 5 56 2 105 7

Table 4: Statistics of the most frequently occuring digit
recognition errors

•  Insertion of digits: Intrinsically short digits such as 5, 2
and 1 are most likely to be inserted. Insertion error rate
is reduced significantly in the final system. However, we
still observe that a single 5 will sometimes be divided
into two identical ones. By comparison this splitting
error is less frequent than the merging error.

On the whole, from the table we can observe that almost all
kinds of errors decrease significantly when the new method is
employed instead of the baseline, especially for speakers
without dialect.

5. SUMMARY

In this paper, we have described the details of a real-time
Mandarin Chinese speech recognition system for applications
using embedded platforms. We have shown that adequate

performance can be achieved for command/control
applications requiring small vocabularies. We have also
presented various techniques for improving the performance
of connected-digit recognition that do not increase the
computational complexity of the system significantly.

We find that in the final system, there are still significant
errors due to merging of two identical neighboring digits into
one digit.  The substitution of digits is reduced significantly
except for  6=>0, and 9=>6, and 9=>7.

Further approaches that are currently being investigated for
obtaining higher performance for digit recognition include
incorporation of duration modeling, use of an additional 3-
state background model for representing extraneous sounds in
the background and adaptation to the environment.

A real-time system based upon the techniques presented in
this paper that uses Lucent’s DSP1627 fixed-point digital
signal processor has been developed. The recognition engine
uses less than 200Kwords for representing speech templates
and has very low requirements for RAM and additional
program space.

6. REFERENCES

1. Lee, Lin-shan, Tseng, Chiu-yu, et. al. “Golden
Mandarin (I) – A Real-Time Mandarin Speech
Dictation Machine for Chinese Language with Very
Large Vocabulary”,  IEEE Transactions on Speech
and Audio Processing, Vol. 1, No. 2, 158-179, April
1993.

2. Lee, Lin-shan, “Voice Dictation of Mandarin
Chinese”, IEEE Signal Processing Magazine, 63-101,
July 1997.

3. Gupta, S.K., Soong, F.K., Haimi-Cohen, R., “High-
Accuracy Connected Digit Recognition for Mobile
Applications”, ICASSP 96.

4. Juang,B.-H, and Katagiri, S., “Discriminative
Learning for Minimum Error Classification,”, IEEE
Trans. On Signal Processing, 40(2), 3043-3054, 1992.

5. van Santen, J. P. H. and Buchsbaum A. L. Methods
for optimal text selection. In EuroSpeech 97 (Rhodes,
Greece, 1997), vol.2, 553-556.





The date for rformance (93.3% vs. 93.4%).

:

States # 8 9 10 11 12 13 14 15 16 17

Word
Acc.

89.2 91.1 91.8 92.7 93.3 93.3 93.4 93.2 92.8 92.3

The data for  Figure 3:(only word accuracy is needed)

Algorithm Word:String Acc. No accent With accent

Baseline (no CMS) 78.6:30.1 85.5:39.0 66.3:14.8

CMS1 92.9:62.3 96.1:75.6 87.0:38.5

CMS2 93.3:63.8 96.2:74.9 88.1:43.7

Energy 93.9:66.1 96.6:76.4 89.2:47.7

39 features 94.7:70.0 97.2:80.5 90.4:51.1

Discriminative
training

94.9:70.7

95.9:75.0

97.2:80.6

97.9:84.2

90.6:52.7

92.3:58.5

The data for Figure 4:(discriminative training)

String length String Acc % No accent With accent

1 87.7 90.0 83.6

2 90.5 96.3 80.0

3 80.4 81.9 77.5

4 85.7 88.9 80.0

5 87.3 91.4 80.0

6 64.3 80.0 55.6

7 68.0 78.6 49.1

8 68.5 75.9 55.0

9 62.2 71.4 45.7

10 60.7 63.9 55.0

11 74.0 84.9 54.6

12 57.8 68.7 40.0

13 61.9 74.1 40.0

14 42.9 51.9 26.7

15 76.9 87.5 60.0

16 60.7 72.2 40.0



New Results of Discriminative training:

String length String Acc % No accent With accent

1 92.9 95.0 89.1

2 90.5 100 73.3

3 81.3 84.7 75.0

4 92.9 96.3 86.7

5 89.1 90.0 88.6

6 86.7 88.9 83.3

7 71.9 80.6 56.4

8 73.2 78.7 63.3

9 68.4 79.4 48.6

10 67.9 75.0 55.0

11 75.3 85.9 56.4

12 66.2 74.8 50.9

13 63.9 77.8 37.9

14 42.9 48.2 33.3

15 76.9 87.5 60.0

16 67.9 86.1 35.0


