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ABSTRACT

In this paper, we propose an eÆcient approach for

unsupervised audio stream segmentation and clustering

via the Bayesian Information Criterion (BIC). The pro-

posed method extends an earlier formulation by Chen

and Gopalakrishnan[1]. In our segmentation formulation,

Hotelling's T 2-Statistic is used to pre-select candidate seg-

mentation boundaries followed by BIC to make the seg-

mentation decision. Our experiments show that we can

improve the �nal algorithm speed by an order of 100 com-

pared to that in [1] while achieving a 7% reduced miss

rate at the expense of a 6% increase in false alarm rate

using DARPA Hub4 1997 evaluation data. In the cluster-

ing stage, Gaussian Mixture Models are used for gender

labeling prior to hierarchical BIC-based clustering within

the gender class. Our cluster experiment show that we can

achieve a cluster purity of 99.3%.

1. INTRODUCTION

Identi�cation of speaker, channel and environment changes

in an audio stream is important for several speech appli-

cations such as speech recognition, spoken document re-

trieval and speaker tracking. In general, such information

allows for more accurate, speci�c processing for special in-

terest audio segments. For example, in an automatic tran-

scription system, such information can be used to localize

the instances of a speci�c speaker, channel or environment

to pool data for improved model adaptation and thereby

boost transcription performance. In target speaker track-

ing, reliable segmentation and clustering would provide

both pure and suÆcient data that could be used to im-

prove a data-driven speaker identi�cation/veri�cation sys-

tem. Motivated by these applications, unsupervised audio

segmentation and clustering has been explored by several

researchers in recent years[1, 4, 7].

For segmentation and clustering, previous algorithms can

be categorized as: GMM-based[7], Metric-based[4] and

Model-Selection-based[1]. GMM-based methods require

pre-trained GMMs and therefore the acoustic classes must

be de�ned before the test data is available; Metric-Based

methods rely on thresholds selected from training exper-

iments and thus can not guarantee test data stability.

Compared to them, the Model-Selection-based methods

are distinguished for their sound mathematical founda-
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tion. Speci�cally, [1] uses the Bayesian Information Cri-

terion (BIC) as the model selection criterion, illustrating

some desirable properties such as robustness, threshold in-

dependence and optimality. BIC is a penalized maximum

likelihood model selection criterion that has been widely

used in the statistical literature. Chen et al.[1] reformu-

lated the segmentation/clustering problem as model selec-

tion between two nested competing models, thereby al-

lowing segmentation/clustering decision to be derived by

comparing BIC values. Other advantages of this scheme

include that no prior knowledge concerning acoustic con-

ditions are required and no model training is needed. How-

ever, the original BIC scheme in [1] is extremely computa-

tionally expensive with quadratic complexity and thereby

has limitations in real-time applications. In this study, we

formulate a more e�ective approach which can signi�cantly

reduce the computational requirements as well as provide

more reliable segmentation and clustering performance.

This paper is organized as follows: Sec. 2 reviews the BIC

and considers its application for audio segmentation and

clustering. Sec. 3 describes our formulation for a new seg-

mentation algorithm via BIC. Sec. 4 describes our scheme

for clustering and Sec. 5 summarizes the contributions.

2. BAYESIAN INFORMATION

CRITERION AND ITS

APPLICATION

2.1. Bayesian Information Criterion

The Bayesian Information Criterion is a model selection

criterion that was �rst proposed by Schwarz[2] and widely

used in the statistical literature. The problem of model

selection is to choose one among a set of candidate models

M = M1;M2; : : : ;Mm to represent a given data set D =

D1; D2; : : : ; DN . These candidate models may be nested

or non-nested. De�ne the BIC of model Mi as:

BIC(Mi) = log P (D1; D2; : : : ; DN jMi)� 1=2di logN (1)

where, di is the number of independent parameters in

modelMi and P (D1; D2; : : : ; DtjMi) is the maximized like-

lihood for the model. In BIC, a term is added to the log-

likelihood to penalize for the model complexity and the

BIC rule favors the model which maximizes the BIC val-

ues. The procedure was originally derived in [2] as large-

sample Bayesian inference for the case of independent,

identically distributed (i.i.d) observations and linear mod-

els by assuming that the prior probabilities of all models

were equal. The results apply much more widely than this,
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however, and in essence are valid for any regular statisti-

cal model[3] (i.e., one in which the Maximum-Likelihood

Estimator (MLE) is asympotically normal with the mean

at the true value and variance matrix equal to the inverse

expected Fisher information matrix). Therefore, the BIC

can be used to compare the models with di�ering param-

eterizations, di�ering number of components, or both. In

the case of only two competing models, the BIC di�erence

can be seen as an approximation to the logarithm of the

Bayes factor [3]. In recent years, BIC has attracted more

attention in the speech community and has been applied

in HMM training tasks such as mixture size selection and

decision tree state tying.

2.2. BIC Segmentation & Clustering

Denote X = xi 2 Rd; i = 1; 2; : : : ; N as the sequence of

framed-based cepstral vectors extracted from an audio

stream in which there is at most one segment bound-

ary. We wish to consider if there is a boundary at frame

b 2 (1; N). If we suppose that each acoustic homogeneous

speech block can be modeled as one multivariate Gaussian

process, the segmentation issue can be cast as a model

selection problem between the following two nested mod-

els [1]: model M1 where X = xi; i = 1; 2; : : : ; N is identi-

cally distributed to a single Gaussian N(�;�), and model

M2 where xi; i = 1; 2; : : : ; b is drawn from one Gaussian

N(�1;�1) while xi; i = b+ 1; b+ 2; : : : ; N is drawn from

another Gaussian N(�2;�2). We can see that the i.i.d.

conditions does not hold for M2, but regularity conditions

support the BIC's application in this context. Next we

compute the BIC di�erence between the two models:

4BICb =
1

2
(N log j � j �b log j �1 j �(N � b) log j �2 j)

�
1

2
�(d+

1

2
d(d+ 1)) logN; (2)

where � is the penalty factor to compensate for small sam-

ple size cases, and d is the cepstral feature dimension. Ac-

cording to the BIC rule, segmenting this audio stream into

two at frame b will be favored if �BICb > 0. The �-

nal segmentation point decision can be achieved via MLE:

b̂ = argmax1<b<N�BICb. The segment clustering via

BIC, which will be discussed in Sec. 4, can be performed

in a very similar manner to segmentation.

3. SEGMENTATION via T
2-BIC

For an audio stream that contains multiple segmentation

boundaries, a sequential detection algorithm was proposed

in [1] which investigates a moving window that sweeps

through the audio stream. The window starts from the

beginning of the stream with a width of one second. In-

side the current window, the BIC test of Eq. 2 is evaluated

for any 1 < b < N to determine if a boundary exists. The

window is extended forward by one second if no bound-

ary is found, or a new window is started from the detected

boundary as the next window. It can be seen that this algo-

rithm has quadratic complexity. Although we can improve

the speed by performing the search at a grid (say, at every

30 frames), the computation cost is still huge since we need
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Figure 1: T 2�Statistics over a speech stream which contains
a speaker change positioned by the dotted line.

to evaluate the determinants of two full covariance matrices

for every possible break point b in a window. Therefore, we

are motivated to derive a much faster approach to detect

the possible boundary through the T 2-Statistic.

3.1. Integrating T
2-Statistic with BIC

Hotelling's T 2-Statistic is a multivariate analog of the well-

known t-distribution[5]. One application of Hotelling's T 2-

Statistic is to measure the distance between two sample

means where the covariance matrices of the two samples

are assumed equal but unknown. Suppose there are two

samples in a given speech stream [1; N ], one contains the

frames [1; b] and another contains [b+1; N ], the T 2-Statistic

is de�ned as:

T
2
=
b(N � b)

N
(�1 � �2)

0

�
�1
(�1 � �2); (3)

where �1, �2 are the means of these two samples respec-

tively, and � is the common covariance matrix. Obviously,

the smaller the value of T 2, the more similar the two sam-

ple distributions.

Fig. 1 gives the T 2-Statistic over a speech stream which

lasts 37 seconds and contains a speaker change from

speaker A to speaker B at 27 seconds. We can see that the

peak position of the T 2-Statistic value reveals clearly the

location of the change frame. Thus, we can replace the BIC

test with the T 2-Statistic for locating the candidate bound-

ary and then employ BIC rule only at this frame to approve

or reject the segmentation hypothesis. Pre-selecting the

candidate break points through the T 2-Statistic avoids the

computation of two full covariance matrices and thus re-

moves the order of (N + 2)d2 multiplications, compared

to the original BIC algorithm for each sliding window.

Therefore, integrating the T 2-Statistic with BIC is more

eÆcient for boundary identi�cation using a sequential de-

tection manner while maintaining the bene�ts of BIC such

as threshold independence and a �rm mathematical foun-

dation. Several observations concerning the T 2-Statistic

should be noted here. First, we suggested that two sam-

ples share the same covariance matrix which is locally esti-

mated using the data from two samples. Our segmentation

experiments show that a local covariance matrix can allow

for more accurate break point selection than a \universal"

within-speaker matrix. We argue the reason is that a local



covariance matrix can capture more local speaker informa-

tion than an averaged global one. Second, the feature used

for computing the T 2-Statistic is a re-ordered 24-dimension

feature set selected from the standard 39-dimension MFCC

vector used for speech recognition.

3.2. Further Speed & EÆciency Gains

In addition to integrating the T 2-Statistic within our al-

gorithm, we implemented several further improvements;

among them, variable window increasing scheme and skip-

frames test, which have been discussed in [6] for pure BIC

segmentation. Next we discuss how we extended and inte-

grated them into the T 2-Statistic test in this study.

The amount and purity of the data is a vital element for

making reliable statistical decisions. In the sequential seg-

mentation algorithm, the width of the current window has

a signi�cant impact on the pre-selection of candidate break

points via the T 2-Statistic and subsequent BIC decision.

If the window is too wide in duration to allow more than

one change to be contained, the assumption of model se-

lection is destroyed. If the window is too short, a lack of

data will cause poor Gaussian estimation and result in a

wrong segmentation decision. Moreover, these errors will

contaminate the Gaussian statistics of the next window,

thus a�ecting the detection of the next segment bound-

ary. Therefore, we employ a dynamic window increasing

scheme. We begin with a window width of W0 = 200

frames and set Wi = Wi�1 + 4Wi for the next win-

dow width if no break is found, where 4Wi = 100 when

Wi�1 < 500, 4Wi = 4Wi�1 + 50 when Wi�1 > 500.

Moreover, the current window width Wi is also controlled

by the T 2-Statistic peak position of the last window. If the

peak appears close to the end window boundary within a

threshold in the previous window, this may suggest an ap-

proaching break, we reset 4Wi = 50. By employing such

an adjustable increasing window step, we are better able

to capture small segment breaks, and scan the stream at

a much faster rate when no breaks occur in homogeneous

data.

On the other hand, not all frames within a window need to

be considered as a candidate boundary, especially when the

current window is large. For example, the data segments

close to the window boundary can be excluded from T 2

testing since we can't obtain robust Gaussian estimation

with limited data. Moreover, for long windows (say, >

1000 frames), it is less likely that a frame break occurs in

the beginning part of the current window since it is diÆcult

for such a break to survive from the previous BIC test in

the last window. So we also exclude these frames for T 2-

Statistic testing.

Another improvement can be achieved by dynamically

computing the entire window covariance matrix �, which

is used by both the T 2-Statistic and BIC test. Assume

that we have not detected a break for some time, so the

window length continues to grow. We can compute the

current window covariance by combining the last window

and new extended data statistics. In such a way, we can

avoid repeated computation of the covariance from over-

Algorithm False Missed turns Time Used

Alarms < 2 secs. � 2 secs. (minutes)

10.8% 29.3% 2,160

BIC 21.5% 7.8%

16.5% 22.6% 21

T 2 �BIC 16.3% 6.3%

Table 1: Segmentation results on the Hub4 1997 evaluation
data

lapping data between consecutive windows. Suppose the

current window width is Wi =Wi�1 +4Wi, we have:

�i(k; l) =
1

Wi

fWi�1(�i�1(k; l) + �i�1(k)�i�1(l))

+4Wi(�4i(k; l) + �4i(k)�4i(l))g � �i(k)�i(l);(4)

where 0 � k; l � d, �i�1, �i�1, �4i and �4i are the means

and covariance matrices of the previous window and the

new added data, respectively, and �i is the current entire

window mean:

�i(k) =
1

Wi

f�i�1(k)Wi�1 + �4i(k)4Wig (5)

3.3. Experimental Results

We evaluated our algorithm on a Sun Ultra-60 workstation

using DARPA Hub4 1997 Evaluation data which contains

three hours of broadcast programs. The evaluation result

is determined by comparing the automatically detected

changes with hand-segmentation provided by NIST. By

de�nition we assume that a break point is true if the bias

from the hand-labeled break point is less than 1 second.

Moreover, we do not count frames where the same speaker

changes his speaking style (for example, from \sponta-

neous" to \planned" speech) as break points and we do

not ignore false alarms in the middle of music segments.

Table 1 gives the comparison between the original BIC al-

gorithm and our T 2-BIC1. We can see that the proposed

algorithm improves the speed by an order of 100 while re-

ducing the error rate for missed breaks by near 7% at the

expense of a 6% increase in false alarm rate.

4. WITHIN CLASS CLUSTERING

It is common that speech from the same speaker ap-

pears multiple times in an audio stream. Thus, the pur-

pose of clustering is to pool the acoustically homogeneous

speech data from the same speaker for subsequent process-

ing. The application of BIC for clustering is straightfor-

ward [1]. Suppose we have the segment list S = fsi :

i = 1; 2; : : : ; Kg, where a bottom-up hierarchical cluster-

ing tree can be generated starting with each segment as an

initial cluster node. Then a pair of nearest nodes si, sj , in

terms of a distance measure, can be selected. According

to BIC, we compute the following:

4BIC =
1

2
(n log j � j �ni log j �i j �nj log j �j j)

�
1

2
�(d+

1

2
d(d+ 1)) logN; (6)

1The authors thank S. Chen from IBM for providing his orig-

inal BIC segmentation result.



where � is the sample covariance matrix of the merged

node, n = ni+nj is the sample size of the merged node with

N =
P

K

i=1
ni. If4BIC is negative, then the two nodes are

merged and the distance matrix of the remainder nodes is

updated. If 4BIC is non-negative, we keep the two nodes

distinct and another pair of nodes with the second nearest

distance is considered. Once again, i.i.d. does not hold for

clustering, but there remains evidence that supports the

application of BIC here[3]. This process can be repeated

until no further nodes can be merged.

There are several options for the distance measure such

as the log-likelihood ratio or even the delta BIC values.

Within our bottom-top framework, the cross relative en-

tropy, or KL2 distance[4] was used. Given the means �i, �j
and covariance matrices �i, �j , the KL2 distance between

two candidate nodes Si, Sj is de�ned by

KL2(Si; Sj) =
1

d

dX

k=1

(
�i(k; k)

�j(k; k)
+

�j(k; k)

�i(k; k)

+ (�i(k)� �j(k))
2(

1

�i(k; k)
+

1

�j(k; k)
)� 2); (7)

where d is the observation dimension. This distance is

symmetric and non-negative. The evaluation of the KL2

distance involves only the means and diagonal elements of

the covariance matrix, thus the computation cost is less ex-

pensive than both log-likelihood ratio and the delta BIC.

However, more complex distance metrics may be consid-

ered for some applications.

The BIC clustering scheme can be used once to cluster all

segments from the audio stream. However, in our cluster-

ing scheme, we �rst classify each segment automatically as

male/female speech and then clustering is applied among

the segments from the same gender. There are at least

two bene�ts in performing such a within class hierarchi-

cal clustering. First, we avoid the danger of clustering one

speaker together with his/her opposite gender speaker, es-

pecially for small segments shorter than two seconds. Sec-

ond, by assigning segments into di�erent classes, we can de-

crease the size of the distance matrix of each class, narrow

the search space for the candidate merging nodes in each

clustering step, and thereby improve the algorithm speed.

In order to automatically label segments as male/female

speech, a pair of GMMs was constructed. The female/male

GMM has 64=128 mixtures, respectively, both trained via

the Expectation-Maximization (EM) algorithm from the

Hub4 1996 training data. Maximum likelihood decision of

the class given a segmentation of data was made to classify

incoming data.

Table 2 shows the frame classi�cation accuracy of the

GMM classi�er from the ee970625 broadcast program of

Hub4 1997 training data, which contains 42 minutes of

speech from 33 speakers. Table 3 compares the BIC clus-

tering performance with and without GMM labeling on

the same program, in terms of cluster purity and cluster

size. By de�nition the cluster purity is the ratio between

the number of frames from the dominating speaker in that

cluster and the total frames in that cluster. Usually, the

GMM Classi�er Result

Reference Male Female

Male 96.4% 3.6%

Female 0.9% 99.1%

Table 2: Performance of GMM classi�er

BIC clustering #spkr/cluster purity cluster size(sec.)

No labeling 1.13 96.3% 55.1

GMM labeled 1.06 99.3% 51.2

Table 3: Comparison of BIC clustering

clustering performance is a tradeo� between the expected

cluster size and cluster purity. However, a mixed cluster is

far more costly than a small cluster for subsequent process-

ing and therefore high class purity is more desirable. It is

clear from Table 3 that within gender class BIC clustering

based on GMM labeling will result in a higher expected

cluster purity while still achieving suÆcient data in each

cluster.

5. CONCLUSIONS

We have studied the eÆcient algorithms for unsupervised

audio stream segmentation and clustering via the BIC in

this paper. The proposed formulation performs the seg-

mentation of 3 hours Hub4 1997 evaluation data within 21

minutes while only missing 22.6% speaker changes (com-

pared to a previous BIC approach that missed 29.3%

changes and required 2; 160 minutes). In our clustering

scheme, BIC clustering is applied among the segments from

the same gender that have been automatically labeled by

GMM, achieving a cluster purity of 99.3%. The proposed

algorithm has been applied for audio indexing tasks[8] for

its notable eÆciency.
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