
Optimizing User Experience through Design of the Spoken 
Language Understanding (SLU) Module  

Maria Gabriela Alvarez-Ryan, Narendra Gupta, Barbara Hollister, and Tirso Alonso 

AT&T Labs 
Florham Park, New Jersey, USA 

{mgalvarez, ngupta, bbh, tma} @research.att.com 

Abstract

We describe a case study depicting two different strategies for 
creating a spoken language understanding (SLU) module for a 
complex telecommunications natural language application.  
During Phase 1 we created an Annotation Guide that defines 
semantic call-types and uses these call-types to train the SLU.   
In Phase 2 we separated the process of creating the Annotation 
Guide from the training of the SLU.  We designed the 
Annotation Guide with granular and hierarchical call-types 
that could be combined easily.  After the data was labeled, we 
followed an iterative process of building SLUs with different 
configurations of the Annotation Guide call-types until we 
found the SLU that performed the best, given the application 
requirements. To evaluate the performance of the SLU, we 
relied on the overall F-Measure traditionally used for technical 
evaluations.  In addition, we considered the F-Measures for 
the individual call-types.  The goal was to have the largest 
number of application-specific call-types with F-Measures of 
70.0 and higher.  The results indicated that the Phase 2 SLU 
far surpassed the performance of the Phase 1 SLU. 

1. Introduction 

Natural-language spoken dialog application systems recognize 
unconstrained speech and act on it.  These applications include 
the following three components: (1) an automatic speech 
recognition (ASR) engine that takes speech and generates a 
recognition string; (2) the Spoken Language Understanding 
module (SLU) that maps the ASR output string onto a 
semantic representation consisting of call-types, each of which 
represents a specific intent or reason for calling; (3) and a 
dialog manager (DM) that takes the result of the SLU and 
defines a dialog action (e.g., interpreting the SLU result, 
performing a database lookup, playing a prompt, etc.). For 
example, a customer request with the ASR output "I'd like to 
check the balance on my bill" would be mapped by the SLU to 
the call-type “Request(Balance)”, and the DM would act on 
that semantic information. 

In natural language applications, the impact of dialog 
design on the user experience has been well-studied [1], [2], 
[3], [4], [5].  The design of the SLU itself is equally important 
and a more accurate understanding of callers’ intentions is 
crucial for better user experience. We use a data driven 
approach to build the SLU. More specifically, a large number 
of user utterances are collected and manually labeled with 
semantic call-types. This data is then used to train a semantic 
classifier that works as an SLU. A crucial step in this process 
is the design of the semantic call-types capturing all possible 
callers’ intents. In [6], technical aspects of the SLU are 
described. In this paper we will focus on the design of the 
semantic call-types and their impact on user experience. 

Applications can be classified according to the demands 
they place on natural language technology.  Table 1 shows 
the relationship among the number of intents required, SLU 
complexity, expected performance of the semantic 
classification, and the need for natural language.  The fewer 
the intents, the easier it is to build a more accurate SLU.  On 
the other hand, if there are large numbers of rarely occurring 
intents, it is harder to build an accurate SLU.  Yet these 
complex applications benefit from natural language 
technology the most. 

Table 1: Application Demands on Natural Language 
Technology 

SLU 
Number 

of Intents  
SLU 

Complexity 
Expected 
Perfor- 
mance 

Need for 
Natural 

Language 
4 Simple High Low 

10-12 Medium High High 
>30 High Med/High  Very High 

We examine the last case, i.e., the applications with a 
large number of intents, some of which comprise 1% or less 
of the data.  Our case study involves a telecommunications 
call center that receives thousands of calls a week about a 
broad range of customer issues.  A natural language dialog 
application is required to identify the intents of such calls and 
route them to the appropriate center or another dialog system.  
Given the large volume of calls, even a relatively infrequent 
intent has a significant impact to the call center. 

In this work we demonstrate that exploiting hierarchical
relationships among call-types results in better SLUs than 
call-types designed as a flat list. More specifically, we 
describe a case study consisting of two phases:  (1) an SLU 
that treated the call-types as independent members of a list, 
and (2) an SLU that exploits the hierarchical relationships 
among call-types.  For each phase we will describe the 
decisions made, the SLU unit test results, and their field 
performance.   

The rest of the paper is organized as follows.  In section 2 
we present a general procedure used in designing the 
semantic call-types.  In section 3 we present the 2 phases of 
the case study.  In section 4 we analyze the case study and we 
finally conclude this paper by highlighting the main findings 
of this work. 
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2. General Procedure 

2.1. Development of Spoken Dialog Systems  

To design application-specific semantic call-types and 
entities, application data is collected using the wizard-of-oz
approach. The purpose of this collection is to gather 
representative data on how users converse with a machine 
under some constant application settings.  

After some data is collected, it is analyzed to determine a 
list of semantic call-types and named entities1 needed for the 
application. Specifically, designers use their knowledge about 
the application and look for the kinds of requests callers are 
making. In this manner, high frequency requests are easily 
identified. Based on this analysis, designers write an 
Annotation Guide, documenting the semantic call-types and 
named entities needed for the application. Such a guide 
contains positive and negative examples of the different 
semantic call-types and named entities. The purpose of this 
guide is to help the labelers throughout the process of labeling 
the data.  

Once the semantic call-types are designed, the next step is 
to manually label the data, i.e., assign one or more predefined 
call-type(s) to each utterance. Such labeled data is used by a 
machine learning program and a statistical classifier model is 
trained. This classifier model is used by the run-time SLU to 
assign one or more semantic labels to the user utterance.  
More specifically, the classifier outputs a confidence value 
for each call-type. Only those call-types with confidence 
values above a preset threshold are selected and passed on to 
the dialog manager for further processing. 

2.2. Application Design  

In the telecommunication application discussed in this paper, a 
customer’s call could be routed to 46 destinations. Some of 
these are call centers, while others are automated and possibly 
directed dialog systems designed to handle specific types of 
calls (e.g.  calls related to billing problems). In our case study, 
about 30% of the callers requested to speak with an agent, 
sometimes legitimately because the questions were too 
complicated for automation purposes.  However, recognizing 
the intent would allow the system to route the call to the 
correct call center.   

The application design involved creating an SLU that 
would generate call-types.  The DM uses the results of the 
SLU to play the right phrases and create a dialog with the 
user.  The combination of SLU and DM determines the 
callers’ final intents and routes the call to the appropriate 
destination. 

2.3. Evaluation of the SLU  

To evaluate the semantic classification performance, we use 
the F-Measure.  It is defined as: 

)(
2

precisionrecall
precisionrecall

MeasureF

                                                           
1 Named entities are relatively simple objects, such as 
“Dates”, “Phone Numbers”, “Organization Names” etc.  

Recall in this computation is the proportion of correct call-
types that are detected by the SLU, and precision is the 
proportion of the detected call-types that are correct. 
     The F-Measure evaluates all the call-types exceeding the 
given threshold, therefore it changes with the confidence 
threshold.  For lower thresholds, the precision is lower but 
recall is higher and vice versa for higher thresholds. In order 
to select an operating point, we compute the F-Measure for 
thresholds between 0 and 1 and use the setting that gives the 
highest F-Measure.   

2.4. Evaluation of Application Field Performance  

The deployed running application logs extensively, including 
the SLU results for each utterance and the corresponding 
audio recordings. The audio is transcribed and labeled or 
annotated. From those annotations and the field SLU results, 
we measure the SLU field performance (F-Measure). We also 
evaluate the SLU performance, assuming perfect ASR, by 
running the same SLU offline with the utterance 
transcriptions in order to isolate the performance 
contributions of ASR and SLU errors.  For the purposes of 
this paper, we will only present the results using the ASR 
output, since this reflects the performance in production. 

3. Case Study 

3.1. Phase 1 Procedure 

Our focus was to design a set of generic call-types that could 
be used for any telecommunications service call center 
application. We used  a predicate argument representation of 
the call-types. Predicates represented the dialog act and 
arguments represented the objects on which the dialog act was 
being performed. For example in the call-type 
“Request(Balance)”, Request is the predicate and Balance is 
its argument.  Our objective was to fix the   dialog acts for all 
applications, and use application specific named entities as 
arguments of this set of predefined predicates.,  

We created 69 application-specific call-types divided in 
two categories (billing and services), encompassing 15 dialog 
acts (activate, ask, cancel, change, combine, explain, make, 
remove, report, rerate, request, restore, tellme, transfer, 
verify). In addition, there were 42 named entities, many that 
were generic and that can be reused across other industry 
applications, not just telecommunications. 

The DM design was based on combinations of call-types 
and named entities to route the caller to the appropriate 
endpoint. 

3.2. Phase 2 Procedure 

Phase 2 targeted application performance, including the 
flexibility to meet application demands as requirements grew.  
We kept the predicate argument representation of Phase 1, but 
limited the predicates to:  Ask, Explain, Request, Report, and 
Verify.  We developed a set of call-types that could be 
combined easily to form a hierarchy consisting of “parent” 
call-types at the higher level and “children” call-types at the 
lower level.  Through iterative runs of the SLU using different 
combinations of call-types, we finally generated the highest 
performing SLU that would satisfy the application needs.    
This approach separates the design of the Annotation Guide 
from the design of call-types for the SLU training. 



3.2.1. Hierarchical Structure of the Annotation Guide 

In the Annotation Guide we describe many call-types that 
capture fine distinctions between caller intents and structure 
these call-types in a hierarchical fashion, with some being the 
“parents” and others the “children”,.  Data labeled according 
to such a structure gives us the freedom to mold the SLU 
design to meet the needs of a complex application. If all the 
children call-types perform well, then we can use each of 
them for training the SLU and the DM can act on the intent as 
an output of the SLU.  On the other hand, if a labeled call-
type does not function accurately, we can combine it with 
other semantically similar call-types to create larger call-
types.  Table 2 shows an example of such a hierarchy.  Since 
the SLU was unable to reliably distinguish among the three 
children call-types, they were merged into a single call-type.  
Now, if the SLU outputs “Ask(Bill_Charge)”, the DM could 
use directed dialog to ascertain whether the charge is for the 
regulatory fees, the minimum usage charge or the 
unrecognized number on the bill. 

Table 2: Phase 2 Hierarchical Structure of Call-Types 

Parent Children 
Ask(Bill_Charge) Explain (Bill_Regulatory_Fees) 
 Explain (Bill_MinimumUsage_Charge) 
 Explain (Bill_Unrecognized_Number) 

Using interactive techniques [7], we created 106 call-
types.  Twenty of these indicated the presence of specific 
values of a named entity called “type of service”, such as 
“calling card”, “toll-free”, “DSL”, etc.  In addition, there 
were 14 discourse call-types, for example “Yes”, “No”, 
“Hello” etc.  It was never the intention that all 106 
application-specific call-types in the Annotation Guide would 
be used to build the SLU.  Once the data was labeled, we tried 
different versions of the hierarchy by incrementally analyzing 
the errors made by the SLU, as described in the next section. 

3.2.2. Structure of the SLU 

We made a series of assessments of different versions of the 
SLU.  The key to these assessments were the overall F- 
Measure on test data and the number of the call-types that 
performed accurately. All the results quoted in this paper are 
with respect to a fixed training set consisting of 42,000 
utterances and a fixed test set consisting of 4,700 utterances. 
The guiding criteria were: 

Call-types with F-Measure below 70.0 are not 
sufficiently accurate and should be considered for 
grouping with other call-types. 

Call-types that occur less than 10 times in the test data 
cannot be evaluated and we assumed that the SLU 
cannot classify these with sufficient accuracy.  These 
call-types become part of a higher level call-type. 

To make the grouping decision for call-types, we looked at 
the classification confusion matrices.  

Table 3 shows a sample of the information that drives the 
design decisions.  The call-types “Request(Make_Payment)” 
and “Cancel(Service)” are high performing and can stand 
alone because their F-Measures are higher than 70.0.    
“Explain(Why_Two_Bills)” and “Request(Collections)” are 
low-performing call-types that the SLU confuses with other 

billing types of call-types.  It is best to combine the call-types 
that are confusable to create a “parent” call-type.  Through 
directed dialog in the DM, the correct intent can be gleaned. 

Table 3: Assessment Table for SLU Design Based on Test 
Set of Utterances 

Call-Types Frequency F-Measure 
Request(Make_Payment) 193 91.3 
Cancel (Service) 357 88.8 
Explain (Why_Two_Bills) 16 40.0 
Request(Collections) 27 34.8 

As a result, for Phase 2, we decided on an SLU training 
where:  (1) High performing call-types stood alone. (2) Some 
call-types appeared both alone and within a group with other 
like call-types. (3) Some low frequency call-types that were 
not important to the application were totally ignored and used 
to train “Other,” a catch-all call-type that directs the caller to 
an agent. It was up to the DM, then, to handle the output of 
the SLU.  Some examples follow: 

Example 1:  The DM could act on a combination of a 
call-type and trained named entity.  The utterance “I want to 
order another toll-free number” generates an SLU output of 
Ask(Order) + Indicate(Service_TollFree) and routes the call 
to the “ordering toll free service” destination.  A less 
characteristic version of the same intent, such as “add a one 
eight hundred line”, results in the SLU output of the trained 
named entity Indicate(Service_TollFree).  With this 
information, the DM presents the options for Toll Free 
number tasks and the caller may select to order a toll free 
number.  

Example 2:  The DM has precedence rules that select 
from the SLU output the call-type that gives the most direct 
user experience.  The utterance “I want a copy of my bill” 
generates the SLU output of “Request(Billing)” and 
“Request(Bill_Copy).”  The precedence rules state that a 
child node, Request(Bill_Copy), should be given precedence 
over a parent node, Request(Billing), and the application 
sends the call to the automated task for obtaining the copy of 
a bill.  If a caller used a less likely phrasing, such as “I need a 
detailed billing summary”, the SLU generates 
“Request(Billing)” alone; and through responses to a directed 
dialogue menu of options, the caller can select “bill copy”. 

The final SLU included 29 application-specific call-types 
plus 20 trained named entities.  Compared to the 69 
application-specific call-types used in Phase 1, the Phase 2 
SLU had a marked decrease in call-types, even though the 
application (SLU+DM) fulfilled the same functionality and 
callers could reach any of the 46 destinations required by the 
application. 

3.3. SLU Performance Results for Phases 1 and 2 

3.3.1. Evaluation of the SLU 

Table 4 shows the SLU Evaluation for Phases 1 and 2.  Using  
ASR output, in Phase 1 the overall F-Measure is 70.6.  
Excluding call-types for callers asking for an agent or saying 
“yes”, “no”, “hello”, etc., there were five intents that had F-
Measures higher than 70.0 and that led to automation or 
routing outside the call center. 

In Phase 2 the overall F-Measure was 75.4.  From a 
technical perspective this is a significant improvement.  In 



addition, from a user-experience perspective, the most 
significant improvement is that there were 18 call-types that 
performed at an F-Measure of 70.0 and higher.  This means 
that more intents will be understood correctly and will be 
handled by the DM successfully.   

Table 4: Phase 1 Evaluation of the SLU Using ASR Output 

Criteria Phase 1 
Test 

Results 

Phase 2 
Test  

Results 
Overall F-Measure 70.6 75.4 

High Performing Intents 5 18 

3.3.2. Evaluation of the Field Performance 

The evaluation of the SLU in the lab is only an indicator of 
future performance.  The more significant evaluation is the 
one performed on field data because it reflects the actual 
success of the application.  Table 5 shows the SLU Field 
Performance for Phases 1 and 2.   In comparison to the SLU 
Evaluation shown in Table 4 above, the overall F-Measure is 
higher and a comparable number of intents are high 
performing for each phase.   The field performance correlates 
with the evaluation in the lab and Phase 2 has more high-
performing call-types. 

Table 5: Evaluation of SLU Field Performance using ASR 
Output

Criteria Phase 1 
Field 

Results 

Phase 2 
Field 

Results 
Number of Utterances 9629 9912 
Overall F-Measure 73.8 79.8 
High Performing Intents 3 21 

4. Discussion   

As Phase 1 shows, we originally assumed that by designing 
the Annotation Guide we are also designing the structure of 
the SLU.  This case study shows that for very complex 
systems, it is beneficial to separate the design of the 
Annotation Guide from the design of the SLU.  An 
Annotation Guide that has a hierarchical and granular set of 
call-types allows us to manipulate the design of the SLU to 
generate the highest number of high-performing call-types.  
We then design the DM as a mixture of open ended prompts 
and more directed dialog to reach all the endpoints necessary 
to satisfy the applications’ needs. 

Furthermore, the Annotation Guide hierarchy is 
constructed based on the utterances’ meaning and the needs 
of the application.  The same is true for the design of the 
SLU.   It is not a process that can be fully automated using 
hierarchical clustering tools.  

The advantage of the Phase 2 strategy is our ability to 
manipulate the SLU design based on data and therefore 
designing an SLU+DM combination that maximizes the 
application performance. 

5. Conclusions 

This case study points to two major conclusions: 
From a user experience perspective, the overall F-
Measure is unreliable as a single measure of the SLU 
performance because we are most interested in the 
performance of key application-specific call-types.  The 
overall F-Measure is influenced by frequent call-types 
such as “Request(Transfer_Call)”, and other discourse 
call-types (e.g., no, yes, hello, etc.).  These do  not 
improve the business metrics and can inflate the F-
Measure.  Designers should focus their efforts in 
improving the performance of  call-types that will lead to 
automation and to the call reaching the correct call 
center.

Furthermore, designers should manipulate the SLU to 
generate the highest level of performance by using 
redundancy and flexibility so that a user’s reason for 
calling can be captured by a child call-type, a parent 
call-type, and/or a trained named entity.   In the field, a 
caller may phrase a request in a fashion that is 
uncharacteristic of the training data; multiple ways of 
capturing the request and handling it in the DM will 
optimize the chances of success.  Redundancy and 
flexibility in design improves overall application 
performance. 
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