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Abstract 

Approximately 30% of the Danish population has severe 
problems in reading everyday text. In the light of the 
increasing amount of text available on the Internet this 
poses a democratic challenge to ensure “equal access” to 
information. The Talking Internet service - Access For All 
(AFA) - offers a free Internet-based tool for reading aloud 
any marked text with a synthetic voice. The only 
requirements are a standard equipped PC running a recent 
Windows OS and an Internet connection. 

Experiences gathered from running the service for 
more than 28 months underline the viability of the 
concept. There is a clear need for a free internet based 
Danish text-to-speech synthesizer. Furthermore, the 
current state of technology i.e. internet bandwidth, 
response time and server technology is sufficient for 
setting up an online automatic reading service that is used 
by steadily growing number of individuals and institutions. 

1. Introduction 

A considerable number of the Danish adult population has 
reading difficulties to an extent that prevents them from 
acquiring written information. An international survey [1] 
in 2000 showed that approximately 30% of the Danish 
adult population had significant problems in reading 
everyday texts. 

Since the introduction of the Internet, more and more 
essential information is now being published on the World 
Wide Web enabling easy access to textual information for 
those to whom the Internet is a daily and unproblematic 
information source. In contrast, people with poor reading 
abilities, are being left behind with even greater 
disadvantages than they had before if not given access to 
tools enabling them to compensate for their difficulties.  

This paper presents and discusses the establishment of 
such a tool (section 2) and documents its on-line use 
during a one year (section 3) period. It will further give the 
background details of the project itself, the partners 
involved, and how the project became a reality (section 4 
and 5).  

2. An online compensatory tool 

The aim of the Access For All-project (AFA) was to 
establish a free Internet service that can be used by the 
target group as a compensatory tool providing audio 
access to the increasing amount of textual information. 
The AFA Internet service offers an online text-to-speech 

synthesizer for reading aloud any marked text on web 
pages. 
A free online service like the AFA is relevant in Denmark, 
because a stand-alone single user-license for Danish 
speech synthesis is expensive to purchase. In contrast 
speech synthesis on the major languages often comes 
bundled with a Windows OS. 
The AFA provides two services:  
• A Windows application (resembling a remote control) 

capable of reading aloud any text that can be marked  

• A homepage [2] providing information on the service, 
and allowing  visitors to download the remote control.  

With the remote control installed, users mark some text 
of  and press a play-button on the remote control, see 
figure 1 a). The remote control submits the marked text to 
the web-server carrying the speech synthesizer, which 
analyzes the text and converts it into synthetic speech. The 
speech-server then returns a sound-file to the end-user’s 
computer where it is automatically read aloud - see figure  

Figure 1: The setup of the AFA service. a) 
Selection of text on a homepage and the remote 
control.  b) Transmission of text to the AFA server 
which renders the text as synthetic speech and 
returns a mp3 file 
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The first version of the tool reads aloud Danish text 
only. However, any speech synthesizer using the Microsoft 
SAPI version 4 can be plugged into the basic system 
developed in AFA, and the tool will - as such - be able to 
read other languages aloud, given that the text being sent 
to the AFA-server carries a parameter specifying the 
language to be used for reading aloud. 

2.1. Design and technical description 

Simplicity has played an important role in the design of 
the remote control. The design philosophy is that the 
functionality and graphical interface should be transparent 
(easy to operate), so that users can focus on the main 
objective – reading of text. I.e. using the remote control 
should be as easy as using a pair of reading glasses. The 
graphical user interface on the remote control is therefore 
kept very simple and intuitive with  just two buttons: 
replay and stop. However, due to requests from users the 
second version incorporated additional functionality to 
adjust the pitch and speed of the synthetic voice.  

The server carrying the speech synthesis is a HP 
Netserver tc4100 with the following configuration: Dual 
Intel® Pentium® III with a 1.4GHz processor, 4GB 
SDRAM, 620GB disk, 6 PCI slots, Integrated 10/100TX 
network interface card (NIC), Microsoft Windows 2000 
Server. The server only hosts the speech server software 
and speech synthesis and a logging system.  

The AFA homepage is hosted on an ordinary web-
hotel.  

3. Launch and results 

The AFA was publicly launched on 19 November, 2002. 
The launch was covered by most of the Danish national 
news agencies and media. During the first week in service 
the web site had more than 7,000 unique visitors – which 
at that time on a Danish scale could be compared to traffic 
at a medium-large website. Out of these, approximately 
3,500 users downloaded the remote control. After the first 
month in operation the remote control had been 
downloaded more than 10,000 times. 

It is likely that many of the hits during the first weeks 
represented curious one-time visitors outside the main 
target group.  

During the first week the service was heavily loaded 
with a maximum of 42 simultaneous users, some of who 
submitted large quantities of text i.e. tens of pages of text, 
see table 1. This caused some stability problems indicating  
that the  system architecture, with one server and one 
speech synthesizer carrying out all text-to-speech 
conversions, is insufficient to handle situations where a 
high number of simultaneous users submit large amounts 
of text.  

However, after the first week the load on the server 
decreased to a more moderate level at around 1,500 text 
conversions per week (214 text conversions per day) and 

with no more than two simultaneous users. This load did 
not cause any stability problems. 

3.1. Response time 

One of the most crucial factors in setting up an online 
compensating tool like the AFA is the response time - i.e. 
the time it takes from submitting the text until the audio 
starts being replayed through the user’s loudspeakers. 

Since the server returns one audio file corresponding 
to the received text – i.e. no streaming is applied – it has 
been found necessary for best performance to compress 
the speech synthesis output to the mp3-format (16kps), 
before returning it to the user. The mp3-format on the 
other hand requires additional CPU processing on both the 
server and the end users computer as compared to the wav-
format. 

The bottleneck in the process of getting the speech 
across to the user is the speech synthesis itself. The log 
generated by the speech server documents this. On 
average, it takes the speech synthesizer 5 seconds to 
transform 404 characters (average submission) into a wav-
sound output. The time spent on compressing the wav-file 
into a mp3-file is less than 1/10 second. 

Table 1: Statistics on the amount of text submitted 
to the server, time spent on synthesizing and 
compressing the speech during the one-year period 
from 1 January 2004 until 31 December 2004. 

 Text input Txt-to-
Wav 

Wav-to-
mp3 

 [chars] [Sec] [Sec] 

Longest 
text 

131,531 1,592 138 

Average 
text  

405 5 0 

Total 172,534,757 2,294,992 93,380 

Concerning the longest text in table 1, it is unlikely 
that users are willing to wait (1,592 + 138 sec.) 1,730 sec 

 29 min before listening to the 131,531 characters long 
text being read aloud.  To worsen the situation the above 
calculations have not including the time for sending the 
mp3 file across the Internet to the user. 

But it has to be stressed that the user is in control of 
the amount of text being marked and sent to the AFA 
server. Hence, the user decides on the best compromise 
between amount of text marked, waiting time and the 
necessary number of submissions for getting the entire text 
synthesized.    

The log file on the AFA server is analyzed with respect 
to the total response time, i.e. the time from the text is 
submitted until the synthetic speech is starting. Table 2 
shows the average response time is 7 sec for an average 
length text. 



Table 2: Response time – i.e. the period of time 
from the user submits some marked text until 
replaying of the synthetic speech starts. 
Measurements are from a one-year period – 1 
January 2004 – 31 December 2004.

Response time  Sec. 

Longest 3575 

Shortest 0 

Average 7 

Total time 3,124,635 

The response time is influenced by different factors 
such as text lengths, bandwidths, computer configurations 
and server loads.  

A systematically evaluation of  the end users 
perception of response times is still to be undertaken. But 
the service is gaining popularity and by the end of 2005 
approximately 2,500-3,000 users are every week 
converting 30,000 texts into speech.  

For most of the target audience the alternative to the 
AFA is probably even more time consuming or non-
existing. 

3.2. When is the tool used? 

After a two-year period in service with no active 
promotion of the tool, the activity is still growing from 
approx 750 daily text-to-speech conversions at the 
beginning of 2004 to more than 5000 daily text-to-speech 
conversions by the end of 2004. In the beginning of 2004 
235 unique remote controls were used daily whereas this 
figure at the end of 2004 had grown to 600 unique remote 
controls. It is however not possible to tell precisely how 
many individuals that have used the service during the 
period, since there might be individuals sharing the same 
computer on which the remote control is installed or the 
same users might be using the service from several 
computers e.g. from home and from work. 

During the one-year period (1 January, 2004 – 31 
December,  2004) the average  text-to-speech conversions 
per day was 2295 i.e. each remote was on average used to 
read 19.6 texts aloud per day. 

In the same period it was found that the service was 
primarily used on weekdays from 8 a.m. until 12 p.m. 
while activity was lowest during weekends. 

3.3. Who are using the tool? 

The AFA service does not require users to register and as a 
consequence of this policy, it is difficult to characterize 
the users. But from the response received by e-mail and by 
telephone, it is known that a lot of schools, city councils 
and public libraries are asking for permission to use the 
tool or link to the AFA homepage. Amongst these a large 

amount of vocational education and training institutions 
are using the tool.  

The speech server activity log does support this 
assumption. As mentioned above most activity on the 
speech server is on weekdays and lowest on weekends – 
especially on Sundays. At the same time most activity on 
the speech server is within ordinary working hours. It is 
therefore likely that the remote control is used either by 
people at work or in school. 

This assumption is further supported by looking at the 
homepage log files, from which it is seen that it is 
primarily educational institutions that are linking to the 
AFA homepage. Approximately 20 pct. of the institutions 
linking to the AFA homepage, are special secondary-level 
boarding schools for young people with reading problems 
and special schools for adults. 

The AFA has furthermore received a lot of e-mail 
responses. Approximately half of these e-mails are from 
relatives to people with some sort of reading problem. -  
Problems either caused by aphasia, scleroses, dyslexia 
(unspecified reading problems) and even a few weak-
sighted people. 

3.4. What is the tool used for – what is read? 

The amount of text read aloud can be seen in table 1 where 
the maximum amount of text read aloud in a one-year 
period  was 131,531 characters long. This equals 
approximately 65 written A4-pages. However the average 
text read aloud is 405 characters long. This is equal to e.g. 
a small Danish news flash on the web. 

To learn more about what is being read aloud by the 
AFA tool, an analysis of text origins and URL’s was 
conducted one year after the release of the service. 

Looking at text origins and URL’s – i.e. from where 
texts are read – shows a very different and scattered 
pattern.  

Table 3: The categories of text being synthesized 
using the AFA service. 

Text theme Pct. 

Public authorities 18 % 

Entertainment & games 15 % 
Commerce & economics 15 % 

Private 12 % 

Education 8 % 

Technology 8 % 

News 6 % 

Communication 5 % 

Search 5 % 

Health & Family life 4 % 

Vacation & Spare time 4 % 

Total 100 % 



URL’s vary from texts on online game-sites (The Sims) to 
texts regarding computer hardware modification and auto 
spare part online shopping, to news and TV-/movie-
programs.  
It is clear from table 3 that the users have as different 
interests as the rest of the population.  

4. Interdisciplinary networks and 
partnerships 

Designing and creating an Internet tool like the AFA 
remote control has required knowledge that cuts across the 
traditional dividing lines between special education 
schools, universities and private companies. None of the 
involved organizations could accomplish this task on their 
own. It requires knowledge of: the target group, reading 
and reading difficulties, expert-knowledge of speech 
synthesis and advanced web design. The County of North 
Jutland and Aalborg University (AAU) have established a 
tradition of forming interdisciplinary networks where 
specialists from a variety of branches in cooperation, are 
able to meet even very complicated challenges.  

The AFA is, in fact the first palpable result of 
“HanDiaTek” (Handicap-Dialogue-Technology), a nation-
wide human network founded in January 1998, see [3]. 
The members are special education teachers, therapists and 
others working in the field of disability and 
communication aids (AAC) together with researchers from 
Aalborg University with their professional backgrounds in 
Medical Informatics, Speech and Multimedia 
Communication.  

The goals of the “HanDiaTek”-network are to promote 
and create dialogue, interchange ideas and experiences and 
encourage collaboration among the participating 
institutions and individuals.  It is believed that the cross-
disciplinary nature of network provides a solid basis for 
the development of new equipment for people with 
communicative disabilities.  

The network “HanDiaTek” is managed from “The 
Knowledge Exchange Office” at Aalborg University. 

5. Funding 

The AFA is funded by the Digital North Denmark [4], 
from the local public authorities and by the participating 
partners, each with one third of the total cost. The AFA 
project was scheduled to run over a three-year period, 
ending in 2003. The Digital North Denmark is initiated by 
the Danish Government and designed to explore the 
potentials of a networking society in relation to every 
citizen of North Denmark by the deployment of 
information technology.  

The AFA-project also received a philanthropic 
donation of computer hardware from the Hewlett Packard 
Voice Web Initiative. This focuses on developing and 
supporting programs and partnerships that promote 
educational opportunity and e-Inclusion for people in 
underserved communities 

6. Conclusion

The experiences from running the AFA service for more 
than 28 months underline the viability of the concept. 
There is definitely a need for a free internet based Danish 
text-to-speech synthesizer. Furthermore, the current state 
of technology i.e. internet bandwidth, response time and 
server technology is sufficient for setting up an online 
automatic reading service that is used by steadily growing 
number of individuals and institutions.  

By the end of 2004 an average of 184 unique remote 
controls connects on a daily basis to the AFA server. Each 
remote control is used for synthesizing 19.4 texts. The 
average response time is approximately 7 sec.   

7. Visions for the AFA 

Although the service has become a success it is still 
dependent on public funding. One of the challenges of the 
future is to ensure the free service while at the same time 
getting more independent of public funding. One idea 
being pursued currently is to develop an API (application 
programming interface) that can be sold to homepage 
owners who want to ensure accessibility for people with 
reading difficulties. 

Another obvious track for future development is being 
able to handle other languages. For instance English is 
important in many parts of the Danish society and it is 
likely that there are many potential users of an English 
speaking AFA service. Furthermore, institutions from 
other countries have expressed interest in the service and 
would like to offer a similar service in their own country 
and language.  The handling of several languages will 
require minor changes in both server software and the 
remote control as text will need a tag specifying the 
language. 
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