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INRS-EMT, Montréal, Canada barreaud@emt.inrs.ca

Jean-Guy Dahan

Scansoft Inc., Montréal, Canada

Abstract
This paper addresses the problem of speaker characterization
in the speaker-dependent speech recognition problem. Speaker
Adaptation and Normalization techniques are designed to re-
duce the mismatch introduced by inter-speaker variability. Yet
there is another source of mismatch introduced by intra-speaker
variability. Indeed, the speaking style of a speaker depends on
the nature of the speech uttered. The framework of this paper is
speaker-dependent isolated-word recognition on an embedded
engine. The limited computational and memory loads of this en-
gine reduce the possible techniques for normalization. The pro-
posed solution uses a speaker profile trained on dictation data
and exported to the embedded engine. In this framework we
study the portability of a task-dependent speaker profile from
dictation task to command task. Experiments have been con-
ducted on a Scansoft 255 speakers database. We show that the
portability results in a loss of efficiency due to the nature of the
considered tasks.

1. Introduction
Automatic Speech Recognition Systems (ASRSs) need to be
trained on a large quantity of speech data. Thus most of ASRS
make use of speech data from various speakers. The resulting
acoustic and language models represent speech data from an
average speaker. Those ASRS are said to be Speaker Indepen-
dent (SI) as opposed to Speaker Dependent (SD) ASRS trained
exclusively on speech data from a single speaker. The perfor-
mances obtained by SI ASRS on a specific user-speaker S are
poorer than the ones of an SD ASRS trained for S.

Several methods have been designed to reduce the differ-
ences in the SI and SD ASRSs. They fall into two broad cate-
gories called Adaptation and Normalization either they are per-
formed on the feature space or in the model space. Adaptation
methods use speech data from the user-speaker to modify the
acoustic models’ parameters. They usually need large quantities
of data (about 40 minutes of speech). SI ASRSs using Adapta-
tion methods such as maximum a posteriori (MAP) adaptation
[1] or Maximum Likelihood Linear Regression (MLLR) adap-
tation [2] achieve performances comparable to a SD ASRS.
Speaker Normalization methods, on the other hand, modify
the speech data of the user-speaker so that the transformed
data used for recognition imitate speech data of the SI average
speaker. The most common methods used at this step are Vocal
Tract Normalization (VTN) [3], Cepstral Mean Normalization
(CMN) [4] and Feature Constrained-MLLR [5]. Each of these
methods normalizes one feature of a speaker specificity, as de-
scribed in the following.

This article focuses on the use of Speaker Normalization
methods. Those methods are useful for ASRSs that lack mem-
ory volume and processing capacity such as embedded engines.
Indeed, Normalization amounts to a set of transformations of
speech data (at different steps of the front-end). The light com-

putation required by the Normalization process can be done
on-line, contrary to most Adaptation methods. Moreover, the
number of parameters describing this set of transformations is
smaller than the description of MAP or MLLR transforms. Con-
sequently the light speaker profile composed by the set of trans-
formations can be downloaded to the embedded engine, stored
and used to perform speaker normalization (section 4).

Normalization methods are used to reduce inter-speaker
variability. Yet there is another source of variability introduced
by the speaker specificity. Indeed the speaking style of a speaker
depends on the nature of the speech uttered. However, Nor-
malization methods rely on user-speaker specific (enrollment)
data to estimate the parameters of the transformation functions.
Thus, the enrollment cannot express entirelly this variability.
Consequently, these Normalization methods may not be able to
cope for intra-speaker variability. Moreover, in the proposed ar-
chitecture, portable speaker profiles are enrolled on fully avail-
able dictation data and are used for recognition of command
words. Consequently, the user-speaker used a speaking style
that varies from enrollment to test.

In our framework, the issue of intra-speaker variability be-
tween two distinct tasks (namely dictation and command) is of
great importance. This article presents in section 2 how speech
styles and particularly the rate of speech depends on the task
performed. Then, section 3 proposes a description of Nor-
malization methods used to cope with inter-speaker variability
(CMN, VTN and Feature Constrained-MLLR) and how the pa-
rameters of the associated transformations can be considered as
a speaker profile. Section 4 is dedicated to the description of
the portable speaker profile architecture. Then the experimen-
tal results on the portability of these speaker profiles between
recognition tasks are given. Finally, we will outline discussion
and future work.

2. Intra-Speaker Variability
A speaker will not use the same speaking style regardless of
the content of his speech and the context in which it is uttered.
For instance, read speech differs from spontaneous speech in
the rate of speech and the coarticulation scheme. Moreover, the
style differs if the nature of the speech is formal or informal
and if it is addressed to a human or a computer. Finally the
emotional state of the speaker and its acoustical surrounding in-
fluence its speech rate, the way he articulates and the amplitude
of his voice.

Still, speaking style is mostly characterized by its speed
which is more prone to vary, for a given speaker. For instance,
in a spontaneous dialog with a human, the timing of speech can
evolve [6]. It has been shown that, the mean speech rate is a
function of the speaker and that the variance is a function of
the cognitive load associated with the text. Cognitive load is
defined here as the level of effort and creativity required to se-
lect the words to speak. For example, in a dictation task, the
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cognitive load is very high and thus the speech rate will tend to
be slow. In comparison, in a command task where the cognitive
load is lower, the speech speed will typically be higher (and less
variable).

It has been shown that the presence of fast speech causes
a degradation in performance of automatic recognition. All
the same, error rates significantly increase when the word
rate is greater than the mean word rate [7]. As speech rate
increases, the acoustic variety associated with any particular
acoustic unit increases. Consequently, the difference between
phone acoustics decreases and the confusion between phones
increases.

Different methods were proposed to cope with fast speech.
Some of them would focus on adaptation of state-transition
probabilities of acoustic models. Transformations of the
acoustic features of speech when the speech rate increases
have been of particular interest. Indeed, a few regular patterns
emerge when speech rate increases and some have classified
these as transformations that map fast speech phonemes onto
normal speech phonemes. Feature space normalization proved
to be successful to normalize speech uttered by very fast or very
slow speakers. The following section presents most common
feature transformation techniques used in speaker normaliza-
tion. We will show in experiments that the parameters of these
transformations contain information on the speaker specificity
but also on the nature of the task used for training.

3. Speaker Normalization
Normalization amounts to a transformation of the acoustic vec-
tor. Based on whether it was derived from a physical model
we can distinguish between model-based and data distribution-
based normalization. There are a number of environmental and
speaker-dependent variations whose impacts on the speech sig-
nal are to some extent predictable. Model-based normaliza-
tion tries to account for such variability. It is based on some
model for speech production, transmission or perception. A
small number of model parameters are estimated on adaptation
data and applied according to the underlying model to account
for the undesired variability. VTN and CMN fall into this cat-
egory. If the effect of the environment is not predictable or too
complex, normalization techniques that are independent of any
model for speech production, transmission or perception may be
applied. The transformation parameters are obtained from the
distribution of the training and test data. Examples are feature
space transformations like stochastic matching [8] or Feature
Constrained-MLLR (see section 3.3).

3.1. Sequential Cepstral Mean Normalization

Cepstral mean and variance normalization are well-known tech-
niques to improve the insensitivity of the feature vector to chan-
nel distortions. They are part of virtually every speech recog-
nition system. The most popular solution for CMN removes
the short-time mean of the incoming cepstral sequence. The
obtained sequential normalization method increases the robust-
ness of recognition in slowly variable environments [4].

In addition, it has been observed that CMN can improve
recognition performance even if there are no unknown chan-
nel transfer functions. Indeed, the normalization of the cepstral
mean removes the low modulation frequencies that are said to
contain speaker-specific characteristics. The speaker normal-
ization effect of CMN has been demonstrated in [9]. In this
work, a Fisher variate analysis has been used to measure the

reduction of inter-speaker variability introduced by CMN.
In order to perform a Sequential cepstral mean normal-

ization, the values of the short-time mean must be initialized.
These initialization values are in fact the long-time mean of the
previously observed cepstral sequence. Consequently, the long-
time cepstral mean collected over specific speaker data can be
included in this speaker profile.

3.2. Vocal Tract Length Normalization

The bases of VTN were laid in [10], where a normalization
scheme based on a frequency axis warping during signal analy-
sis is proposed. The idea is to remove the shift in formant
frequencies caused by different lengths of the speakers’ vocal
tracts. This is done by estimating an optimal frequency scal-
ing factor on speaker-specific training data. This scaling is then
applied to test data to be normalized.

Subsequent papers address the many problems linked to this
approach. Issues concerned particularly the form of the scaling
(warping) function [11]. Other research focuses on the way to
estimate the warping factor(s). The VTN approach was origi-
nally designed to be applied in the frequency domain but a re-
cent approach enables VTN in the cepstral domain [3][12].

The most popular VTN techniques use a piece-wise lin-
ear function as a warping transformation. Its parameters are
trained in the Maximum-Likelihood framework [13]. In every
approach, the parameters of the warping function are derived
on a speaker-specific development set, most of the time in a su-
pervised way. Consequently, this set of parameters sets up a
profile that describes in part the specificity of the speaker. In
addition, Vocal Tract Normalization was found to be especially
successful for normalizing speech from very fast and very slow
speakers [14].

3.3. Feature Constrained-MLLR

MLLR is a framework often used in Adaptation methods. The
bases of this technique were first laid in [15]. In this paper, it
was shown that means and variances of a Gaussian density as-
sociated with a HMM state can be adapted to the speaker speci-
ficity. This adaptation is done through affine transformations.
When the parameters of those affine transformations are tied
(reducing the volume of the speaker profile), the adaptation is
said to be constrained.

This technique can easily be transposed from the model
space to the feature space. Indeed, consider that all Gaussians
are transformed with the same affine function. In that case the
overall transformation can be considered as a shift in the (nor-
malized) feature domain [5]. As expressed in [15] the deriva-
tions obtained in this last approach lead to a normalization pro-
cedure that resembles the work on Stochastic Matching in [16].

In the following, this approach is called Feature
Constrained-MLLR. With the aim of reducing inter-speaker
variability, an affine transformation is estimated for each
speaker. The parameters of this function are estimated with
the goal of reducing the mismatch between the acoustic data
of the speaker and the system’s acoustic models. The obtained
speaker-specific transformations can map test acoustic observa-
tions on a normalized space. The parameters of this transfor-
mation are a simple matrix whose dimension is the square of
the dimension of the acoustic feature space. Providing that test-
ing and training are performed in similar conditions (channel,
acoustic environment and microphone), this set of parameters
constitutes a speaker profile.



Figure 1: Schematic diagram of a portable speaker profile.

4. Portable Speaker Profile Framework
Our aim is to perform simple command recognition on em-
bedded systems (such as cellular phones) that is specific to a
user-speaker S. The low storage and low computational capac-
ity of these devices do not allow the use of complex adaptation
schemes such as MAP or MLLR. Moreover, the use of these de-
vices is not compatible with the collection of large enrollment
corpora needed for the training of any normalization parame-
ters.

However, desk-top recognition systems used for dictation
tasks do not have these drawbacks. Indeed, intensive use of
such a system by S enables the collection of large quantities of
enrollment data. Desk-top recognition systems thus derive effi-
cient speaker-specific normalization and adaptation parameters
from these data. These parameters constitute a profile for S.

One solution is thus to download the profile of S from the
desk-top recognition system to the embedded system whenever
this profile is ready for use (see figure 1). However, the volume
of the downloaded speaker profile must be small enough to fit
into the low capacity memory of the embedded device. Con-
sequently, the transmitted part of the profile only concerns the
normalization parameters. In our experiments, the normaliza-
tion steps are CMN, VTN and Feature Constrained-MLLR.

In this framework, one question remains. Indeed, the recog-
nition tasks on the two systems differ. The desk-top recogni-
tion system derives a profile for S uttering long, dictatation sen-
tences. The embedded system uses this profile to normalize the
speech of S uttering short, rapid commands. As explained in
section 2 the intra-speaker variability between those two tasks
is important. Consequently, the speaker profile derived in the
above framework may not be efficient for the command task. In
the following, we derive an experimental setup to point out this
intra-speaker variability and validate our framework.

5. Experimental Setup
The CSDC en us database was used for the portability exper-
iments. This corpus was recorded by 255 American-English
speakers on head-set microphones, in moving cars. Each
speaker uttered 15 dictation sentences and command words. For
each speaker, 12 dictation sentences were used to derive two

profiles per speaker on the recognition engine in a supervised
manner. This engine is designed for large vocabulary tasks. Its
87000 words models were not trained on CSDC en us. The first
speaker profile retained parameters for CMN, VTN and Fea-
ture Constrained-MLLR (Norm). The second speaker profile re-
tained parameters for CMN, VTN, Feature Constrained-MLLR,
MAP and MLLR (Norm + Adapt).

Two sets of experiments were designed. First, for each
speaker, 3 dictation sentences similar to the enrollment data
were recognized (a total mean of 15 sec per speaker). Second,
for each speaker, about 60 command words were recognized
(a total of 130 sec per speaker). The recognition test was per-
formed on the large vocabulary recognition system.

6. Results and Discussion
Tables 1 and 2 give the mean Word Error Rates over all test
speakers. Baseline refers to the results for a system without
any adaptation or normalization scheme. In the Norm row,
speaker profiles only contain the parameters for VTN, CMN
and Feature Constrained-MLLR transformations. Finally, the
Norm + Adapt row contains the results when both speaker
adaptation (MAP+MLLR) and speaker normalization schemes
(VTN+CMN+Feature Constrained-MLLR) are used. Columns
represent WER, relative improvement over Baseline results and
over Norm results.

Table 1: Word Error Rates for the dictation test set (%).

relative improvement over
WER Baseline Norm

Baseline 26.5 - -
Norm 12.5 52.8 -

Norm + Adapt 11.6 56.2 7.2

Table 2: Word Error Rates for the command test set (%).

relative improvement over
WER Baseline Norm

Baseline 25.1 - -
Norm 18.2 27.5 -

Norm + Adapt 14.3 43.0 21.4

Table 1 shows that, even if the adaptation data set is small
(3 dictation sentences per users), the use of speaker adaptation
schemes is beneficial.

When using the same speaker profiles for recognition of
commands (Table 2), improvement is less significant. Speaker-
specific normalization of command test data produces a 27.5%

improvement over Baseline whereas the same normalization
produced a 52.8% improvement on dictation data. This dis-
crepancy shows that normalization speaker profile contain in-
formation on the speaking style as well as information on the
speaker. Indeed, profiles trained on long, dictatation sentences
(about 6 seconds per utterance) are less efficient when used on
short command utterances (about 1 second per utterance).

For both experiments on dictation and command data, the
joint use of Normalization and Adaptation schemes reduce sig-
nificantly the error rates relatively to Normalization alone. It
confirms that those approaches are cumulative and that Adapta-
tion profiles model speaker-specific features that are not present



in Normalization profiles.

7. Future Work
From the previous experiments, we can conclude that the
speaker normalization profiles trained on dictation data not only
contain speaker characteristics. Indeed, these profiles are not
specific to a speaker but to a speaker using a specific speak-
ing style. Consequently, these profiles are less efficient when
the speaker uses a different style, when uttering a command for
instance.

It can be concluded that the speaker normalization profiles
have to be normalized to the command task before being ported
to the embedded system. As previously said, the main dif-
ferences between training and testing tasks (i.e., dictation and
commands) lies in the rate of speech. Consequently a Speaking
Rate Normalization technique should be used to convert dicta-
tion profiles to commands profiles.

Further work will investigate the use of techniques as de-
scribed in [14]. In this approach, called Cepstrum Length Nor-
malization (CLN), the static cepstral sequence is stretched via
interpolation. The dynamic features of this sequence, that are
said to be the most affected by the changes in speaking rate, are
re-computed before recognition. The purpose of this transform
is to normalize phone duration and thus reduce the effect of in-
creased speech rate. Since the performance gain by speaking
rate normalization was shown to be additive to other normaliza-
tion and adaptation techniques, this process should increase the
efficiency of speaker profiles for the command recognition task.

Other speaker normalization techniques could be investi-
gated to get profiles that are independent to the speaking style
used in enrollment. For instance, Histogram Normalization [17]
will be studied. This method gave good results in speaker nor-
malization. Moreover, it proposes the possibility to produce
sets of specialized profiles that can be combined to create task-
specific profiles.

8. Conclusions
In this paper, we have addressed the problem of speaker profile
portability under very strict constraints of enrollment, computa-
tion and memory. It has been shown that Normalization profiles
retaining parameters of well known Feature Transforms (CMN,
VTN and Feature Constrained-MLLR) can be enrolled on dic-
tation data and used on command data. A loss of efficiency
has been observed in this process. This loss is attributed to the
difference in speaking style observed in the two tasks. Investi-
gation prospective on normalization of the speaking style infor-
mation contained in the profiles was proposed and justified.

9. References
[1] J.-L. Gauvain and C.-H. Lee, “Maximum a Posteriori Esti-

mation for Multivariate Gaussian Mixture Observations of
Markov Chains,” IEEE Transactions on Speech and Audio
Processing, vol. 2, no. 2, pp. 291–298, 1994.

[2] M. Gales and P. Woodland, “Mean and variance adapta-
tion within the MLLR framework,” Computer Speech and
Language, vol. 10, pp. 250–264, oct. 1996.

[3] M. Pitz and H. Ney, “Vocal tract normalization as linear
transformation of MFCC,” in Proceedings of the Euro-
pean Conference on Speech Communication and Technol-
ogy, 2003, pp. 1445–1448.

[4] J.-C. Junqua, D. Fohr, J.-F. Mari, T. Applebaum, and
B. Hanson, “Time derivatives, cepstral normalization, and
parameter filtering for continuously spelled names over
the telephone,” in Proceedings of the European Confer-
ence on Speech Communication and Technology, vol. 2,
1995, pp. 1385–1388.

[5] D. Giuliani, “Speaker normalization through constrained
MLLR based transforms,” in Proceedings of International
Conference on Spoken Language Processing, vol. 4, 2004,
pp. 2893–2897.

[6] D. O’Shaughnessy, “Timing patterns in fluent and dis-
fluent spontaneous speech,” in Proceedings of the In-
ternational Conference on Acoustics, Speech and Signal
Processing, vol. 1, 1995, pp. 600–603.

[7] M. Siegler, “Measuring and compensating for the effect of
speech rate in large vocabulary continuous speech recog-
nition,” Master’s thesis, Carnegie Mellon University, Pitts-
burg, Pennsylvania, 1995.

[8] A. Sankar and H. Lee, C, “Robust speech recognition
based on stochastic matching,” in Proceedings of the In-
ternational Conference on Acoustics, Speech and Signal
Processing, vol. 1, 1995, pp. 121–124.

[9] R. Haeb-Umbach, “Investigation on inter-speaker vari-
ability in the feature space,” in Proceedings of the In-
ternational Conference on Acoustics, Speech and Signal
Processing, 1999, pp. 397–400.

[10] H. Wakita, “Normalization of vowels by vocal-tract length
and its application to vowel identification,” IEEE Trans-
actions on Acoustics, Speech and Signal Processing, pp.
183–192, 1977.

[11] E. Eide and H. Gish, “A parametric aproach to vocal
tract normalization,” in Proceedings of the International
Conference on Acoustics, Speech and Signal Processing,
1996, pp. 346–349.

[12] S. Cox, “Speaker normalization in the MFCC domain,” in
Proceedings of International Conference on Spoken Lan-
guage Processing, vol. 3, 2000, pp. 853–856.

[13] L. Lee and R. Rose, “Speaker normalization using effi-
cient frequency warping procedures,” in Proceedings of
the International Conference on Acoustics, Speech and
Signal Processing, 1996, pp. 353–356.

[14] T. Pfau, R. Falthauser, and G. Ruske, “A combination of
speaker normalization and speech rate normalization for
automatic speech recognition,” in Proceedings of Interna-
tional Conference on Spoken Language Processing, 2000,
pp. 362–365.

[15] M. Gales, “Maximum likelihood linear transformations
for HMM-based speech recognition,” Computer Speech
and Language, vol. 12, pp. 75–98, 1998.

[16] A. Sankar and C.-H. Lee, “A Maximum Likelihood Ap-
proach to Stochastic Matching for Robust Speech Recog-
nition,” IEEE Transactions on Speech and Audio Process-
ing, pp. 190–202, 1996.

[17] S.Dharanipragada and M.Padmanabhan, “A nonlinear un-
supervised adaptation technique for speech recognition,”
in Proceedings of International Conference on Spoken
Language Processing, 2000.


