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Abstract
The main purpose of the work here presented consists in

applying a speech synthesis technique based on Hidden Markov
Models (HMMs) to European Portuguese (EP), in order to build
an HMM-based EP Text-to-Speech (TTS) System.

The HMM-based speech synthesis technique (HSS) was
originally tested for Japanese, but it has already been tested for
other languages, such as English and Brazilian Portuguese. In
fact, HSS comprises a compact module, being able to be applied
to different languages.

In the implemented TTS system, the speech waveform is
generated by means of HMMs trained for an EP database, that
are selected according to a set of automatically generated binary
decision trees.

1. Introduction
This paper presents the implementation of a TTS system based
on HMMs [1] [2] [3] for EP. The system uses the Speech Sig-
nal Processing Toolkit [4] for signal feature extraction and the
HMM-Based Speech Synthesis System Toolkit (HTS) [5] for
system training. The EP database used corresponded to the
FEUP/IPB-DB [6].

This paper is structured as follows. First an outline of
HMM-TTS system is given. Then, the system training for
EP is described and the implementation steps are explained.
Some subjective evaluation tests, comparing the system here
described with a commercial system, and with a Time Domain
Pitch Synchronous Overlap and Add (TD-PSOLA) based sys-
tem, this last one using the same database as the HMM-based
system, are here shown. Finally, the analysis of the results and
possible improvements are presented.

2. Outline of the HMM-based TTS System
The TTS system uses the Hidden Markov Models adapted to
speech synthesis. Figure 1 presents its main modules, that are
then briefly explained.

2.1. TTS System Modules Description

1. Contextual Label Generation
According to the utterance information of the input text
to be synthesized, contextual labels that represent HMM
units in the database are generated.

2. Contextual HMM selection and concatenation model
Decision trees, created from contextual information are
used to decide mel-cepstral coefficients, pitch and state
durations.

���������	
����	

���������

�������
���������

����
��	������

����

��������
�������������

�����
���
��	���������

�������������

����������

���������

���������
 �	���

�!"����#�
������

Figure 1: HMM-based Text-to-Speech System

3. Duration Determination
The state durations are determined according to multi-
dimensional Gaussian distributions [1]. The distribu-
tions dimensionality is equal to the number of states
of the corresponding HMM, where the nth state dura-
tion density dimension corresponds to the nth respective
HMM state.

4. Pitch and Mel-Cepstral Coefficients Determination
Pitch and mel-cepstral coefficients are modeled ac-
cording to Multi-Space Probability [7] and multivari-
ate Gaussian distributions, respectively. These param-
eters are then determined through an algorithm for
speech parameter generation from multi-mixture contin-
uous HMMs [8].

5. Excitation Generation
The excitation signal, input of the Mel Log Approxi-
mation (MLSA) filter, is either a pulse train or random
noise, based on the determined pitch sequence, for
voiced and unvoiced segments respectively.
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6. Synthesis Filter
The synthesized speech waveform is generated through
the MLSA filter. The vocal tract is modeled by the gen-
erated mel-cepstral coefficient sequence.

2.2. The Input Data

The input text of the TTS system, which is language dependent,
is converted into an utterance information according to its par-
ticular phonological rules.

The common problem here is that there are some ambigu-
ous cases that cannot be resolved by means of easy rules. Some
of these ambiguities can be resolved by means of morpho-
syntactic analyzers, but in the TTS system for EP here described
we do not employ any morpho-syntactic analyzer as such. The
module that converts the sentence of the input text into its cor-
responding phonetic transcription, the so-called grapheme-to-
phoneme converter, employs the SAMPA [9] phonetic represen-
tation.

2.2.1. EP Phonetic Inventory

The EP phonetic inventory considered in this work, that is sum-
marized in Table 1 both in SAMPA and IPA alphabets, has 41
models, considering three types of silence segments. Table 1
shows all the EP phonemes both in SAMPA and IPA [10].

Table 1: European Portuguese Phoneme Inventory, in SAMPA
and in IPA

SAMPA IPA

Oral Vowels and semi-vowels
6, a, E, e, @, O, o, u, i, j, w 5, a, E, e, 1, O, o, u, i, j, w

Nasal Vowels and semi-vowels
6˜, e˜, o˜, u˜, i˜, j˜, w˜ 5̃, ẽ, õ, ũ, ı̃, j̃, w̃

Fricative Consonants
v, f, z, s, S, Z v, f, z, s, S, Z

Liquid Consonants
L, l, l˜ L, l, ë

Vibrant Consonants
r, R r, R

Plosive Consonants
b, p, t, k, g, d b, p, t, k, g, d

Nasal Consonants
m, n, J m, n, ñ

Silence segments
Asp, SSil, LSil Asp, SSil, LSil

2.2.2. Contextual factors

For the present EP system, the training database comprises 104
utterances, giving a total amount of 21 minutes of speech.

Some contextual factors are included into the context labels
which are used to choose the units from the database of HMMs.
The contextual factors used for EP, considering the hierarchical
structure, i.e., phone, syllable, word, phrase and utterance, were
the following:

• At phone level: current, previous and next phones,
phones before previous phone and after next phone and

positions (forward and backward) of current phone in
current syllable;

• At syllable level: stress condition of current, previous
and next syllables, number of phones in previous, cur-
rent and next syllable, positions (forward and backward)
of current syllable in current word and in current phrase,
number of stressed syllables before and after current syl-
lable in the current phrase and syllables counts between
the previous stressed syllable and the current syllable and
between the current syllable and the next stressed sylla-
ble in the utterance, vowel of the syllable;

• At word level: number of syllables in the current, pre-
vious and next words, positions (forward and backward)
of current word in current phrase and punctuation flag
(interrogation, exclamation, or ellipses);

• At phrase level: number of syllables and number of
words in current, previous and next phrases, positions
(forward and backward) of current phrase in the utter-
ance;

• At utterance level: number of syllables, words and
phrases in the utterance.

In order to perform tree-based context-clustering, each
phoneme is classified according to some characteristics, such
as:

• Short or Long Silence, Aspiration;

• Voiced, Continuant, Non-continuant;

• Vowel: Anterior, Central, Posterior, High, Middle, Non-
rounded, Closed, Semi-open, Open, Reduced, Oral,
Nasal;

• Semivowel: Oral, Nasal;

• Consonant: Stop, Constrictive, Fricative, Vibrant-liquid,
Lateral-liquid, Bilabial, Labiodental, Dental, Non-
convex or Convex alveolar, Non-concave or Concave
palatal, Velar, Voiced, Unvoiced, Oral, Nasal.

2.2.3. Grapheme-to-Phoneme Conversion

Experiments with two types of grapheme-to-phoneme conver-
sion were made. The first one is the grapheme-to-phoneme con-
verter previously developed in LSS/LPF-ESI laboratory and the
second is a converter that follows the actual pronunciation of
the database speaker.

The grapheme-to-phoneme converter of the LSS/LPF-ESI
laboratory is not completely free of faults, because some rules
are not implemented and it lacks some disambiguation modules.
These faults were manually corrected for the present work, hav-
ing in mind that a comparison was intended.

The reason for testing two different converters was to im-
prove the synthetic speech naturalness, considering phonemes
suppression as a fact in EP continuous speech that is not con-
sidered by grapheme-to-phoneme usually adopted conversion
rules. For instance, the word /t@l@fOn@/ (”telefone”) is com-
monly read as /t@fOn/ and this event is not yet considered in
grapheme-to-phoneme converters.

The grapheme-to-phoneme conversion that was finally se-
lected was the one that follows the pronunciation of the database
speaker, since its results were for far better accepted.



3. System training for EP
The training system has three main parts:

1. Speech Parameters
The speech parameters extracted during the training
phase are a sequence of mel-cepstral coefficient vec-
tors that are extracted through a 24-th order mel-cepstral
analysis, using a 25 ms Blackman window with a shift of
5 ms.

2. Contextual Labels
Utterance information from the whole speech database is
converted into labels that have the same format as those
used during the synthesis phase as text knowledge.

3. HMM Database
There is an unified framework of HMMs that model
pitch, mel-cepstral coefficients and durations simultane-
ously. Each HMM model includes state duration den-
sities and its observation vectors are composed of two
streams:

• Mel-cepstral coefficients and their related delta
and delta-delta parameters;

• Logarithm of fundamental frequency (F0), and its
related delta and delta-delta.

3.1. EP Training Database Description

For the training part of the synthesizer, the FEUP/IPB-DB [6]
was used. This database consists of 16 texts, some of them di-
vided into parts because of their large sizes, with a total amount
of 60 minutes of speech. The database is phonetically labeled,
but, due to computational issues, only a total amount of 21 min-
utes was used in the present work. As the training of the sys-
tem already showed good results with this amount of data, the
time-consuming task of dividing the database records into short
enough segments was limited. Extending the training of the sys-
tem with the rest of the database is a future task already planned.

The used files are composed by utterances extracted from
the corresponding paragraphs of the original files. The sound
files were carefully cut synchronously with the phonetic labels
files using the Wavesurfer [11] software.

The system training database has, at this stage, 104 utter-
ances, giving a total amount of 21 minutes of speech.

3.1.1. Signal Information

The signals were sampled with 16 KHz sampling frequency and
16 bit sample coding size.

3.1.2. Phonetic Information

Two types of files are needed for each utterance used in the
training process:

• One with the initial and final time values of each
phoneme in the utterance;

• A second one containing the utterance information
needed to derive the contextual factors mentioned in sec-
tion 2.2.2, of which an example can be seen in figure 2.

From the system training a set of automatically generated
binary decision trees results. These trees created from contex-
tual information are used to decide mel-cepstral coefficients,
pitch and state durations. The trees can still be improved if
more training data is used. Figure 3 shows a small part of the
decision tree for the fourth state of the distribution of logarithm
of F0, as an example.

phoneme syll stress word pont_flag
n n6 0 n6
6
p p6 0 p6sad6
6
s sa 1
a
d d6 0
6
k ki˜ 1 ki˜t6
i˜
t t6 0
6

Figure 2: Example of utterance information.

Figure 3: Part of the decision tree for the fourth state of the
distribution of logarithm of F0

4. Subjective Evaluation Tests
The acceptability of the resulting HMM-based TTS system was
evaluated. The acceptability tests deal with subjective opinions
relating to the audible speech quality and once the system intel-
ligibility is good, acceptability is a good parameter to evaluate.

Although acceptability is strongly correlated with intelligi-
bility, there are situations in that there is good intelligibility but
the quality is degraded. One reason for that is, for instance, a
poor prosody. In fact, prosody is one of the main aspects of
speech naturalness and therefore is also very important for ac-
ceptability.

In the implemented test the results are given from a five-
step evaluation scale. In these tests, the subjects listened to one
or more utterances and score them according to the indicated
scale.

The test scheme chosen was the Mean Opinion Score
(MOS) [12] test. The synthetic speech material, typically orga-
nized in utterances, is presented to the listeners for evaluation.
The score scale goes from one to five, corresponding to bad,
poor, fair, good and excellent. Normally, for MOS tests, many
listeners are used, with no specific training.

A test corpus has been created in order to include all the
EP phonemes. The corpus is presented in the table 2, where the
utterances are translated into SAMPA [9] and the first occurrence
of each phoneme appears in italic.

The test was performed with 27 listeners without previous
training, with ages varying from 26 to 60 years old, being 22
male and 5 female.

The TTS systems evaluated in this test were:



Table 2: Corpus for the MOS test, with utterances presented in
SAMPA

Sentence Index SAMPA Translation

Sentence 1 mOjt6m6˜w
Sentence 2 po˜j˜d6kordwsEw
Sentence 3 awladwmOrw˜vELws@Jor
Sentence 4 6Zuan6t6j˜6Sav@dwkaRw
Sentence 5 ewpi˜ t6j6m6˜ t6ko˜mu˜ j˜t6m6Ze˜ t6
Sentence 6 upajfojakaz6d6ti6buSkargot6ziselwS

• The implemented HMM-based EP TTS;

• An EP concatenative synthesizer based on an adaptation
of the TD-PSOLA method [12];

• A commercially available TTS system.

The test results are presented in Figure 4, which contains
seven column sets: the first six with the mean values of all lis-
teners per utterance for each synthesizer, and the last one with
the mean values of all listeners and all utterances, also for each
synthesizer.
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Figure 4: Graph showing the results of the MOS test.

Analyzing the graph and having in consideration that the
listeners had no training and most of them were not familiar
with speech synthesizers, it is shown that the HMM-based TTS
system has a good acceptability, approaching in score to the
commercial system, even though the HMM-based system was
trained with only 21 minutes of speech.

From the listeners comments it can be concluded that what
justifies the fact of the HMM-TTS being slightly inferior com-
pared to the commercial system concerns to the speaking rate,
i.e., the implemented system is faster when compared to the
others. This is due to the fact that the used database was imple-
mented from newspaper news readings, being all of them big
texts. As the test was composed of small utterances, the speech
rate seems relatively fast. However, this is obviously an aspect
to be improved in the near future.

5. Conclusions and Future Work
This paper presented a description of the HMM-based speech
synthesis technique implemented for European Portuguese.

The resulting synthesizer was compared with two others
systems: an academic concatenative synthesizer based on TD-
PSOLA; and a commercial and well accepted commercial TTS

system, by means of a subjective test of acceptability performed
with 27 listeners with no previous training.

From the test results and personal opinions of the listeners,
the quality of the system is already very competitive, with good
prosody although the speaking rate is fast when compared with
the other systems. Even though this is more perceptible in small
utterances, like the ones used in the test, this is a characteristic
to be improved in the future.
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