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Abstract
This paper presents a study on the automatic characterization 
of negative emotion in a context of voice service, based on the 
calculation of acoustic parameters from the speech signal and 
a LDA classifier. The novelty of this study lies in the 
application-specific constraints (type of dialog, ASR 
connection) imposed on the emotion characterization system, 
and in the solutions proposed to this problem (notably by 
taking into account the speaker gender and the type of word). 
Promising results are achieved with acoustic models that are 
simultaneously gender-specific and words-specific. 

1. Introduction 
As reported by [1], the expression of the emotional state of a 
person through the vocal mode has been studied from a long 
time. Several aspects of emotion have been studied, notably: 
the characterization of the emotional states experienced by the 
speaker, the identification of the related vocal expressions, and 
the way these expressions are perceived and interpreted by 
listeners.

These fundamental works have contributed to the 
emergence of systems dedicated to the characterization of the 
speaker’s emotions, through the detection of emotional vocal 
expression, ([2], [3]). Whereas such systems were initially 
based on acted speech ([2], [4]), more recent ones tend to 
manipulate real data, motivated by the need to improve 
human-machine interactions in real-life situations, e.g.: robots 
([5]) or voice services ([6], [7], [8] and [9]). 

A further distinction can be made to differentiate the 
emotion characterization systems that do not use the speech 
linguistic content ([2, 3, 5]), under the assumption that 
emotional expressions can be recognized from the supra-
segmental information only, and those systems that do. These 
latter are based on textual (and more rarely phonetic) 
transcriptions of the speech. Linguistic information can thus 
be used on its own; to construct notably n-grams ([4, 7, 8]) or 
part-of-speech tags ([6]), as well as in conjunction with the 
speech signal, to estimate notably a local speech rate ([6]). 

The present paper reports the construction of an emotion 
characterization system in a specific real-life situation: in a 
directory inquiries voice service. Thus, unlike [6], the system 
presented here does not rely on manually defined textual 
transcriptions, but on textual transcriptions provided by an 
ASR system. The presented corpus differs from [7] and [8], as 
it contains a big number of very short dialogs (each one with 
a different speaker) mainly constituted of key-words. 
Moreover, the provided textual transcription is reduced to the 
key-words that are useful for the voice service needs. The 
content of speakers comments, which could motivates the use 
of language models, is therefore not available. 

Section 2 describes the speech corpus used. Section 3 
presents the acoustic parameters and the statistic model, while 
section 4 reports the model’s construction. Eventually, section 
5 gives a discussion and section 6 proposes possible future 
works. 

2. Speech corpus 

2.1. Corpus constitution 
The corpus used in this study is composed of recordings of 
interactions between users and an automatic directory 
inquiries voice service. The interaction is based on a set of 
questions, to which user’s answers are in theory isolated 
words or short words sequences. During the interaction, the 
user is asked to pronounce first the town name, then the 
profession or the name of the person (or the company) whose 
phone number is searched. As the dialog unfolds, the user can 
accept or reject the service propositions, by saying “yes” or 
“no”.

A compromise has been found between the precision of 
the description of perceived emotional states and the 
simplicity of annotation, leading to four mutually exclusive 
emotional labels: “positive”; “negative”; “very negative” and 
the default “neutral”. Speech turns (SpT) have been textually 
transcribed and labeled manually by an expert, with dedicated 
software. Labeling was done after having listened the speech 
recordings. Emotional labels were attributed per words 
sequences, generally equivalent to the whole SpT as these 
latter contain generally few words (see Table 1). 

2.2. Statistic analysis of the corpus 
The corpus contains 1666 dialogs (39.7% of male speakers 
and 60.3% of female speakers). The mean number of SpT per 
dialog is about 8.6 (roughly equal for female and male 
speakers), whereas an optimal interaction with the voice 
service (the shortest interaction required for obtaining the 
searched phone number) requires between 6 and 8 SpT, 
depending on the type of request. 
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Figure 1: Distribution of dialogs lengths 
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Figure 1, which displays the distribution of dialogs 
lengths, shows that numerous dialogs are lengthening above 
the threshold of 8 SpT. 

These 1666 dialogs contain 13 447 mono-emotional SpT. 
Negative emotions (“negative” or “very negative”) appear in 
35% of the dialogs. There are 84.4% of the SpT that are 
labelled as “neutral”, 6.1% labelled as "positive", 9% labelled 
as "negative" and 0.45% labelled as "very negative".  

The intuition that negative emotions are mainly expressed 
by users when the interaction with the service is less efficient 
than expected, is confirmed by Figure 2, which displays the 
evolution of emotional labels distribution as a function of the 
rank of the SpT in the dialogs. It appears that few emotions, 
mainly positive, are expressed in the first five SpT. However, 
the more the dialog lengths above five SpT, the more negative 
emotions are likely to be expressed. The effect of the SpT’s 
rank on the proportion of emotions expressed is confirmed to 
be significant by a chi² test (p<0.00001). 

0

5

10

15

20

25

1 3 5 7 9 11 13 >=15

Speech turn's rank

%

positive negative very negative

Figure 2: Emotional label distribution as a function of the 
SpT's rank 

Long dialog durations are either caused by questions that 
induce numerous answers (e.g.: M. John phone number) or by 
ASR system errors, notably due to user queries that are out of 
the scope of the service. Such errors induce the system either 
to ask the user to remake his/her request, or to formulate 
erroneous proposals. These proposals are rejected by users, 
leading to sequences of “no”. 

To interact ideally with the voice system, a user should 
pronounce key-words, sometimes composed of several words 
(eg.: “Electricity of France”). SpT longer than few words 
(eg.: user's comments) are therefore likely to indicate troubles 
in communication (so-called in [6]). This phenomenon is 
confirmed by Table 1, which displays the distribution of the 
SpT lengths, expressed in number of words (extracted from 
the manual transcription). The 314 SpT that do not contain 
any speech (e.g.: laugh, cough, breathing) are also reported in 
this table. Mean and maximum SpT durations are respectively 
1.3 s and 14 s. 

SpT length 0 1 2 3 4 5 >5 
number of 

SpT 314 9226 2263 663 358 179 451 

% of speech 
corpus 2.3 68.6 16.8 4.9 2.6 1.3 3.4 

% of neg 
emotions 4.1 0.0 30.0 29.6 23.3 32.4 8.2 

Table 1: Distribution of SpT lengths 

Table 1 shows that no negative emotion is perceived in 
mono-words SpT, reflecting a good match between the 
service needs and the user behaviour, whereas longer SpT are 
likely to contain negative emotional expression. The feeble 
percentage of negative emotional expressions in the longest 
SpT (more than five words long) could be explained by the 
fact that some users have formulated their query in natural 
language instead of using key-words. 

3. Emotions characterization 

3.1. Approach 
The emotion characterization system presented here is 
connected with a pre-existing ASR system, designed for the 
voice service needs. This ASR system differentiates speech 
from noise and provides a textual transcription for each SpT, 
which is reduced to the key-words that are useful for the 
processing of the user’s request. For now, a voice service user 
is called a speaker. 

The unavailability of emotional linguistic cues motivates 
the use of purely acoustic parameters in the emotion 
characterization system, and more specifically descriptors of 
the supra-segmental component. The approach adopted here 
is to represent the temporal sequence of a SpT signal as a 
fixed-length vector, under the assumption that SpT are short 
enough for this transformation to induce only a small 
information loss. 

3.2. Acoustic parameters 
The speech signals are sampled at 8 kHz, coded on 16 bits 

and filtered in telephony band (300-3400 Hz) with 3 
coefficients Butterworth filters, to improve the uniformity of 
recording condition. Recording conditions, which affect the 
signal energy level, are supposed constant within a dialog but 
varying from a dialog to another. As comparing absolute 
energy values (e.g.: mean, max…) is therefore not relevant, 
all speech signals are set to the same mean energy level using 
the ITU-G191 sv56 software. 

Signal portions Parameters distributions 

speech  durations, HF/LF energy ratio, spectral 
variation, spectral envelope variation 
durations 
F0 contour: value, micro-variations, initial 
value, initial slope, coefficients of F0 
contours stylization by first and second 
degrees splines, cumulated approximation 
errors of F0 contours stylization 
energy contour: value, micro-variations, 
initial slope 

voiced

spectral flatness measure, spectral 
barycentre, HF/LF energy ratio, spectral 
variation, spectral envelope variation 
durations unvoiced
flatness spectral measure, spectral 
barycentre, HF/LF energy ratio, spectral 
variation, spectral envelope variation 

silence durations 

Table 2: Acoustic parameters distributions 
Analysis windows are 32 ms long, with a 16 ms overlap. 

Vocal activity is detected according to ITU-P56 using a -16 
dB threshold on the frame energy. Voicing type of speech 
frames is estimated as a function of a threshold on zero-



crossing rate, and F0Herz values are estimated using YIN 
algorithm ([10]). F0 values are expressed as: F0 = 1 + 
log10(F0Herz / F0HerzRef), where F0HerzRef equals to 50 Hz. 

Each SpT signal is described by several distributions of 
the acoustic parameters values, reported in table 2. Spectral 
variation and spectral envelope variation are calculated as the 
Euclidian distance between two adjacent vectors of 
respectively power spectrum and 12 first mfcc coefficients. 
Micro-variations contours (for F0 and Energy) are estimated 
by convoluting initial contours with a high-pass filter ([6]). 
High frequency/low frequency energy ratio is calculated from 
power spectrum with a frequency threshold equal to 700 Hz. 

From those distributions are derived statistic indicators, 
mean, min, max, standard deviation, skewness, kurtosis, 
range (max – min), normalized standard deviation (standard 
deviation/mean ratio), normalized range (range/standard 
deviation ratio), that are used to feed the statistic model. 

3.3. Statistic models 
Results reported in this study are achieved with a linear 
discriminant analysis (LDA) classifier. The model 
performance is estimated by n-fold crossed-validation (n = 
10). SpT pertaining to a same dialog are associated to the 
same fold. The global classifier performance indicators: f1-
measure f1, (completed by recall r and precision p as in [4]) 
are evaluated over the n test-folds simultaneously. 

Indicators f1, r and p are also calculated for each of the n
test-fold classifications, leading to variance measures which 
give an insight of the robustness of the model performance. 
Due to such an unbalanced class distribution, reporting a 
model performance in terms of percentage of correctly 
classified elements or error rate would make no sense. As an 
illustration, classifying all elements as “neutral” would lead to 
a not so bad but useless 20 % error rate. 

An iterative procedure (forward selection) is used to 
identify the 60 most useful parameters for the LDA model. 
Beginning with an empty set of selected parameters, the 
parameter that maximizes the global classifier performance f1 
(in combination with the previously selected parameters) is 
added to the set of selected parameters. 

4. Results 
The first attempt to learn a statistic model on the whole 
corpus, maximizing f1(“very negative”) + f1(“negative”), has 
lead to poor performances. Indeed, “very negative” SpT tend 
to be classified as “negative”, whereas “positive” SpT tend to 
be classifier either as “neutral” or as “negative”. The choice 
has been made to simulate a real-life situation, in which 
“positive” SpT that can appear should not be classified as 
“negative”, so to not trigger a procedure of dialog regulation. 
These considerations have led to define two meta-classes: 
“Neg” (“very negative”  “negative”) and “Pos” (“neutral” 
“positive”). The performance of the classifier learned over the 
whole corpus remains weak, as reported by table 4 (Whole). 

4.1. Speaker gender 
Speaker gender can be taken into account by learning a 
gender-specific model on the male sub-corpus (660 dialogs) 
and on the female sub-corpus (1006 dialogs). Such a 
procedure improves slightly the performance for female 
speakers, but degrades the performance for male speakers, 
probably due to the smaller size of the corpus. Table 4 reports 
the gender-specific model performance. 

Corpus Nb of SpT % of Neg LDA performance (N) 

Whole 13447 9.4 f1: 0.32  r: 0.60  p: 0.21 

Male 5437 8.3 f1: 0.31  r: 0.44  p: 0.24 

Female 8010 9 f1: 0.31  r: 0.59  p: 0.21 

Table 4: Classifier performances for gender-specific models 
Normalizing (by centering and reducing) the parameters 

values does not improves significantly the model 
performance.

4.2. Corpus reduction procedures 
Suppressing the first five SpT of each dialog (inducing 

the class distribution to be more balanced), is motivated by 
the assumption that the emotion characterization system is 
useful for dialog regulation only when the dialog gets longer 
than five SpT (as shown by Figure 2). Table 5 reports the 
performances of the model learned on reduced corpus Supp5 
(1121 dialogs), showing an improvement compared to the 
model learned on the whole corpus. Combining speaker 
gender selection and the first five SpT suppression results in 
two sub-corpuses, respectively composed of 439 dialogs of 
Male speakers and 682 dialogs of Female speakers. Classifier 
performances on sub-corpuses Supp5M and Supp5F are 
reported in table 5. 

Corpus Nb of SpT % of Neg LDA performance (N) 

Supp5 5571 14.3 f1: 0.40  r: 0.72  p: 0.28 

Supp5 M 2321 13.1 f1: 0.36  r: 0.64  p: 0.25 

Supp5 F 3250 15.2 f1: 0.44  r: 0.64  p: 0.34 

Table 5: Classifier performances on sub-corpus Supp 5 
Normalizing the parameters values as a function of the 

mean and std estimated over the first five SpT (as in [8]) tend 
to degrade the model performance, probably due to the 
reduced amount of data used to estimate a neutral acoustic 
profile.

Figure 3: Evolution of the LDA performance as a function of 
the number of acoustic parameters 

Figure 3 illustrates the evolution of f1(N), r(N) and p(N) 
(with their respective standard deviations) as a function of the 
number of parameters iteratively selected with the LDA 
classifier on corpus Supp 5. Roughly ten parameters are 
enough to reach the maximum performance of the classifier. 
Increasing the number of parameters up to 60 does not 
significantly improve the performance nor reduces 



significantly the variability of the model performance over 
the n test folds. 

4.3. Word-specific models 
In the final step, the output of the ASR system is used to learn 
a word-specific model. Four models have been learned: one 
for SpT “… no …”, one for SpT “… yes …”, one for other 
recognized SpT, and one for rejects. Combined with the two 
previous reduction procedures, this corpus reduction 
procedure leads to increases in classification performance, as 
reported by table 6. Better performances are achieved with 
stronger corpus reductions, as illustrated by the models 
learned on words other than yes or no: suppressing the first 
eight SpT leads to better performances than suppressing the 
first five SpT. 

Corpus Nb of 
SpT % of Neg LDA performance (N) 

Yes M 1728 4.5 f1: 0.29  r: 0.57  p: 0.20 

Supp 5 Yes M 737 6.5 f1: 0.33  r: 0.54  p: 0.23 

Yes F 2529 4.6 f1: 0.30  r: 0.70  p: 0.19 

Supp 5 Yes F 988 6.7 f1: 0.49  r: 0.66  p: 0.39 

No M 1292 11.8 f1: 0.46  r: 0.70  p: 0.35 

Supp 5 No M 751 15.6 f1: 0.48  r: 0.68  p: 0.37 

No F 1856 8.0 f1: 0.44  r: 0.64  p: 0.33 

Supp 5 No F 1132 18.0 f1: 0.57  r: 0.68  p: 0.49 

Supp 5 Other M 130 9.2 f1: 0.46  r: 0.50  p: 0.43 

Supp 8 Other M 42 11.9 f1: 0.67  r: 1.00  p: 0.50 

Supp 5 Other F 155 12.3 f1: 0.48  r: 0.89  p: 0.33 

Supp 8 Other F 44 22.7 f1: 0.67  r: 0.90  p: 0.53 

Table 6: Corpus-related classifier performances 

5. Discussion 
The results reported in section 4 induce several 

conclusions. First, emotional vocal expressions in this corpus 
are not salient enough for the signal representation used to 
avoid being masked by acoustic variability due to phonetic 
identity, speaker gender and recording conditions. This 
masking effect results in emotion classes that overlap in the 
acoustic space. Second, the strongly unbalanced class 
distribution emphasizes the overlap consequences, reducing 
dramatically the classification performance. In this context, 
linguistic information such as word identity has proven vital 
to divide the acoustic space into sub-spaces in which emotion 
classes do not overlap too much, and where the class 
distribution is less unbalanced. 

A part of the acoustic overlap can be inherent to the 
emotional annotation, reflecting the intrinsic variance of the 
labeller. This annotation should be evaluated and become 
more robust by confronting several labellers’ opinions. 

The feeble number of parameters (between 10 and 25, 
depending on the learning corpus) used by the classifier to 
achieves its best performance contrasts with the large number 
of parameters available but agrees with [5], which achieves 
best classification performances with a boosted decision tree 
on only few of the 200 available acoustics parameters.  

Learning a gender-specific classifier seems useful for 
female speaker (concordant with [9]), whereas male speaker 

are more difficult to classify, probably due to the fact that 
men are less numerous in this corpus and probably express 
less emotion in the paralinguistic component of speech. 

The performance achieved here should be compared with 
systems designed for similar applications. However, [7] and 
[8] (which have similar class distribution) report the 
performance as error percentages (which in our case would be 
good too). Comparing with [6] (which reports a recall around 
0.74) would make no sense as the type of SpT and the word 
recognition procedure are very different from ours. 

6. Conclusions and future works 
The results presented in this study are promising, considering 
the ecologic character of the speech corpus and the 
application-specific constraints. However, several parameters 
should be added to the speech signal representation, such as a 
finer F0 jitter and Energy tremor estimation (derived from 
glottal closure instants) and source signal characteristics. 
Moreover, the emotion characterization system and the ASR 
system could be more tightly connected; enabling the use of 
segmental level parameters (such as duration and formants 
characteristics) based on the knowledge of phone boundaries 
locations. Eventually, a compromise could be found between 
the robustness of the ASR system in spotting key-words and 
the need to detect emotionally connoted words. 
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