
A Neural Network Approach for the Design of the Target Cost Function in
Unit-Selection Speech Synthesis

Francisco Campillo Dı́az, José Luis Alba,
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Abstract
Corpus-based speech synthesis performance depends on the

skill to model and represent appropriately all the characteristics
of the speech units that serve as a basis for concatenation. Al-
though there is usually general agreement in the set of essential
features (fundamental frequency, duration, power and phonetic
context), it is still an open question the proper way of modelling
them and considering their respective contributions to the cost
functions, specially with regards to those related to the phonetic
context. Precisely, this paper presents a new approach for mod-
eling the phonetic context that also simplifies the hard task of
training the corresponding weights to the different features in
the target cost function.

1. Introduction
The increasing presence of emerging technologies in every-
body’s life has converted human-machine interaction into a fun-
damental area of research. In particular, speech synthesis has
become one of the most important fields, in order to make easier
the communication between whichever type of machine, such
as flexible dialogue applications, translators or talking multi-
media portals, and a human that tries to access to its services.
Advances over the past years in speech synthesis with the in-
troduction of the technique of concatenative corpus-based sys-
tems ([1], [2]) have made it possible to generate synthetic voices
that are perfectly intelligible and quite natural. While other
methods try to model the human mechanism of voice gener-
ation, in a corpus-based system the complexity is centered in
the parameterisation of the speech segments, as well as the de-
sign of the cost functions used for selecting the most suitable
sequence of speech segments from a pre-recorded labelled cor-
pus of a single speaker. Traditionally, two cost functions are
employed:

• Unit (or target) cost: it computes the distance between
each unit belonging to the corpus and the one charac-
terised by the phonetic and prosodic features extracted
from the input text.

• Concatenation (or continuity) cost: it makes an estima-
tion of the potential distortion related to the concatena-
tion of two units belonging to the corpus.

Of course, both functions are necessary for the selection
of a proper sequence of units. On the one hand, the unit cost
looks for the closest units according to the desired characteris-
tics. On the other hand, in [3], the substitution of the concate-
nation cost function by a smoothing algorithm was studied in

order to avoid potential discontinuities, but the authors found
a perceptible drop in the synthetic speech quality. So, includ-
ing the continuity cost in the unit selection improves the perfor-
mance of the text-to-speech system.

In this paper we will solely concentrate on the target cost
function. In particular, it reports on the results of a research ef-
fort to develop an adequate model for the phonetic context of
the speech units. The paper is structured as follows. Section 2
consists of a brief summary of the different features usually con-
sidered on parameterising the speech segments, with special at-
tention to those related to the phonetic context and the different
ways found in the literature for designing the unit cost function.
Section 3 describes the neural network approach for combining
all the features related to the phonetic context, while the results
are shown in Section 4. Finally, Section 5 is dedicated to the
conclusions and suggestions for future research.

2. The target cost function
Although there are other possibilities, like [4] or [5], where
units are clustered according to a distance that combines in-
formation about fundamental frequency, duration and spectral
coefficients, and the target cost is computed as the distance to
the centroid of the corresponding cluster, the usual form of the
unit cost is reflected in equation 1,

Ctar =
N∑

i=1

wiCi (1)

where the unit cost equals the sum of the different weighted sub-
costs, where each subcost should reflect the perceptual impact
of substituting the desired value of each feature by the real one
of the candidate unit. Therefore, there comes the importance of
both the parameterisation of the speech segment, and the design
of the different subcosts. Moreover, the training of the weights
is also a hard problem, as a consequence of their large number
and the absence of a method that enables an automatic optimisa-
tion ([1], [2], [6], [7], [8]). The following sections are dedicated
to these themes.

2.1. Features considered in the unit cost

The target cost function transforms all the differences in each
feature into a single value, which implies that some information
is forcibly lost. This approach supposes that the set of features
must be carefully chosen, in order to maintain the relative in-
fluences of all of them. Most systems ([1], [2], [9]) include
the prosodic attributes, that is, fundamental frequency, duration
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and power. Regarding the phonetic context, different possibil-
ities are considered. While in [2] the preceding and follow-
ing phonemes are characterised by a set of distinctive features
(vowel vs consonant, consonant type, point of articulation. . . ),
in [9] the phonetic context is reduced to the preceding (or fol-
lowing) phoneme of the demiphone and the word it was ex-
tracted from. In previous works ([6]), the average mel-cepstrum
coefficients of the actual unit and the surrounding demiphones
were presented as an alternative representation that includes in-
formation about the physical realization of each unit, and not
only phonological information derived from the phonemic iden-
tity. In fact, this parameterisation was also applied to other
tasks, such as detection of phoneme errors in automatically la-
belled databases, obtaining very good results. Finally, binary
marks about the initial/final demiphone position in the word
were also included, as it was found that, in some cases, the
waveform was clearly influenced by the position of the unit in
the word.

2.2. Subcosts of the unit cost

The design of the subcosts is a very hard task, as a result of the
complexity of evaluating the perceptual impact of substituting
the desired feature on its own, by the real value of the candi-
date unit. Furthermore, there is very little knowledge about this
problem, and many systems do not really specify the subcosts
of most features.

With respect to the prosodic attributes, absolute or relative
differences are reasonable approaches ([6]), as well as the nor-
malised difference used as the argument of an exponential ([9]).

The phonetic context, however, needs a special treatment
as a result of its discrete nature, which implies the necessity
of implicitly define a metric. The phonological description
of [2] and [9] makes it difficult the definition of such a distance.
For instance, in the first one, when comparing the mentioned
distinctive features of two phonemes, the comparison function
adds one unit cost when they differ, and zero otherwise. In
the second one, the phonetic subcost adds one when the pre-
ceding (or following) phoneme is not the same, and when the
words from the candidate and target demiphone are different.
In both cases, these approaches suppose that similar sequences
of phonemes are treated equally by the cost function, ignoring
the fact that their actual realizations can be quite different.

In a previous work ([6]) an alternative approach was pre-
sented. A contextual model that takes into account the contri-
butions of all the features related to the phonetic context was
developed, and their relative importance was trained by linear
regression. Next section will introduce a new refinement of this
idea.

The introduction of the contextual model into the target cost
function modifies its expression as shown in equation 2:

Ctar = α × Cpros + (1 − α) × Ccont (2)

where Cpros denotes the prosodic cost and Ccont is the con-
textual cost. This way, the contextual model is responsible for
training automatically the weights related to the phonetic con-
text, simplifying the difficult task of optimising the large num-
ber of weights wi of equation (1), as shown in [6]. The single
weight α of equation (2), reflects the relative importance of the
contextual and phonetic subcosts, and can be trained with a sim-
ple subjective test.

3. The contextual model
In corpus-based speech synthesis it is fundamental the selection
of units with the proper phonetic context, in order to preserve
coarticulation and avoid potential errors that may lead to audible
artifacts. While many systems make a final prosodic modifica-
tion, spectral modification is rarely employed, although in [3]
it is argued that spectral smoothing might lead to improving
the perceptual quality of synthetic speech. This implies that
the phonetic context must be carefully modelled and its subcost
weighted accordingly to this limitation.

The contextual model developed in [6] was inspired by the
linear regression training method of [2], with the significant dis-
tinction that it was only applied to the phonetic part of the target
cost function. Summing up, the steps are as follows:

1. For each database unit belonging to the currently consid-
ered phoneme class, perform the following actions:

• Treat that unit as a target unit.

• Calculate the distance to every other instance of
that unit. The Euclidean distance between mel-
cepstrum vectors was employed.

• Select one subset of the units, so that the distances
are uniformly distributed along the range of possi-
ble values.

• Determine the values of every feature of the
compared units, with the exception of the mel-
cepstrum coefficients of the current and surround-
ing units, were the Euclidean distance between the
corresponding demiphones is used. With respect
to the target unit, the centroid of the average mel-
cepstrum vectors of all the instances of the corre-
sponding demiphones is used, as the real informa-
tion is not available at synthesis time. (see [6] for
more details).

2. Repeat this procedure for every unit of the phoneme
class, collecting the distances and their corresponding
feature values.

This training method permits the creation of different mod-
els for each phoneme class, which is a very interesting advan-
tage, given that it is likely that the influence of the features of
Section 2.1 vary from one set of phonemes to another. In fact,
the results in Section 4 support this assumption.

There are several differences with respect to [2] and [6].
First, in [2] only the n best matches to the target unit were
collected. In [1] it is said that different selections with close
cepstrum measures are frequently not humanly distinguishable.
So, it is interesting to obtain a good approximation in all the
range of possible values, and not only in the closest ones. This
way, the model will be more related to perceptual differences.
Second, in [2] and [6], the subcosts and not the values of the
features themselves were collected.

In [2] linear regression was applied for adjusting the cep-
stral distances as a function of the input subcosts. In [6] we fol-
lowed a similar strategy, but we found that, although the model
really improved the previous results, the approximation was not
too good in some cases. Given the doubtful linear nature of the
problem, we decided to explore other techniques, such as neu-
ral networks, that have proved its performance in many different
problems.



It is known that a multi-layer perceptron with a hidden layer
of nodes is a universal approximator ([10]), so different config-
urations based on a fully connected hidden layer and a locally
connected layer from the input values to the input layer were
considered. The final configuration is shown in figure 1. It con-
sists of 22 inputs, a first hidden layer with 14 neurons, a second
hidden layer with 9 neurons and one output. All the neurons
have a sigmoid as activation function, besides the output one,
that is linear for representing the sum of every contribution. As
it can be observed, the neurons of the first hidden layer imple-
ment the subcost related to every pair of candidate and target
features, while the second hidden layer implements the combi-
nation of all of them.

The training of the networks for the different classes of
phonemes was made by means of the conventional back-
propagation algorithm ([10]), with the features values of the
compared units as inputs and their distance as output. Table 1
shows the phoneme classification. It was developed according
to the results of the training of the networks, trying to minimise
the global error. The changes with respect to the classification
of [6] were the separation of the vowels into three classes, and
dividing the voiced plosives into voiced plosives and voiced ap-
proximants.
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Figure 1: Multi-layer perceptron for the contextual model

Finally, figure 1 shows the presence of fundamental fre-
quency, duration and power as input parameters, what might
seem surprising at first glance in a contextual model. The pre-
vious approaches did not include them, but their inclusion was
beneficial, as they convey some residual information that im-
proved the models.

4. Results
The targe-candidate training pairs were selected dividing the
space of distances into 6 uniform bands, and at most 200 sam-
ples were collected per target unit and band. The values of the
features and distances were saved into different text files, ac-
cording to the previous classification. The evaluation method
was cross-validation, aleatorising the content of the files to

Table 1: Classification of the phonemes in the spectral model

Class Phonemes

Silence ’#’

Open Vowel ’a’

Mid vowel ’e’ ’E’ ’o’ ’O’

Close vowel ’i’ ’u’

Unvoiced plosive ’p’ ’t’ ’k’ ’tS’

Voiced plosive ’b’ ’d’ ’g’

Voiced approximant ’B’ ’D’ ’G’

Unvoiced fricative ’f’ ’s’ ’S’ ’T’ ’x’

Lateral ’l’ ’Z’

Nasal ’m’ ’n’ ’N’ ’J’

Vibrant ’r’ ’rr’

avoid correlations and separating them into three subsets each:
training, validation and test. The network adapts its weights
according to the training material, while the validation file is
employed to avoid overfitting. The state of the network that
produces the better result over the validation file, this is, the set
of weights and biases, is used over the test file to give a more
reliable idea of the performance of the net.

Table 2 shows the results for every class over the different
files. Moreover, table 3 reflects, for comparison, the same in-
formation with the linear regression method, excluding the vali-
dation files. R

2 is the explained variance over the training data,
and RSS is the root mean square error.

The low explained variances of the linear regression method
led us to look for other approaches. In this case, the neural
network model clearly outperforms the linear regression one for
every class. With regards to the root mean square error, the
improvements vary from the 11% of the vibrants, to the 42%,
of the voiced plosives.

Table 2: Results from the contextual model based on neural
networks

Training Validation Test

Class R
2 RSS RSS RSS

Silence 0.452 0.728 0.674 0.699

Open vowel 0.480 0.830 0.835 0.840

Mid vowel 0.398 0.914 0.906 0.897

Close vowel 0.424 0.833 0.814 0.812

Unvoiced plosive 0.378 0.847 0.881 0.863

Voiced plosive 0.456 0.756 0.782 0.780

Voiced approximant 0.539 0.801 0.764 0.778

Unvoiced fricative 0.401 0.917 0.932 0.986

Lateral 0.531 0.642 0.646 0.650

Nasal 0.491 0.574 0.576 0.586

Vibrant 0.374 1.115 1.097 1.141

The explained variance would probably be higher if the real
mel-cepstrum vector of the target unit were used instead of the
centroid of the vectors of that unit instances, but this decision
was imposed by the application constraints of the model at syn-
thesis time.

Besides the different network configurations, other initial



Table 3: Results from the contextual model based on linear re-
gression

Training Test

Class R
2 RSS RSS

Silence 0.229 1.12 1.08

Open vowel 0.238 1.27 1.23

Mid vowel 0.242 1.23 1.27

Close vowel 0.321 1.20 1.32

Unvoiced plosive 0.256 1.14 1.21

Voiced plosive 0.164 1.25 1.35

Voiced approximant 0.528 0.92 0.94

Unvoiced fricative 0.150 1.31 1.37

Lateral 0.365 0.97 0.94

Nasal 0.316 0.90 0.91

Vibrant 0.269 1.34 1.28

assumptions were tested. For instance, the neural networks
were trained in the same conditions of [6], that is, with the
values of the subcosts as inputs and omitting the first hidden
layer. Although the results were better than those reflected in
table 3, they were definitely worse than the results in table 2.
This is completely logic, given that in the first case the network
is losing information, on having as inputs the subcosts and not
the feature values that produced them. Moreover, the decision
of sampling the training data along the range of possible val-
ues, instead of the closest ones (as in [2]), was also checked in
both the linear regression and neural network methods. With re-
spect to the linear regression case, the results were worse even
in the considered band, which was interpreted as a consequence
of the non-linearity of the problem. With the neural network
approach, however, the results were obviously better in the con-
sidered band, but considerably worse in the others, as was ex-
pected.

Several subjective tests were carried out in order to study
the performance of the contextual model. In the first one, a
set of five simple sentences, independent from the corpus, were
synthesised with and without the contextual model, while the
second one compared the linear and neural network models.
21 people from the academical world participated in both tests,
from which 9 were included in the “experts group”, given that
they work in speech synthesis or speech recognition. Partici-
pants were asked to compare both samples of each test sentence
and rate which one was better. The samples were presented in
an aleatory order and both realizations of one sentence per test
were synthesised with only one method to discard non reliable
listeners.

The first test showed that both expert and non expert listen-
ers had a clear preference for the samples with the contextual
model. From the authors’ point of view, the major improvement
was in the intelligibility of the synthetic speech. Regarding the
second test, the non-expert group did not find much difference
between both methods, while the experts group showed a slight
but clear preference for the neural network one. The authors
find this result as a consequence of the test sentences, that were
quite simple in order to make the test not very tedious.

5. Conclusions and future research
The contextual model has a number of advantages over the usual
target cost functions. First, the non linear nature of the neu-

ral network enables learning the complex relations between the
different features that affect in an unknown manner to very im-
portant features (coarticulation, for example). Second, it is a
new approach to the problem of designing the phonetic subcost
functions, where no assumption is made about its nature, and
the actual realization of each phoneme is taken into account,
instead of a phonological representation. Third, it can be con-
sidered a training method, dividing the target cost function into
two well differentiated parts: the phonetic and prosodic parts.
Of course, seen as a training method, it does not solve com-
pletely the optimisation of the weights of the cost functions.
However, from this point of view, it is an automatic method that
simplifies notably that problem.

As a future work, it could be interesting the study of the
subcosts learned by each network for every feature, as it could
shed some light into this not very researched area.
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