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ABSTRACT 
Human listeners not only perform better than machine 
recognizers at the same signal to noise ratio but are also 
able to deal with the problems presented by non-stationary 
noise better.  In this paper we describe a series of 
experiments in which the human ability to select clean 
segments of speech from a noisy environment is emulated 
by a machine recogniser.  We show that a vector quantiser 
that incorporates speaker specific information can be used 
to estimate the similarity between the input signal and 
speech vector in a codebook and so produce a 
probabilistic weighting for the distances used in pattern 
matching.  The performance of the probabilistic system is 
slightly worse with stationary noise than a system using 
noise-matched models however it is better on non-
stationary noise although the matched system has 
knowledge of the background noise conditions while the 
probabilistic system has no information about the noise. 
 

1. Introduction 
 
The study described in this paper arose out of the 
observation that human listeners are not only better able 
than machines to recognize speech at low signal to noise 
ratios (SNRs) but are also more adept at speech 
recognition when the background noise is non-stationary.  
Figure 1 shows error rates for human listeners and a 
machine recogniser in an identical digits recognition task.  
The task was repeated for two types of noise, relatively 
stationary noise with a spectrum approximating to that of 
speech, speech spectrum noise and a non-stationery noise 
recorded in the operations room of a destroyer, operation 
room noise.  For the speech spectrum noise the human 
listener’s performance at a 10% error rate is about 6dB 
better than the machine recogniser’s performance. 
However this gap doubles to 12dB for the operation room 
noise.  For the human listener the performance improves 
while the performance of the machine deteriorates. 

A possible explanation for this phenomenon is as 
follows; both noises have the same mean power but the 
operation room noise power has an inter-frame variance 
50% higher than the speech spectrum noise power.  The  
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Figure 1  The Performance of Human and Reference 
Recognisers  in Stationary and Non-Stationary Noise 

 

machine recognizer’s models were matched to the noise 
conditions  of the test  utterances  by  adding  noise to  the 

training material used to build the models. The larger 
variability of the operation room noise admits a greater 
possibility of gross mismatches between model and test 
utterance while with the speech spectrum noise these 
mismatches are less likely.  The usual approaches to 
mitigating the effects of additive noise are parallel model 
combination [1] which modifies the models to be an 
approximation to models trained in the matched 
conditions and non-linear spectral subtraction [2] which 
subtracts an estimate of the noise from the test utterance.  
Each requires the construction of noise models built from 
samples of the noise prior to recognition. 

When carrying out the experiments to acquire the 
results of Figure 1 the human listeners were inhibited 
from constructing a noise model by, 
1. Denying them samples of the noise either as pre-

ambles or post-amble to the utterance, 
2. Randomly selecting the signal to noise ratio of each 

successive utterance during the experiment  
3. Splitting the recognition experiments over several 

sessions. 
It became clear during the experiments that human 

listeners concentrated their attention on those sections of 
the utterance where the local signal to noise ratio was high 
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either because of the strength of the speech signal or 
because this corresponds to periods where the noise was 
comparatively weak.  Furthermore it has been recently 
shown [3] that listeners are not particularly good at 
recognizing different types of noise.  The human listeners 
appear able to simply ignore the noise. 

Figure 2 shows the results of a second comparative 
experiment; in which a percentage of the speech frames 
had noise added to reduce the signal to noise ratio locally 
to an average level of -6dB.  The performance of the 
machine recognizer degrades rapidly while the human 
performance is maintained until 80% of frames are noisy.  
(This difference has been suggested as a mechanism for 
discriminating between humans and machine recognizers, 
“a reverse Turing test” [4].)  However if prior knowledge 
about the position of the noisy frames is available it can 
be used to reduce the contribution of the distance scores 
of the noisy frames to the utterance score during pattern 
matching [5, 6].  This results in the transformation of the 
machine performance shown on Figure 2. The machine 
performance now slightly exceeds that of the human 
listener.   

In the remainder of this paper we describe a system 
that is designed to improve machine recognition 
performance in noisy conditions without the use of a noise 
model.  It attempts to emulate the human listener by 
estimating the probability that the input data is speech and 
giving greater weight to those speech frames where the 
probability estimate is high. 
 

2. System Description 
 
In the system shown in Figure 3 feature frames are fed to 
both the Viterbi algorithm and a vector quantiser.  The 
purpose of the vector quantiser is to estimate the 
likelihood that each frame of the test utterance is speech.   

 
Figure 3  The Experimental System 

 
The vector quantiser searches for the closest entry to the 
input. frame by matching each input frame to the entries 
of the codebook using the Euclidean distance, 
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where tO is the observation vector at time t and iC is the 
ith codevector.  The codebook is built using speech frames 
from the training utterances.  The distance to the best 
matching entry is found and this is converted to a 
likelihood score using 

)(min ,min, itit dd =  

and  )(var ,itit dq =  

the variance of the matches across the codebook.  The 
likelihood is then given by  

))(exp( min, ttt qdkl −−=  
The role of the distance is as a simple measure of 
closeness of the input vector to the speech represented in 
the codebook. Adding the variance improves the 
performance. When the variance is large the input vector 
is probably close to many speech vectors with widely 
varying distances gives added support to the possibility 
that the input is itself speech.  The likelihood, tl , is 
constrained to lie between 0 and 1.  The likelihoods for 
each frame are passed to the modified Viterbi decoder in a 
manner similar to [7] where they are used to modify the 
frame distance metrics using 

tl
tkjtkj OmDOmD ),(),( ,, =′  

where kjm ,  is the mean vector of the jth state of the kth 

model.  Hence the contribution to the path metric of those 
frame scores where the speech likelihood for that frame is 
low is reduced.   
 

3. Database and Experimental Configuration 
 
Experiments conducted during this investigation used the 
Noisex database [8].  This comprises files of six different 
background noises including car, tank, aircraft, helicopter, 
and operation room noises.  In addition there is random 
noise with a spectral characteristic that is typical of a 
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Figure 2  The Performance of Human and Machine Systems 
with Intermittent Noisy Frames 



speech signal.  Experiments were conducted using this 
speech-spectrum noise (Noise06) and Operations-Room 
Noise (Noise14).  The database also contains recordings 
of two speakers; a man and a woman, saying isolated and 
connected digits.  The isolated digits were used for these 
experiments.  Each speaker utters the ten digits twenty 
times.  These were end-point analyzed and divided into 
ten repetitions of the digits for training, five of which 
were used, and ten for testing.  This resulted in 1,000 
trials 500 for each speaker for each of the conditions 
under investigation.  The results shown are the average of 
these trials.  Noisy test and training files were generated 
by adding the noise signals in the noise files to the speech 
signals at different levels to give signal to noise ratios of 
+24dB to -9 dB.  Noise was added to the training material 
from the second half of the noise files and to the test 
material from the first half of the noise files.  The data as 
supplied is sampled at 16 kHz however in these 
experiments the sampling rate was reduced to 8 kHz. 

The reference recogniser comprised a feature 
extractor [9] consisting of a 256 point FFT preceded by a 
pre-emphasis filter and followed by non-linear spectral 
smoothing.  Mel scale coefficients were calculated using a 
piece-wise approximation.  This gave 64 coefficients in 
total, thirty-two lying between 0 and 1 kHz, sixteen 
between 1 and 2 kHz and sixteen lying between 2 and 4 
kHz.  The upper and lower smoothing factors were set to 
be the same at 0.98.  No filter bank was used. 

In order to maintain the simplicity of the system and 
focus differences in performance on the probabilistic 
weighting a simple dynamic programming algorithm was 
used for pattern matching.  A discrete cosine transform 
was used to produce twelve Mel frequency cepstral 
coefficients, MFCCs.  These were liftered prior to the 
distance calculation and Viterbi alignment.   
The vector codebooks were built for each speaker on the 
cepstra by using the LGB algorithm [10] with all 100 

training utterances. Codebook from 32 to 1024 elements 
were used however preliminary experiments showed that 
while the performance of the system improved with 
codebook size there was little improvement with 
codebooks bigger than 256 entries. This may have been 
caused by lack of training data. Subsequent experiments 
were carried out using codebooks with 256 entries. 
 

4. Experiments 
4.1. Noisy Frames  
In the first experiment we substituted the likelihood 
outputs of the vector quantiser for the prior information 
about the noisy frames in the recogniser of Figure 2.  The 
results were almost unchanged.  This demonstrates that 
the system was able to discriminate between clean speech 
frames and those contaminated by a high level of noise as 
well as if it had prior information.  In this restricted case it 
exceeded the measured human performance. 
 
4.2. Stationary and Non-stationary Noise 
Figure 4 shows how the system’s performance differed 
with the two types of noise.  As before the performance of 
the reference system was better with a more stationary 
speech spectrum noise than with operations room noise.  
The overall performance of the reference system is worse 
than that shown in Figure 1 because in this case the 
training and test conditions are not matched.  However the 
performance of the probabilistic system was slightly better 
in non-stationary noise.  By identifying and giving great 
weighting to those frames which occur in low power parts 
of the noise the performance of the system is improved.  
 
4.3. Codebook  
In this experiment we examined whether the performance 
of the system was sensitive to the codebook used.  In 
addition to using the correct codebook for the speaker two 
other conditions were used, 
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Figure 5  The Effect of the Codebook for the Two Speakers, 
in Operations-Room Noise  
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Figure 4  The  Performance of Vector Quantisation 
System in Two Types of Noise 



1. The codebooks were reversed that is the male 
speaker’s codebook was used in tests involving 
the female speaker and vice versa. 

2. A speaker independent codebook was built using 
all the training data from both speakers. 

Figure 5 shows that the performance of the system 
deteriorated by about 3dB when the independent 
codebook was used and by about 9dB when the 
codebooks were reversed. In this case the performance 
was worse than the reference system at low signal to noise 
ratios.  These results demonstrate that the codebooks 
contain important speaker specific information that aids 
the system in discriminating between speech and noise. 
 
4.4.  Vector Quantisation 
Vector quantization was originally used in speech 
recognition as a processing stage between feature 
extraction and pattern matching allowing inter alia the use 
of the discrete form of Hidden Markov Model.  In the last 
experiment we vector quantised the input to the Viterbi 
algorithm by replacing the input vectors by the best 
matching vector in the codebook. The effect of doing this 
is shown in Figure 6.  Confirming previous findings 
vector quantization causes the performance of the 
reference system to deteriorate except at very high error 
rates. It also causes the performance of the probabilistic 
system to deteriorate typically by 3 to 6dB. 
  

5. Conclusions 
 
We have shown that a vector quantiser and a codebook 
that incorporates speaker specific information can be used 
to produce a probabilistic weighting for the distances used 
in pattern matching.  These weightings improve the 
performance of a recogniser in noisy conditions without 
any knowledge of the noise environment. We compared 
the performance of a reference system with matched 
models having implicit knowledge of the background 

noise conditions with the probabilistic system that has no 
information about the noise.  We found that while the 
matched system performs slightly better with stationary 
noise the probabilistic system outperforms the match 
system in non-stationary noise.  This change in 
performance is similar to the performance of human 
listeners, which also improves when the noise is non-
stationary.  
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Figure 6  The Effect of Vector Quantisation, Operations-
Room Noise  

 


