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Abstract 
In this work, we propose a frame selection scheme based on the 
smoothed instantaneous energy of samples, local order 
statistics for them, and average of a binary energy indicator 
over the frame to measure the reliability of frames. By 
selection of reliable frames, a four-stage feature normalization 
and transformation process is further proposed: mean 
normalization, variance normalization, first-stage principal 
component analysis, and multi-eigenvector temporal filtering. 
Extensive experiments verified that the performance of each 
individual stage can be significantly improved by the proposed 
frame selection scheme, and the overall performance can also 
be improved stage by stage for all types of noise and all SNR 
values defined in AURORA 2. 

1. Introduction 
There are two kinds of signal samples in a noisy utterance: 
noise samples and speech plus noise samples. After framing, 
there are two kinds of frames: noise frames and noisy speech 
frames. In such a noisy utterance, some statistics of instant 
energy of the signal samples may indicate a certain noise floor 
or background noise level. When the instant energy of many 
samples in a frame is close to or lower than this level, the 
feature parameters extracted from this frame is certainly not 
reliable enough due to the low signal-to-noise ratio (SNR). 

Many feature normalization techniques have been found 
very helpful, such as cepstral mean subtraction (CMS) [1] or 
cepstral mean and variance normalization (CMVN) [2]. In such 
techniques it is important to estimate the statistical moments 
(mean and variance) of feature parameters as accurately as 
possible. Many feature transformation techniques have also 
been found very helpful, for example using principal 
component analysis (PCA) to transform the feature vectors onto 
more expressive dimensions [3], or using multi-eigenvector 
(M-eigen) temporal filtering [4, 5] to filter the temporal 
trajectories of feature parameters. In such techniques it is also 
important to have the transformation vectors or filter 
coefficients accurately estimated from the statistical moments 
(covariance matrices) of the speech features obtained with a 
training corpus. 

In this paper, we propose a simple energy-based frame 
selection approach to measure the reliability of speech frames 
in a noisy utterance, such that the statistical moments of feature 
parameters mentioned above can be much more accurately 
estimated from the selected reliable frames. Experimental 
results on the AURORA 2 testing environment verified that 
with this frame selection approach, improved performance can 
be obtained with all the feature normalization and 
transformation techniques mentioned above under a wide range 

of noise types and SNR conditions, and the integration of them 
can actually offer a very reliable front-end for robust speech 
recognition. 

This paper is organized as follows. The proposed frame 
selection approach is described in section 2. Section 3 is about 
our experimental conditions. In section 4, the experimental 
results are presented. Section 5 gives our conclusions. 

2. The proposed approach 

2.1. Energy-based frame selection 

Given a noisy utterance, we first calculate the smoothed 
instantaneous energy of each sample averaged within a window 
of width W centered on the sample being considered. We then 
sort the samples in the utterance into a queue with increasing 
smoothed instantaneous energy, and assign a binary parameter 
b[n] = 0 to those samples within the first Q% in the queue, 
where n is the sample index, and set b[n] = 1 to the rest of 
samples. A parameter r[k] is then evaluated for each frame, 
which is simply  the average of b[n] values (0 or 1) for all the 
samples in the frame, where k is the frame index. Thus r[k] is a 
real number parameter between 0 and 1 defined for each frame. 
The proposed frame selection scheme is then very simple. A 
threshold T1 is set, and all frames with r[k] above the threshold 
T1 are taken as reliable frames.  

Using smoothed instantaneous energy, order statistics 
within an utterance, and the average parameter r[k] for a binary 
indicator b[n] for each frame as mentioned above is the key for 
the reliable frame selection proposed here. As will be shown 
below in the experiments, frames selected by r[k] turn out to be  
much more reliable in evaluating the necessary statistical 
moments useful for feature normalization and transformation. 

Figure 1: The four stages of feature normalization and 
transformation using selected reliable frames for recognition 
front-end proposed in this paper. 
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Note that the reliable frame selection algorithm proposed here 
should be useful in many areas. The applications in feature 
normalization and transformation below are simply two typical 
examples. 

2.2. Feature normalization using the selected frames 

Feature normalization techniques, such as CMS or CMVN, can 
be significantly enhanced with the proposed frame selection 
approach. All we need to do is to estimate the required mean 
and variance parameters using the frames selected with r[k] 
exceeding the threshold T1. As will be verified later on in the 
experiments, CMS or CMVN performed in this way can 
achieve much better performance. These two feature 
normalization processes are the first part of a robust front-end 
proposed in this paper, as shown in Figure 1.

2.3. Feature transformation using the selected frames 

A two-stage principal component analysis (PCA) is proposed 
here as the second part of the proposed front-end as shown in 
Figure 1, and the reliable frames selected above will be shown 
to be helpful in finding more reliable transformation vectors. 
The output feature of the WI007 front-end defined in the 
Aurora standard [6] is 14-dimensional, consisting of C0, C1 ~ 
C12, and log-energy (log-E). Log-E and C0 seem to carry very 
similar information, but very often give different performance 
under different conditions. To handle this problem, we 
performed a first stage PCA on the 14-dimensional features and 
convert them into vectors of 13 principal components by 
deleting the last eigendimension with the smallest eigenvalue. 
Here the covariance matrix used for PCA is estimated using the 
reliable frames selected as in the above from the training corpus, 
with their means and variances normalized selectively as 
discussed in the previous subsection.  

In the second stage, the multi-eigenvector (M-eigen) 
temporal filtering [5] was applied on the temporal trajectories 
of the 13 feature parameters obtained in the first PCA stage, in 
which the first three eigenvectors with the largest eigenvalues 
of the covariance matrix obtained in the second PCA stage are 
weighted by the corresponding eigenvalues and summed to 
produce the filter coefficients, and a multi-eigenvector filter 
was developed for each of the 13 parameters. Of course the 
covariance matrix used here are evaluated using the training 
corpus based on the 13 parameters obtained from the first-stage 
PCA, with reliable frames selected as proposed above. The 
cascade of the first-stage PCA and the multi-eigenvector 
temporal filtering approach is referred to as two-stage PCA in 
this paper. 

The reason of applying two-stage PCA on the mean and 
variance normalized features is that PCA has the inherent 
property of selectivity. The transformation vectors of the first 
PCA stage or the next M-eigen temporal filtering stage are 
trained from the training corpus (clean-condition training data 
in our case), so all types of noise are mismatched to these bases 
and are expected to be filtered out through two-stage PCA. 

3. Experimental conditions 
The experiments reported in this paper were conducted on the 
AURORA 2 testing environment [6], which is based on a 
corpus of English connected digit strings sampled at 8 kHz 
frequency. The WI007 front-end gives 14 MFCC parameters 
(C0~C12 and log-E) as its outputs. Hamming window of 25 ms 
with a frame shift of 10 ms was used for framing. Only 

clean-condition training data was used to train HMM models 
and tested here. Ten different types of noise, as representatives 
of real-world noise, were used in three testing sets, sets A, B, 
and C. The output vectors of the MFCC features and those from 
each of the four stages were used to obtain the delta and 
delta-delta components, and the resulting 39-dimensional 
feature vectors were used to train HMM models or to conduct 
the corresponding recognition experiment at each stage to be 
discussed in the next section.

4. Experimental results 

4.1. Choice of parameters W, Q and T1

There are three parameters for the frame selection scheme here, 
i.e., the window width W for evaluating the instantaneous 
sample energy, the percentage Q for setting the binary value 
b[n], and the threshold T1 for selecting the frames based on r[k]. 
With some preliminary experiments, these parameters were 
empirically set as W = 20 ms, Q = 40, and T1 = 0.1. Since our 
frame shift is 10 ms, setting W to 20 ms is equivalent to 
defining b[n] and r[k] by considering the sample energy 
smoothed with the adjacent frames on the two sides. The choice 
of Q being 40 and T1 being 0.1 was primarily empirical. 

4.2. Performance of individual stages 

The results of CMS performed on the MFCC features, with the 
means evaluated as in the conventional way (CMS) or with 
selected frames only (selective CMS), are shown in Figure 2, in 
which the results averaged over all SNR values (20~0 dB) but 
separated for different types of noise and those averaged over 
all different types of noise but separated for different SNR 
values are shown respectively. It can be observed that the 
performance of conventional CMS may degrade for a few types 
of noise as compared to the original MFCC, but by using the 
selected frames CMS performed always significantly better 
under all testing conditions. When variance normalization was 
applied in addition, the same comparisons as in Figure 2 are 
shown in Figure 3 with exactly the same trend. With the frame 
selection, CMVN performed consistently and significantly 
better than the conventional CMVN in all different cases. It 
should be pointed out that the frame selection here is 
energy-based, but the achievable performance is apparently 
independent of SNR values. 

(a)

(b)
Figure 2: Accuracies for the proposed CMS with selected 
frames as compared to the MFCC baseline and the 
conventional CMS for (a) different types of noise, but 
averaged over all SNR values, and (b) different SNR values 
but averaged over all noise types. 



Similar results are shown in Figure 4 for the proposed 
first-stage PCA alone, with or without frame selection (PCA or 
selective PCA), as compared to the MFCC baseline for 
different types of noise and different SNR values, and similar 
results for the second-stage multi-eigenvector temporal 
filtering are shown in Figure 5. The improvements achieved for 
each of the four individual stages in Figure 1 are obvious, and 
the frame selection scheme proposed in this paper offered 
consistently significant improvements for all noise types and all 
SNR values. 

4.3. Integration of the four individual stages 

Here we examine the incremental recognition accuracies in 
Figure 6(a) and Figure 6(b) obtained for the four stages when 
each stage was applied in addition, and the results are again 
separated for different SNR conditions and different types of 
noise, respectively. From Figure 6(a), slight degradation 
occurred in the clean speech case, but when SNR value goes 
down from 15 dB all the way to -5 dB, it is clear that the 
accuracy was improved stage by stage, and the effectiveness of 
each stage becomes significant. In the case of 5 dB SNR, for 
example, the final accuracy was as high as 82.96%, while the 
result for the MFCC baseline is only 40.55%, which implied a 
relative error reduction of 71.34%. Similar improvement can be 
observed in the case of 0 dB SNR, in which the improvement 
was from 18.27% to 60.96%. This again verified that this 
energy-based frame selection scheme works successfully even 
when SNR values are extremely low, such as the cases of 0 or -5 
dB. The overall average accuracy for the complete four-stage 
front-end, in the right-most part of Figure 6(a), is 85.75% as 
compared to the MFCC baseline result of 61.08%.  

In Figure 6(b) similar situations are formed for all the ten 
types of noise. With the four stages cascaded, accuracies for all 
types of noise are successfully improved to over 83% or more, 
among which the case of subway noise in test set C (83.16%) is 
the lowest. The most significant improvements are obtained for 
babble, restaurant, airport, and train-station cases. For the case 
of non-stationary babble noise, the relative error rate reduction 
is about 68.11% (from 49.89% to 84.02%). This verified that 
the proposed energy-based frame selection scheme works well 
under non-stationary noise. 

The results for the integration of the four stages, all with 
frame selection, averaged over all noise types and all SNR 
values, are listed in Table 1 as compared to those for the MFCC 
baseline. The most significant improvements were obtained in 
the feature normalization, especially at the CMVN stage. The 
frame selection scheme is also helpful for the two PCA stages. 

Processing Stages Basic
Feature

with 
CMS

with 
CMVN 

plus 
PCA

plus 
M-eigen

MFCC
Baseline 61.08 67.29  69.13  79.77 84.10 

4 Stages with 
Frame Selection 61.08 74.67  78.97  81.73 85.75 

Relative Error 
Reduction (%) 0.00 22.57  31.88  9.70 10.38 

Table 1: Word accuracies (%) and relative error rate reduction 
at the four stages with frame selection as compared to those 
without frame selection. 

(a)

(b)
Figure 5: Accuracies for the proposed multi-eigenvector
temporal filtering with selected frames as compared to the 
MFCC baseline and the conventional multi-eigenvector
temporal filtering for (a) different types of noise but averaged 
over all SNR values, and (b) different SNR values but 
averaged over all noise types. 

(a)

(b)
Figure 3: Accuracies for the proposed CMVN with selected 
frames as compared to the MFCC baseline and the 
conventional CMVN for (a) different types of noise but 
averaged over all SNR values, and (b) different SNR values 
but averaged over all noise types.

(a)

(b)
Figure 4: Accuracies for the proposed first-stage PCA with 
selected frames as compared to the MFCC baseline and the 
conventional approach of PCA for (a) different types of noise 
but averaged over all SNR values, and (b) different SNR 
values but averaged over all noise types. 



4.4. Comparison to and integration with SNR-dependent 
Waveform Processing (SWP) 
SNR-dependent waveform processing (SWP) has been found to 
be very useful in enhancing the characteristics of speech signals 
[7, 8]. It is also an energy-based approach to emphasize the 
high SNR period portions of speech waveforms. It is therefore 
interesting to see how the proposed energy-based frame 
selection scheme is compared to SWP. 

The accuracies obtained using the SWP-processed MFCC 
features after each stage of the integration here, i.e., with CMS, 
with CMVN, plus first-stage PCA and plus multi-eigenvector 
temporal filtering are shown as the lower curve in Figure 7, 
where the numbers are the averages of all SNR values and all 
types of noise in sets A, B, and C. Similar results but with the 
frame selection scheme proposed here rather than using SWP 
are shown on the middle curve in the figure. The two 
approaches can actually be integrated, i.e., by applying SWP on 
the selected reliable frames only, and the results are shown on 
the upper curve in Figure 7. Apparently the frame selection 
scheme is more useful than SWP in most cases, and the two 
approaches can be properly integrated. This is reasonable 
because SWP performed the selection by enhancing the high 
SNR period portions of waveform within a frame, while the 
proposed frame selection scheme selected the frames that are 
more reliable among all frames in an utterance, their respective 
merits are thus additive. The results for the case of integrating 
the frame selection algorithm with SWP, applied on the 
integration of the four stages, are also shown on the right-most 
bar in Figure 6 for each case of different noise types and SNR 
values. Apparently integrating with SWP is positive. 

Table 2 shows the word accuracies of the MFCC baseline 
without any feature normalization or transformation, and those 
of the SWP-processed MFCC features, normalized and 
transformed by the four stages here with the proposed frame 
selection scheme. The results are averaged over all types of 
noise but separated for different SNR conditions. The relative 
reductions of error rates are also shown. From Table 2, we 
found that very significant improvements were obtained with 
the approaches proposed in this paper in all different SNR 
conditions. The relative error reduction is more than 50% even 
when SNR is as low as 0 dB. The most significant 
improvements are obtained in the middle to low SNR cases, 
such as 15 dB, 10 dB and 5 dB, which are more representative 
of practical application environments. 

5. Conclusions 
In this paper, we propose a simple energy-based frame selection 
scheme to measure the reliability of speech frames in a noisy 
utterance, based on which four stages of feature normalization 
and transformation approaches can be integrated to offer high 
robustness of the MFCC features. The concept was well 
verified by extensive experimental results. An important 
property of the proposed frame selection scheme is that it is 
very simple but very efficient. 
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SNR 20 dB 15 dB 10 dB 5 dB 0 dB Average
MFCC

Baseline 94.11 85.50 66.95 40.55 18.27 61.08

SWP + 4 stages
+ Frame Selection 97.32 95.94 92.40 84.01 61.61 86.26

Relative Error 
Reduction (%) 54.46 71.96 77.01 73.11 53.03 64.69

Table 2: Word accuracies (%) and relative error rate reduction 
for the combination of SWP with the proposed frame selection 
and four-stage feature normalization and transformation as 
compared to the MFCC baseline, averaged over all types of
noise. 

(a)

(b)
Figure 6: Incremental improvements in the accuracies 
obtained at each individual stage as compared to the MFCC 
baseline, plus the final integration with SWP, for (a) different 
SNR values but averaged over all noise types, and (b) 
different types of noise but averaged over all SNR values. 

Figure 7: The incremental improvements in the overall 
average accuracy obtained at each individual stage, 
comparison to and integration with SWP. 


