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Abstract 

In this paper we show the potential of two new features as 
powerful anti-spoofing measures for face-voice person au-
thentication systems. The features based on latent semantic 
analysis (LSA) and canonical correlation analysis (CCA), 
enhance the performance of the authentication system in 
terms of better anti-imposture abilities and guard against 
video replay attacks, which is a challenging type of spoof 
attack. Experiments conducted on 2 speaking-face databases, 
VidTIMIT and UCBN, show around 42% improvement in 
error rate with CCA features and 61% improvement with LSA 
features over feature-level fusion of face-voice feature vec-
tors.

1. Introduction 

Audio-visual (AV) person authentication systems, which 
process information on both the face and voice of a person, 
are potentially less vulnerable to replay attack than single-
mode systems because of the inherent differential difficulty of 
“spoofing” both a person’s voice and synchronously the im-
age of the person’s speaking face [1]. However, in most cur-
rent AV authentication systems [2,3], the face and voice in-
formation is processed independently and face-voice syn-
chrony is neither measured nor preserved, making the systems 
vulnerable to replay attacks with a combination of pre-
recorded audio and a still photo of the person. Checking live-
ness guards against this type of attack by ensuring that the 
biometric data is captured from an authorized, live person 
present at the time. Systems that check the liveness of face-
voice data include Identix [4], which uses a liveness algorithm 
quantifying head movements from 3D face data, and a face-
voice recognition system [5], where liveness checking is done 
by matching the lip movement between voice and face. Even 
systems that detect lip movements in the facial image are not 
entirely safe against replay attack, since  it has recently be-
come possible to animate still photos with lip movements, eye 
blinking and other facial expressions using face generation 
and lip synching software [6]. Such attacks cannot be 
thwarted by simply detecting lip movements. One defence is 
the detection and subsequent preservation of audio-visual 
synchrony by analysing face-voice data in a cross-modal 
space.  

In this paper, we propose latent semantic analysis (LSA), 
based on feature extraction in the joint face-voice feature 
space, and canonical correlation analysis (CCA), based on 
optimising cross-correlations in a rotated audio-visual sub-
space for liveness detection. An earlier paper dealt with fea-
ture-level fusion of face and voice features extracted sepa-

rately with a promising defence against pre-recorded audio 
combined with a still photo [7]. In this paper, we address 
video replay attacks with fake video clips created from still 
photos. The proposed CCA and LSA features presented in 
this paper address the liveness detection part of the frame-
work. We present the LSA method in Section 2 and the CCA 
method in Section 3. The experimental data are described in 
Section 4 and experimental results are discussed in Section 5. 
Conclusions and further suggestions are found in Section 6. 

2. Latent semantic analysis 

Latent semantic analysis is a powerful tool used in text infor-
mation retrieval to discover underlying semantic relationships 
between different textual units [8]. The LSA technique 
achieves three goals: dimension reduction, noise removal and 
the uncovering of the semantic and hidden relation between 
different objects such as keywords and documents. In our 
current context, we used LSA to uncover the synchronism 
between image and audio features in a video sequence. The 
method consists of four steps: construction of a joint multi-
modal feature space, normalisation, singular value decompo-
sition and semantic association measurement. 

First we build a matrix for the sequence of audio and 
video frame vectors. With n visual features (such as image 
principal components) and m audio features (such as mel-
frequency cepstrum coefficients) at each of the t AV frames, 
the joint feature vectors can be expressed as: 

X = [V1, V2, … , Vn, A1, A2, … , An] (1) 

Vi = [vi(1), vi(2) , … , vi(t)]
T (2) 

Ai = [ai(1), ai(2) , … , ai(t)]
T (3) 

Features are normalised with respect to their range over time 
as: 

Xit  Xit / maxt ( |Xit| ) (4) 

All normalized matrix elements therefore have values between 
–1 and 1. Singular value decomposition (SVD) yields  

X=S V DT (5) 

where S and D are composed of the eigenvectors of XXT and 
V is the diagonal matrix of eigenvalues. Normally, S, V and D 
must all be of full rank. The strength of SVD, however, lies in 
that it allows a simple strategy for an optimal approximate fit 
using smaller matrices. 

If we order the eigenvalues in V in descending order and 
keep the first k elements, we can represent X by 
X X(k)=S(k)V(k)D(k)T, where V(k) consists of the first k ele-
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ments of V, S(k) consists of the first k elements of S, and D(k)

consists of the first k elements of D. It can be shown that X(k)

is an optimal representation of X in a least-squares sense [8]. 
By keeping only the first and most important eigenvalues, 

we derive an approximation of X with reduced feature dimen-
sions, where the correlations (semantic information) between 
audio and visual features is mostly preserved and irrelevant 
noise is greatly reduced.  

3. Canonical correlation analysis 

Canonical correlation analysis is a multivariate statistical tech-
nique, which attempts to find a linear mapping that maximizes 
the cross-correlation between two features sets [9]. It finds the 
transformation that can best represent (or identify) the coupled 
patterns between features of two different subsets.  

A set of linear basis functions, having a direct relation to 
maximum mutual information, is obtained by CCA in each 
signal space, such that the correlation matrix between the 
signals described in the new basis is diagonal [14]. The basis 
vectors can be ordered such that the first pair of vectors wx1

and wy1 maximizes the correlation between the projections 
(xTwx1, yTwy1) of the signals x and y onto the two vectors 
respectively. A subset of vectors containing the first k pairs 
defines a linear rank-k relation between the sets that is opti-
mal in a correlation sense. In other words, it gives the linear 
combination of one set of variables that is the best predictor 
and at the same time the linear combination of another set 
which is most predictable. It has been shown that finding the 
canonical correlations is equivalent to maximizing the mutual 
information between the sets if the underlying distributions 
are elliptically symmetric [9].  

Given two random variables x and y, from a multi-normal 
distribution [14]: 
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and the description of the canonical correlations is 

[ ]
[ ]

[ ]
[ ] =

−

yy

xx

y

x

yx

xy

yy

xx

w

w

w

w

C

C

C

C

ˆ

ˆ

ˆ

ˆ

0

0

0

0
1

λ
λ

ρ
 (8) 

where ρ, λx, λy > 0 and λxλy = 1. Eqn (8) can be rewritten as 
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Solving (9) gives K solutions {ρk, wxk, wyk}, k=1…K, where K 
is the minimum of the input dimensionality and the output 
dimensionality. The linear combinations, xk = wxk

Tx and yk = 
wyk

Ty are the canonical variates and ρk are the correlations. An 

important aspect in this context is that the canonical correla-
tions are invariant to affine transformations of x and y. Also 
note that the canonical variates corresponding to the different 
roots of (9) are uncorrelated, implying that: 
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4. Speaking-face data and liveness detection  

The speaking face data from two different databases, Vid-
Timit and UCBN were used for liveness detection. The Vid-
TIMIT multimodal person authentication database [10], con-
sists of video and corresponding audio recordings of 43 peo-
ple (19 female and 24 male). The mean duration of each sen-
tence is around 4 seconds, or approximately 100 video 
frames. A broadcast-quality digital video camera in a noisy 
office environment was used to record the data. The video of 
each person is stored as a sequence of JPEG images with a 
resolution of 512×384 pixels with corresponding audio pro-
vided as a 16-bit 32-kHz mono PCM file.  

Figure 1: Faces from (a) VidTimit, (b) UCBN 

The UCBN database is an Australian free-to-air broadcast 
news database being developed by authors. We have devel-
oped an omni-face detection scheme for detecting faces 
against often complex backgrounds [11]. The database con-
sists of 20-40 second video clips of 5 female and 5 male an-
chor persons and newsreaders. The training data comprises 15 
clips and the test data comprises 5 additional clips of the same 
speakers. Each video sample is a 25 fps MPEG2-encoded 
stream with a resolution of 720×576 pixels and corresponding 
16-bit, 48-kHz PCM audio. Figure 1a and Figure 1b show 
sample speaking-face data from VidTIMIT and UCBN.

The liveness detection subsystem of the proposed face-
voice person authentication framework contains an audiovis-
ual cross-modal feature extractor, which computes LSA and 
CCA feature vectors for low-level visual and audio features. 
The visual features are 20 PCA (eigenface) coefficients, and 
the audio features are 12 MFCC coefficients. The cross modal 
feature extractor computes the LSA and CCA features from 
the PCA and MFCC vectors and, based on our experimental 
results, fewer than 10 LSA and CCA features are normally 



sufficient to achieve good performance. This is a significant 
reduction of feature dimension compared with the 32-
dimensional audio-visual feature vector formed by concate-
nating 20 PCA and 12 MFCC vectors in the feature-level 
fusion methods reported earlier [7,11].  

5. Spoof attack experiments 

To evaluate the potential of LSA and CCA features in spoof 
protection, different sets of experiments to investigate replay 
attacks were conducted. Eight LSA and CCA features were 
extracted from 20 eigenface vectors and 12 MFCC vectors 
using 30 millisecond Hamming windows.  

In the training phase, a 10-Gaussian mixture model of 
each client’s LSA and CCA feature vectors in the cross-modal 
space was built by constructing a gender-specific universal 
background model (UBM) and then adapting each UBM by 
MAP adaptation [12]. Both text-dependent and text-
independent experiments were conducted with VidTIMIT and 
UCBN corpus data. For the VidTimit database in text de-
pendent mode, there were 48 client trials (24 clients × 2 utter-
ances per client) and 1104 impostor trials (24×23×2) for male 
subjects and 38 client trials (19×2) and 684 impostor trials 
(19×18×2) for female subjects. In text-independent mode 
there were 144 client trials (24×6) and 3312 impostor trials 
(24×23×6) for male subjects, and 114 client trials (19×6) and 
2052 impostor trials (19×18×2) for female subjects. For the 
UCBN database, there were 50 client trials (5×10) and 200 
impostor trials (5×4×10) for male as well as for female sub-
jects, in both text dependent and text-independent mode. In 
the test phase, clients’ live test recordings were evaluated 
against a client’s model by determining the log likelihoods 
log p(X| ) of the time sequences X of audiovisual feature vec-
tors in cross-modal space. A Z-norm based approach [13] was 
used for score normalization. 

Data EF LSA CCA 
DB1TDMO 2.03 0.25 0.40 
DB1TDFO 2.56 0.53 0.90 
DB1TIMO 2.93 0.38 0.75 
DB1TIFO 3.02 0.79 1.15 
DB2TDMO 2.54 0.26 0.81 
DB2TDFO 2.20 0.35 0.08 
DB2TIMO 2.71 0.41 0.73 
DB2TIFO 2.82 0.52 0.87 
Table 1: Equal-error rates for Type-1 replay attacks 

Figure 2 : DET curves for Type-1 TD tests, (a) male sub-
jects in VidTimit, (b) female subjects in UCBN 

For testing replay/spoof attacks, two types of replay-attack 
experiments were conducted. For Type-1 replay attacks, a 

number of “fake” recordings were constructed by combining 
the sequence of audio feature vectors from each test utterance 
with ONE visual feature vector chosen from the sequence of 
visual feature vectors. Such a fake sequence represents an 
attack on the authentication system, which is carried out by 
replaying an audio recording of the client’s utterance while 
presenting a still photograph to the camera. Four such fake 
audiovisual sequences were constructed from different still 
frames of each client test recording. Log-likelihoods log
p(X’| ) were computed for the fake sequences X’ of audiovis-
ual feature vectors against the client model .

For Type-2 replay attacks, a video clip was constructed 
from a still photo of each speaker. This represents a scenario 
of a spoof attack with an impostor presenting a fake video clip 
constructed from pre-recorded audio and a still photo of the 
client animated with facial movements and voice-synchronous 
lip movements.  

Data EF LSA CCA 
DB1TDMO 3.02 1.01 1.92
DB1TDFO 3.46 1.78 2.76
DB1TIMO 4.5 1.35 2.11
DB1TIFO 4.64 2.47 3.65
DB2TDMO 3.14 1.45 2.43
DB2TDFO 3.47 1.68 2.75
DB2TIMO 3.01 2.22 2.31
DB2TIFO 3.62 2.30 2.81
Table 2: Equal-error rates for Type-2 replay attacks 

male subjects, (b) female subjects 

Figure 3 : DET curves for Type-2 TI tests. (a) male sub-
jects in VidTimit, (b) female subjects in UCBN 

The final set of experiments conducted were to test the train-
ing data size required for the LSA/CCA features to learn the 
audio-visual synchrony, by varying the length of training. All 
experiments included examining the performance of the fea-
ture-level fusion technique with concatenated audio-visual 
feature vectors (20 PCA+12 MFCC features) for baseline 
comparison.  

The EER results in Table 1 and Figure 2 show the poten-
tial of the proposed LSA and CCA features over early fusion 
(EF) for Type-1 replay attacks. DB1 is VidTimit, DB2 is 
UCBN, TD and TI are the text-dependent and text-
independent tests, MO and FO are the male-only and female-
only cohorts. An improvement of 80% with 8-dimensional 
LSA features and 60% with 8-dimensional CCA features is 
achieved over 32-dimensional feature-level fusion. 

Table 2 and Figure 3 show the improvement in error rates 
achieved for Type-2 replay attacks. Approximately 43% im-
provement in EERs with 8-dimensional LSA features and 
22% with 8-dimensional CCA features is achieved. This is a 



remarkable improvement in EERs, due to ability of LSA and 
CCA features to detect mismatch in synchrony in video replay 
attacks. 

Data EF LSA CCA 
DB1- TDMO 9.55 4.42 6.34 
DB1- TDFO 12.98 4.85 6.74 
DB1- TIMO 13.05 5.04 7.02 
DB1- TIFO 13.65 5.62 7.54 
DB2-TDMO 14.45 3.88 5.08 
DB2- TDFO 14.66 3.95 5.27 
DB2- TIMO 13.35 4.46 6.35 
DB2- TIFO 13.68 4.77 6.62 
Table 3: Equal-error rates for 2-second training data

Figure 4: DET curves for female subjects. (a) TD with 2s 
training in VidTimit, (b) TI with 10s training in UCBN

The influence of training data size on the performance of LSA 
and CCA features is examined in Table 3 and Figure 4. Here 
the training utterance length was kept as 2s for VidTIMIT and 
10s for UCBM. In general there is a drop in performance for 
shorter enrolment. However, an improvement of 55% with 
LSA features and 38 % with CCA features is achieved com-
pared to early fusion, when utterance length is reduced to 2s 
and 10s from the normal utterance length of 4s and 20s for the 
two databases. This is due to the reduction in dimension of 
the LSA and CCA features as well as to their ability to detect 
synchrony mismatch in cross-modal space. 

6. Conclusion 

The potential of two new cross-modal features for reducing 
video-replay spoof attacks has been shown in this study. 
About 42% overall improvement in error rate with canonical 
correlation analysis features and 61% improvement with la-
tent semantic analysis features is achieved as compared to 
feature-level fusion of image-PCA and MFCC face-voice 
feature vectors. 
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