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Abstract
Perception studies have long argued that phonetic confu-

sions are more likely to happen across some phonetic features
than other (e.g., place of articulation rather than manner) [1].
Similarly, we and others have noted that pronunciation varia-
tion occurs more frequently in unstressed syllables, and in syl-
lable codas. This suggests that a phonetic information structure
is at play, where for decoding purposes it is important to get
phonetic information accurate in stressed syllables, but less so
in unstressed syllables. In this work, we explore the role of
phonetic information in clean and noisy speech by reducing the
phonetic information available to the recognizer. A surprising
result is that replacing some phones with manner classes in the
dictionary improves recognition in one noise condition.

1. Introduction
It is well known that in read and particularly spontaneous
speech, words are often not perceived as pronounced in canon-
ical dictionary form. Perception studies of phonetic confusion,
such as those by Miller and Nicely [1] or Wang and Bilger [2]
are often cited as starting points for the idea that “under this
circumstance phone A is actually recognized as phone B.” A
whole class of pronunciation models for ASR has grown up
around this transformative formulation, asking “how do I pre-
dict the pronunciation of a word?” (See [3] for a review of this
literature.) We have, in fact, become more sophisticated than
this transformative model suggests; improvements in acoustic-
lexical modeling have resulted from sharing Gaussian mixtures
within “transformed” phones [4], and by starting to look at sub-
phonetic feature information ([5, 6] inter alia).

But perhaps we are asking the wrong question as a field:
perhaps the question should be “what is the minimal amount
of acoustic-linguistic information that we need to recognize a
word?” We can investigate this question by replacing models
of phones with models of a subset of their phonetic features in
an automatic speech recognizer. This idea is interesting from
both a speech science point of view, where we can learn about
the phonetic information structure of language, as well as an
ASR point of view, where we can hope to develop pronunciation
models that are more robust to different acoustic conditions.

We are starting a line of inquiry into what phonetic infor-
mation is necessary to achieve good recognition performance
on clean and noisy speech. In this work, we begin with a sim-
ple set of experiments on a well known task (Wall Street Jour-
nal), removing phonetic feature information from various parts
of word pronunciations by changing phones to a corresponding
phonetic feature class (in this work, the “manner of articulation”

class). In some sense, this is a resurrection of old ideas: Ship-
man and Zue [7] used a six-way distinction based on manner in
order to divide their 20,000-word dictionary into “cohorts” or
groups of words. They found that this partial specification of
segments reduced the search space of isolated word candidates
significantly. Carlson et al. [8] found similar results for English
and four other languages. Briscoe [9] extended this broad-class
approach to address the problem of lexical access on connected
speech in a set of theoretical experiments.

Briscoe’s model provides us with a departure point for lex-
ical representation: lexically stressed syllables should be rep-
resented with full phonetic information, while unstressed syl-
lables should be represented with their manner of articulation.
In this work, we also explore variants of this model that show
greater promise. From a pronunciation modeling point of view,
this is in accord with observations that we and others have made
in the past: phonetic pronunciations are much more likely to be
non-canonical in unstressed syllables (and particularly in the
codas of these syllables) [10]. While phrasal stress will interact
with lexical stress, we focus on lexical stress precisely because
the above studies demonstrate that lexical unstressedness marks
places where greater pronunciation variation is expected.

Thus, we will experiment with different phonetic lexical
representations of words, and examine the effect of reducing
the amount of phonetic information available to the recognizer.
The prior expectation is that any recognizer that does not use
a full phonetic representation will perform worse than a phone-
based recognizer, but we can evaluate the relative importance of
phonetic information in these cases.

2. Methodology

2.1. Baselines

We trained a baseline recognizer using HTK [11] on the
speaker-independent portion of the Wall Street Journal 5k task
(WSJ0). The baseline dictionary used in training was the CMU
pronunciation dictionary [12]; tied-state triphone acoustic mod-
els were trained, with 16 Gaussian mixtures per state. The input
acoustic features, held constant throughout these experiments,
were MFCC coefficients with log energy, with delta and dou-
ble delta coefficients, normalized by cepstral mean subtraction.
The resulting system is labeled baseline in our experiments.

We also developed a version of the CMU dictionary that re-
placed phones with their respective manner classes of phones
found in the TIMIT database (Table 1). Based on this new dic-
tionary, we trained a new recognizer (labeled manner) in the
same manner as with the phone-based dictionary. We expect
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Manner Class Phones
Vowel aa ae ah ao aw ax ay eh ey ih ix iy ow

oy uh uw ux
Fricative dh f hh hv s sh th v z zh
Stops & affricates b ch d g jh k p q t
Silence sp sil
Liquids & glides l r w y
Nasals m n ng
Syllabic axr el er

Table 1: TIMIT Manner classes used in this experiment

that this recognizer will have much worse performance than the
baseline, since we have removed much of the information that
discriminates words.

2.2. Hybrid dictionaries

We also developed several hybrid phone-manner versions of the
CMU dictionary which replaced various phones in unstressed
syllables with their manner classes. We first syllabified the
CMU dictionary using NIST’s tsylb2 syllabification program
[13]. Lexical stress markings of unstressed (0), stressed (1),
and secondary stressed (2) are provided for each vowel in the
CMU dictionary; in conjunction with the tsylb2 syllable bound-
aries, we were able to mark each phone in a pronunciation with
lexical stress and syllable position.

In the first hybrid experiment, we replaced every unstressed
phone with its manner class. The resulting dictionary (and sub-
sequently trained system) is labeled (hybrid-all). Coda con-
sonants are more likely to be pronounced non-canonically than
onset consonants [10], so in a second experiment we only re-
placed phones in the syllable coda with their respective manner
classes (hybrid-coda).

In both the baseline and manner recognizers, the acous-
tic models were trained from a flat start (Figure 1); follow-
ing the traditional HTK training recipe [11] we trained mono-
phone models through several reestimation passes, constructed
triphone models, retrained, and then tied states in the triphone
models (with subsequent retraining). For the hybrid experi-
ments, the final monophone acoustic models from the baseline
and manner recognizers were combined and used as the seed
models (rather than starting from a flat start), in order to pro-
vide a starting point for the phones and manner classes based
on all of the training data.

This choice of starting point led to another strategy: instead
of dictating whether a phone in an unstressed syllable should be
represented with a phonetic unit or a manner-based unit based
on preconceived notions, we can allow the hybrid acoustic mod-
els to choose the best pronunciation unit. We force-aligned the
training data, allowing a choice of either the manner or phone
monophone unit, and compiled this alignment into a new dictio-
nary by extracting the pronunciations for each word. We pruned
unlikely pronunciations from this dictionary based on the loga-
rithm of the word counts in the training set [14].

We trained a new recognizer using the new dictionary
(hybrid-choice), starting again from the combined phone and
manner monophone models, aligning the training set with the
new dictionary, then proceeding with the monophone, triphone,
and tied-state training.

3. Analysis of the Hybrid-choice lexicon
Naturally, one question that immediately arises from the design
of the hybrid-choice lexicon is “why would the forced align-
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Figure 1: Training paradigms for the five systems tested

ment ever choose to throw away information?” This question
can be answered with another: “which phones are replaces with
their manner-class representations in the forced alignment, and
under what conditions?”

Table 2 shows a summary of the behavior of each phone
in the forced alignment. The second column (% unstressed)
shows the percentage of phones that were labeled unstressed
in the dictionary by the stress markings and syllabification al-
gorithms.1 The third column, shown in sorted descending or-
der, illustrates the percentage of unstressed phones that were
replaced by manner classes during forced alignment. The final
column integrates the previous two, showing the overall effect
of the manner class transformation on all phones of that type
(stressed and unstressed). No phones in stressed syllables (in-
cluding most one-syllable words) are given the option of chang-
ing to manner classes; they must remain fully specified. This
leaves 39% of the phone tokens eligible for reduction to a man-
ner class; 23% of the eligible tokens, or 9% of the total tokens,
were replaced with the corresponding manner class.

Of the unstressed phones, /er/ changes the most, with 54.5%
of its tokens in unstressed syllables, or 44.1% of its total to-
kens, backing off to its manner class, but it is a special case:
/er/ is the only sound in the class of syllabic sonorants within
CMUDICT, so the effect of choosing between the phone and
the manner class for unstressed /er/ phones is almost a random
coin flip (since the seed manner acoustic models are trained on
both stressed and unstressed phones) – the net effect is to have
an ‘extra’ symbol for this sound.

/ae/ backed off 47.5% of its eligible (unstressed) tokens
to the vowel class, but since /ae/ overwhelmingly appears in
stressed syllables, that only accounts for 1.3% of its total oc-
currences (/aa/ and /eh/ are similar, but not as extreme). The
most frequent phones, /ah/, /n/, and /t/, are eligible for change
82.3%, 42.9%, and 35.2% of the time respectively, and actually
do change 18.2%, 15.3%, and 12.3% of their total phone tokens.

By and large, fricatives (except /s/ and /z/) only seldom
back off to the fricative class, so the resulting “fricative” class in
the fully trained system is dominated by sibilants–particularly
cases of de-voiced /z/ (e.g., before /sil/ or an unvoiced stop) or
voiced /s/ (e.g., after /n/ or before /m/).

If one were to sort by the final column, showing the overall

1Resyllabification processes were not considered in this study.



% unstressed % all
phones repl. phones repl.

phone % unstressed by manner by manner
er 80.9 54.5 44.1
ae 2.7 47.5 1.3
eh 4.0 45.7 1.8
aa 1.8 43.2 0.8
n 42.9 35.5 15.3
t 35.2 35.0 12.3
ow 12.5 31.5 3.9
k 27.1 28.1 7.6
ey 1.3 25.2 0.3
b 35.4 24.6 8.7
m 39.5 24.4 9.6
w 7.4 23.7 1.8
ih 26.3 23.4 6.1
z 43.6 22.5 9.8
s 32.1 22.5 7.2
p 24.8 22.4 5.6
ah 82.3 22.2 18.2
uw 9.1 20.6 1.9
l 46.2 19.2 8.9
d 43.9 18.0 7.9
aw 0.9 15.0 0.1
ng 71.8 14.6 10.5
y 44.1 13.2 5.8
r 33.2 13.0 4.3
ao 4.3 11.6 0.5
th 7.9 11.0 0.9
uh 2.3 10.8 0.2
hh 2.0 10.6 0.2
iy 60.1 10.5 6.3
jh 46.8 9.5 4.4
g 32.4 7.7 2.5
v 32.7 7.5 2.5
sh 69.2 6.7 4.6
f 19.6 4.9 1.0
zh 94.1 4.6 4.3
dh 66.3 4.5 3.0

Table 2: Percentage of each phone type that was labeled as a
manner class in WSJ SI training set forced alignment.

percentage of phones affected by manner reduction, the nasals
/m/, /n/, and /ng/ fall near the top of the list: since they occur
fairly frequently in unstressed syllables, the overall impact of
the nasal manner class is larger than might be supposed from the
original ranking. Nasals seem especially likely to back off near
vowels that also backed off, as well as before front high vowels,
which may reflect reduction and palatalization processes.

These results from the forced alignment do not directly im-
pact the pronunciation model used in recognition; rather, they
are mediated through the lexicon, with unlikely pronunciations
pruned out. Most words in CMUDICT were never seen in ei-
ther the training or the development data (as described in the
next section), and so are of little interest here. We will focus on
those words that appeared in the development set, which most
directly affect the recognition results reported for this set.

Of the 1580 word types (and 6119 tokens) that did appear in
the development test set, 336 distinct word types (583 tokens)
have at least one manner-class in all variant pronunciations
listed in the pruned dictionary. These include longer words such
as ‘government’ and ‘incorporated’. By contrast, the pronun-
ciations for 795 word types (3405 tokens) remain unchanged.
Unsurprisingly, most of these are one-syllable words marked as
stressed in CMUDICT, and hence ineligible for change.

The remaining 449 types (2131 tokens) have both pure pho-
netic and hybrid representations. All are frequent enough to
have multiple pronunciations listed in the dictionary; each has

DT DT DT DT
Dictionary clean car babble factory ET

Baseline 9.10 15.42 35.22 32.49 8.50
Manner 49.98 55.82 73.89 75.64 47.45
Hybrid-all 13.05 15.75* 39.57 39.99 12.22
Hybrid-coda 10.99 13.63† 36.66 35.52 10.22
Hybrid-choice 9.92* 13.02† 36.35* 33.51* 9.55*
* result is not significantly different from baseline, p<0.05.
† result is significantly better than baseline, p<0.05.

Table 3: Recognition results (in percent word error rate) for
WSJ0 5k closed vocabulary task across noise conditions

an entry with (at least) one manner-class segments and another
entry that is unchanged. The function words ‘the’, ‘a’, and ‘in’
fall here, as well as most of the (multi-syllable) number words.

It follows from the nature of the lexicon that between 583
and 2714 (between 10% and 44%) of the 6119 word tokens in
the development set will have opted to use the manner class
representation for at least one segment. Clearly, even at the
lower bound of this range, the manner class representations are
playing a non-negligible role in the hybrid-choice lexicon.

4. Experimental results and discussion
For recognition testing purposes, we chose a 368-utterance sub-
set of the WSJ0 development test set (DT-clean); in order to
match the evaluation test set conditions, the utterances selected
were completely covered by the recognition lexicon and no sen-
tence transcript appeared more than once. Evaluation test (ET)
results are provided for comparison. We also created three noisy
versions of the DT set by adding noises (at 10 dB SNR) from the
NOISEX database [15]: car noise (DT-car), overlapping speech
(DT-babble), and factory floor noise (DT-factory).

Recognition parameters were tuned to minimize the error
rate for the baseline case on clean data; for the sake of experi-
mental efficiency we then kept these settings fixed for the other
recognition systems and noise conditions.

4.1. Clean speech results

In Table 3, as expected, replacing phones with manner classes
wholesale does not provide enough modeling detail to recog-
nize words very accurately. It is a bit surprising that there is
still enough information to correctly transcribe about half of the
words. On the other hand, a hybrid model of phones for stressed
syllables and manner classes for unstressed syllables (Hybrid-
all) recovers most of the errors made by the manner-based rec-
ognizer (13.05% WER versus 49.98% WER in the clean case).
This provides substantial evidence to Briscoe’s notion that lex-
ically stressed syllables may serve as focal points for recogni-
tion; by providing phonetic detail for stressed syllables only,
the recognizer is able to discard most of the incorrect word hy-
potheses made by the manner recognizer.

The difference between Hybrid-all and the baseline is about
4% absolute. A little more than half of this error can be at-
tributed to the reduction of information in onsets and nuclei of
unstressed syllables: if manner classes are only required in the
coda of the unstressed syllable, the difference in error rate drops
to around 2% (Hybrid-coda vs. baseline). This suggests that
providing full phonetic information for onsets and nuclei ac-
counts for about half of the error differential.

The other result that stands out is that by allowing the train-
ing process to choose the appropriate representation (Hybrid-
choice), the result is insignificantly different than a full pho-



netic representation (9.10% vs. 9.92% WER). This suggests
that there are indeed instances where full phonetic information
is not needed to discriminate between hypotheses. The selection
method (the likelihood of data given the manner versus phone
acoustic models) was rather crude in this experiment; through a
more judicious choice of the appropriate units, we may in fact
improve over the baseline in the clean case.

The evaluation test data results track development results
very closely, so we will not comment further on them here.

4.2. Noisy data results

From the baseline row in the results table, it is clear that the bab-
ble and factory noises degrade recognition performance much
more seriously than the car noise. However, the most interest-
ing result is the divergence in behavior between the “hard” and
“easy” noises when considering the hybrid lexica. By and large,
the results for the DT-babble and DT-factory test sets are simi-
lar to the clean case. Most of the errors introduced by manner
classes on stressed syllables are eliminated by Hybrid-all. Pro-
viding full phonetic information for onsets and nuclei again cuts
the baseline error differential by more than half, and the Hybrid-
choice result is not significantly different from the baseline.

On the other hand, the DT-car results show a very different
pattern: removing phonetic information by moving to manner
classes for (parts of) unstressed syllables improves recognition
in noise. This seems to be in accord with some of the findings
in the perception literature (e.g., [2]), which say that many (but
not all) phonetic perceptual confusions in noise occur within
manner classes. It is likely that the phonetics of a language is
structured to account for these possible confusions in noise, and
thus by modeling lexical items in this way we are tapping into
the sub-phonetic information structure of the language.

But why the difference between these noise types? It is
not entirely clear, but we do note that the car noise is relatively
broadband and stationary, whereas the babble noise is quite non-
stationary and contains confounds for both phone and manner
class acoustic models. The factory noise is also non-stationary
(with impulses such as hammer noises) and also has a large en-
ergy component in the formant frequency range. The manner
features appear to be more robust to the broadband, stationary
nature of the car noise.

5. Conclusions
From our study, it is clear that the recognizer does not need full
phonetic information to discriminate between word hypotheses,
and in fact requiring this information can sometimes hurt per-
formance. Simple reductions of phonetic information (such as
converting all unstressed phones, or unstressed coda phones, to
manner classes) give slightly degraded performance, but by al-
lowing a slightly more nuanced approach in allowing the recog-
nizer to choose when to back off to manner classes we achieve
a performance not statistically different from the baseline.

Our study only provides an initial look at this type of pho-
netic information reduction. While the choice of backing off to
a manner class is inspired by other previous work in the litera-
ture, this is not the only possible direction of reduction. For ex-
ample, would a combination of voicing and manner work better
for some phones, or place of articulation for others? In future
work, we will investigate the effects of other feature subsets in
lexical representation. We also need to study this phenomenon
in spontaneous speech corpora, since we would expect the pho-
netic information reduction to better match pronunciation vari-

ation in that condition. It is also likely that the potential word
confusions introduced by a manner reduction will affect the
likelihood of reduction, and thus a model of word confusabil-
ity would benefit this approach. We will examine these issues
in future work.
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