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Abstract 
Feed-forward multi-layer perceptrons (MLP) and recurrent 
neural networks (RNN) fed with different sets of acoustic 
features are proposed for computing the presence and absence 
of speech in continuous speech signal in presence of various 
levels of background noise. Detailed performance evaluations 
on voice activity detection (VAD) are reported using the 
Aurora2, Aurora3 and TIMIT corpora. It is shown that the best 
results are obtained with an RNN fed by the acoustic features 
used for automatic speech recognition (ASR) augmented by 
specific features. Detailed evaluations are also proposed for 
ASR using Aurora2 and the German, Italian and Spanish 
portions of the test set of the Aurora3 corpus. The highest 
word error rate (WER) reduction (16.9%) is obtained when the 
only-noise presence probability is used to modify the phone 
posterior probabilities used for speech decoding. 

1. Introduction 
The acoustic models of an Automatic Speech Recognition 

(ASR) system for different languages are trained with large 
corpora containing a large variety of speakers. They usually 
are collected in controlled environment conditions, without a 
significant amount and variety of noise types. This often 
results in a performance degradation when ASR systems 
operate in the presence of real-life noise. In particular, the 
presence of noise in non-speech signal segments may cause 
erroneous insertions of words in the recognized sentence, 
while the presence of noise in low Signal-to-Noise Ratio 
(SNR) segments may mask some phonemes causing erroneous 
deletions of words.  

The use of noise reduction methods generally improves 
recognition performance. In spite of this, a noticeable amount
of the above mentioned errors often remains. In theory, it 
would be possible to further reduce errors with the use of a 
large variety of noisy environments in the training corpora, 
but this is practically not feasible. Nevertheless, in practice, 
some improvements can be obtained by introducing an 
accurate Voice Activity Detector (VAD), robust to noisy 
conditions.   

Linear estimation and logistic regression [11] are among 
the popular methods proposed for computing a probability of 
the presence of speech. Other proposed approaches are based 
on Higher Order Statistics (HOS) [8], log likelihood ratio 
[10], estimation of the a-priori speech absence probability 
controlled by the minima values of the smoothed power 

spectrum of the noisy signal [3], Laplacian gaussian model 
[4]. Features suitable to efficiently detect the presence of 
speech in various acoustic environments, are discussed in [9].  

Recently, in [2] an Artificial Neural Network (ANN) has 
been proposed for computing a speech/no-speech probability 
for each speech frame. This probability is scaled and used as 
an additional observation for acoustic Hidden Markov Models 
(HMM). In this paper, an ANN is also proposed for 
computing a Noise Presence Probability (NPP) in absence of 
speech with two major differences. This probability is used in 
a non-linear gain function which depends on the estimated 
strength of the non-speech state of the acoustic model. The 
function is used in an hybrid ANN/HMM ASR system to 
modify the non-speech posterior probability computed by the 
ANN of the hybrid system. As a consequence, the posterior 
probabilities of all the other phone units are simply 
normalized, without affecting their relative values computed 
with a model trained with a discriminative learning process. 
In this way, the amount of speech/non-speech confusion is 
significantly reduced. Let us call the ANN that computes 
NPP, the neural  VAD. It is trained to discriminate between 
speech and non-speech in a variety of noise conditions and for 
a wide range of signal-to-noise ratios (SNR).  

Section 2 describes the ASR system and the way the 
proposed VAD is used in it. Section 3 describes the ANN 
used for computing the noise presence probability, Section 4 
reports results obtained using Aurora2 and the German, 
Italian and Spanish components of the Aurora3 corpora. 

2. The use of Noise Presence Probability  
The integration of the neural VAD with the hybrid system 

is implemented by the architecture scheme shown in Figure 1. 
The phonetic expert is the hybrid HMM-NN ASR system 
described in [5]. The Voice/Noise expert is the Neural VAD, 
especially designed and trained to discriminate voice from 
noise using a large multi-condition training set, where the 
stationary noise has been already removed by a state of the art 
speech enhancement rule. A recurrent ANN as well as a Multi 
Layer Perceptron (MLP) have been considered for this 
purpose. The speech signal is analyzed by a front-end that 
removes the stationary noise and extracts the signal energy, 
the Perceptual Linear Prediction Coefficients with further 
JRASTA filtering. (J-Rasta PLP) [7] and some auxiliary 
features useful for Voice/Noise discrimination. These features 
are pitch and periodicity, SNR, spectral entropy, and the 
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difference between the current signal energy and the mean 
noise energy. The spectral parameters, plus their first and 
second derivatives, are used by the phonetic expert, to 
compute the posterior probabilities P(C|Y) of all the phone 
classes. The same parameters, augmented with the auxiliary 
features are passed to the Voice/Noise expert, which 
computes NPP. This probability is then used, together with an 
estimate of the intrinsic strength of the background noise 
(BGN) as discussed below, to compute a non-linear gain G 
that modulates the posterior probabilities P(C|Y) computed by 
the phonetic expert. 

Figure 1. Integration Scheme of a Phonetic Expert 
(HMM-HH Hybrid) and a Voice/Noise Expert (NN 
VAD) to improve recognition search. 

The ANN of the ASR system has an output node which 
provides an estimation of the posterior probability P(BGN|Y) 
of the background noise. A poor estimation of P(BGN|Y) is 
the cause of many insertion and deletion errors.
The neural VAD computes ( )YonlynoisePNPP _= , given 

the input signal Y.  
NPP is used to modify P(BGN|Y), resulting in a new posterior 
probability P′(BGN|Y) for the absence of speech.  
P′(BGN|Y)   is given by: 

( )NSNPPGYBGNPYBGNP ,)()( ⋅=′  (1) 

where NS is the estimation of the “intrinsic strength” of the 
ANN output node that computes the posterior probability 
P(BGN|Y). The function ( )NSNPPG ,  is defined as follows: 

( )
( ) ( )[ ] ( )
( ) ( )[ ] <⋅⋅−⋅−−

≥−⋅⋅−⋅−+
=

=

5.025.011
5.0125.011

,

min NPPifNSNPP
NPPifNSNPP

NSNPPG

Max

α
α

(2)

where  αmin and αMax are the extremes of the gain function G. 
The “intrinsic strength” of the BGN node is a property of the 
ANN depending on its training material, and can vary from 
model to model and from a language to another. The  
“intrinsic strength” can been estimated in two ways: 
• the average of P(BGN|Y) when the VAD does not detect 

any voice activity; 
• the instantaneous value of P(BGN|Y). 
This value is further compressed with a non-linear function, 
like the square or the fourth root, to obtain a more convenient 
rescaling of the dynamics. There is no substantial difference 

in the use of the two definitions of  intrinsic strength. 
According to gain G function (2), if the BGN is intrinsically 
strong, it is more attenuated in voice regions and less 
amplified in noise regions; the other way round takes place if 
the BGN is intrinsically weak.  
After that P′(BGN|Y) has been obtained by modulating 
P(BGN|Y) with the gain G, all the other outputs P(Ci|Y) of the 
NN acoustic model are re-normalized to sum to one. 
The shape of the gain function is plotted in Fig. 2, in function 
of Noise presence probability (NPP) and Noise strength 
estimate (NS). The maximum gain (=αMax) is obtained when 
NPP=1.0 and NS=0.0 (i.e. when the VAD tells that there is 

noise and the intrinsic strength 
of the BGN acoustic model is 
low). The minimum gain 
(=αmin) is obtained when 
NPP=0.0 and NS=1.0 (i.e. 
when the VAD tells that there is 
voice and the intrinsic strength 
of the BGN acoustic model is 
high). When NPP=1.0 and 
NS=1.0 (i.e. when the VAD tell 
that there is noise but the 
intrinsic strength of the BGN 
acoustic model is already high) 
the gain is 1.0, that is, it does 

not alter P(BGN|Y). The same happens when NPP=0.0 and 
NS=0.0 (i.e.  when the VAD tell that there is voice but the 
intrinsic strength of the BGN acoustic model is already low). 

3. Structures for the neural VAD  
A two-outputs MLP has been designed to discriminate 
between two classes, namely speech presence and presence of 
only background noise. Seven adjacent frames feed the ANN 
input; each frame contains the total energy and 12 cepstral 
coefficients, with first and second time derivatives. Other 
auxiliary features have been considered. They are periodicity 
and pitch extracted by a pitch tracker, SNR, spectral entropy, 
difference between current energy and mean noise energy.  

Figure 2 – Gain function for the BGN depending on 
NPP and NS (Noise strength estimate). In this plot the  
extremes of the gain function αmin and αmax are set to 
0.0 and 2.0. 
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This complementary set of features is indicated as “AuxF” in 
the following.  
The first hidden layer is structured with 315 units, locally 
connected to the features of focus frame, as well as left and 
right contexts of three frames. The second hidden layer is  
fully connected with 50 units. Two versions of the neural 
VAD have been implemented, namely, an MLP ands an RNN 
with feed-back on the second layer nodes.  
The output is a softmax layer with two units for computing the 
posterior probabilities of Voice and Background Noise.  
The neural VAD is trained with a multi-style corpus, 
containing several languages and several types of noise as well 
as noise levels.  
A noise-reduction method (modified  Ephraim-Malah spectral 
attenuation, [6]) is used in the front-end to reduce the 
stationary noise and make the task of the neural  VAD easier. 
The training and test corpora have been labeled with forced 
segmentation using the standard acoustic models, and 
collapsing the phonetic labels into two classes (voice, noise).  

Tests to assess the performance of the  neural VAD have 
been performed. Results are reported in Table I.  

Table I: Frame level neural VAD performances, 
compared to AFE ETSI VAD, on some standard 
noisy test sets (Aurora3, Aurora2) and on TIMIT. 

Aurora3 Italian CH1  
VAD Type Correct Ins Del
Etsi NE VAD 0.857 0.029 0.113
NNVAD 0.912 0.048 0.038
NNVAD+AuxF 0.932 0.045 0.022
RNNVAD+AuxF 0.934 0.042 0.022

Aurora3 Spanish CH1  
VAD Type Correct Ins  Del
Etsi NE VAD 0.851 0.062 0.086
NNVAD 0.873 0.115 0.010
NNVAD+AuxF 0.882 0.104 0.013
RNNVAD+AuxF 0.896 0.087 0.016

Aurora3 German CH1  
VAD Type Correct Ins  Del
Etsi NE VAD 0.801 0.081 0.116
NNVAD 0.842 0.106 0.050
NNVAD+AuxF 0.848 0.108 0.043
RNNVAD+AuxF 0.857 0.102 0.040

Aurora2 TestB  
VAD Type Correct Ins  Del
Etsi NE VAD 0.750 0.137 0.112
NNVAD 0.793 0.147 0.058
NNVAD+AuxF 0.803 0.164 0.032
RNNVAD+AuxF 0.817 0.145 0.036

TIMIT test set 
VAD Type Correct Ins  Del
Etsi NE VAD 0.830 0.165 0.021
NNVAD 0.848 0.108 0.043
NNVAD+AuxF 0.868 0.123 0.008
RNNVAD+AuxF 0.873 0.111 0.015

Results obtained with the standard ETSI NoiseEst VAD, 
an energy based VAD used in AFE-ETSI noise estimation 
module [12] are also reported for the sake of comparison.  

The correct, insertion and deletion percentages refer to the 
frame level classification. No hang-over mechanism has been 
employed.  

The compared VAD configurations are: 
• Etsi NE VAD: is the VAD used in AFE-ETSI noise 

estimation module; 

• NNVAD: is the  neural VAD,  with J-Rasta PLP features 
and Spectral Attenuation noise reduction; 

• NNVAD + AuxF: the same as before, but with the 
Auxiliary features added; 

• RNNVAD + AuxF: the same features with a recurrent 
ANN. Results show that the neural VAD outperforms the 
energy based ETSI NoiseEst VAD. 

Among the neural VAD variants, the experiments show, as 
expected, that the auxiliary features (periodicity, F0, SNR, 
entropy, energy/noise_energy difference) generally improve 
the performance. A further improvement is obtained with an 
RNN. 

4. Recognition results 
ASR experiments, using the architecture described in section 
2, were conducted with the test sets of the Aurora2 and 
Aurora3 corpora. The results, in terms of word error rate 
(WER), reported in Tables II.  

The Phonetic Expert is the standard Loquendo hybrid 
HMM-NN released for the Italian, Spanish, German and US 
English languages.  

The Voice/Noise Expert is the one named “NNVAD” in 
Table I, without auxiliary features. It has been chosen for the 
recognition experiments as it corresponds to the best 
compromise between accuracy and computational complexity.  
In fact, the Pitch tracker features improve the results at the 
expenses of nearly the double of the front-end computation 
time. Row headings in Table II correspond to the following 
conditions: 

• STD: standard J-Rasta-PLP without denoising; 

• SA-EM: standard J-Rasta-PLP with SNR dependent 
modified Ephraim-Malah spectral attenuation[6]; 

• SA-EM-NPP-1: as before, but with phone posterior 
probability modified by the gain function and NS 
computed as the average of  the BGN state probability 
for NPP>0.5 (αmin = 1.5 and αm=0.0) 

• SA-EM-NPP-2:  as before, with NS computed as the 
square root of the instantaneous BGN state probability 
(αmin = 1.5 and αm=0.0) 

In parenthesis are reported the confidence intervals of the 
WER. 



Table II a – Results for the Italian Aurora 3 corpus 

Test Conditions CH0 CH1 Overall 
STD 1.4 (0.2) 41.3 (0.8) 21.4 (0.5) 
SA-EM 1.2 (0.2) 20.4 (0.7) 10.7 (0.4) 
SA-EM-NPP-1 1.1 (0.2) 18.1 (0.7) 9.6 (0.4) 
SA-EM-NPP-2 1.0 (0.2) 16.9 (0.6) 8.9 (0.3) 

Table II b – Results for the Spanish Aurora 3 corpus 

Test Conditions CH0 CH1 Overall 
STD 1.0 (0.2) 26.1 (0.7) 13.5 (0.4) 
SA-EM 0.9 (0.2) 9.8 (0.5) 5.4 (0.3) 
SA-EM-NPP-1 1.0 (0.2) 9.3 (0.5) 5.1 (0.3) 
SA-EM-NPP-2 1.0 (0.2) 9.3 (0.5) 5.1 (0.3) 

Table II c – Results for the German Aurora 3 corpus 

Test Conditions CH0 CH1 Overall 
STD 3.1 (0.4) 15.6 (0.7) 9.5 (0.4) 
SA-EM 2.8 (0.3) 9.3 (0.6) 6.2 (0.4) 
SA-EM-NPP-1 3.1 (0.4) 9.3 (0.6) 6.3 (0.4) 
SA-EM-NPP-2 2.9 (0.3) 9.2 (0.6) 6.2 (0.4) 

Table II d – Results for the Aurora 2 corpus 

Test Conditions TestA 
STD 19.1 (0.2) 
SA-EM 11.0 (0.2) 
SA-EM-NPP-1 10.4 (0.2) 
SA-EM-NPP-2 10.3 (0.2) 

The results show that the use of NPP to re-modulate the 
BGN and phonemes posterior probabilities can be very 
effective, in particular in the cases where the insertion and 
deletion rate caused by the presence of noise is high. In the 
reported experiments, this is true in particular for Aurora3 
Italian digits, where the pre-plosive pause in geminate 
plosives (in quattro, sette, otto) is filled by noise, causing the 
deletion of the word or its splitting in two wrong words (e.g. 
sette → sei tre). Considering configuration SA-EM-NPP-2,
that is the best in average, the best improvement is obtained 
for Aurora3 Italian (16.9% E.R.), but also for Aurora2 the 
improvement is consistent (6.4%). In other cases, when the 
residual error is mainly due to substitutions, the method has 
no effect, as it works mainly on insertions and deletions. This 
is the case of Aurora3 German. 

5. Conclusions 
In this paper, the integration of a Phonetic expert and a 

Voce/Noise expert has been proposed to improve ASR 
accuracy in noisy environments. The integration is 
implemented by modulating the outputs of the HMM-NN 
Hybrid system with the results of a noise robust Neural VAD.  

Different architectures and features for the neural VAD 
have been tested on several test sets, noisy (Aurora2 and 
Aurora3) and clean (TIMIT). The results are always better 
than the ones obtained with the standard ETSI NoiseEst 
VAD. 

Then, the neural VAD has been used to re-modulate the 
BGN and phonemes likelihoods, in order to reduce the 
problem of insertions/deletions due to the presence of noise. 

Consistent error reductions have been obtained, mainly on 
test cases where this problem is more relevant.  
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