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Abstract
Most binaural hearing aid systems have separate processing for 
each ear. Collaborative processing allows the left and right 
hearing aids to share information and resources. In this paper, 
collaborative processing is used to take advantage of head shadow 
effects to improve Voice Activity Detection (VAD). We emphasize 
here that while a variety of improvements in VAD and speech 
enhancement are possible, contributions have meaning only if the 
advances fit into the framework of the limited computing 
resources available in current hearing aid devices.  
The proposed approach leads to an absolute speech hit rate 
improvement of up to 25% at low SNR in the ear closest to noise 
source. The cost is a lower noise hit rate in the other ear. It is 
however sufficient to ensure proper noise spectrum magnitude 
estimation.  

1. Introduction 
In the last 10 years, Hearing Aid (HA) technology has gone 
through significant changes. The availability of new high 
performance programmable DSP platforms, featuring 
extremely low power consumption, small size and good audio 
quality has resulted in the displacement of analog 
technologies [1], [2]. Digital technology allows far more 
flexibility in sound processing and adaptation to the 
acoustical environment. Limitation in the processing power is 
the main drawback of digital HA. Indeed, to ensure a 
sufficiently long battery life, the number of instructions (or 
computations) per second is limited. Thus, current digital 
haring aid’s DSP have a maximum of 3 to 5 MIPS. This is 
significantly less than what is available in other DSP 
platforms used for other audio processing applications. In the 
future, DSP platforms for hearing aid will feature more MIPS. 
However, until a major breakthrough in battery technology, 
the MIPS increase will be restricted.  
The MIPS limitation directly impacts the complexity of the 
algorithms that can be used for sound processing. Using a 
high MIPS “central unit” connected to the aids by a wireless 
link is a solution. This moves the design challenge to the 
overall system delay (has to be low for lips synchronicity) 
and the wireless link bandwidth which must support bi-
directional audio streaming while keeping the current drain 
low. Such a wireless link is not available presently: for 
example Bluetooth technology requires an order of magnitude 
more power than what is available. Solutions for low band-
width link are now available: they allow the exchange of 
some data between a hearing aid and another DSP based 
device. Acuris™, the new product launched by Siemens last 
fall [3] uses such link to synchronize volume levels, program 
settings etc. in the right and left hearing aids. 
Systems that exchange data obtained within the DSP 
algorithm (as opposed to audio input/output streams) can be 
called “collaborative”. This is illustrated in Figure 1.1 where 
LHA and RHA represent the Left and Right hearing aid. 
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Figure 1.1: Collaborative algorithm concept 

Noise processing is a key feature of modern hearing aid. 
Single-microphone spectral subtraction, available in many 
devices, relies on a noise estimate. The latter can be obtained 
with the help of a Voice Activity Detector (VAD).  
This study applies the concept of collaboration to voice 
activity detection in a binaural hearing aid system. The 
general idea is to implement a VAD in each hearing aid. Once 
each VAD has assessed whether speech is present or not, their 
decision is shared to draw a final conclusion. This conclusion 
is then used in both hearing aids for subsequent processing.  
Multi-channel VAD algorithms have been proposed (see for 
example [4] and [5]). However, they require streaming of the 
input signal and are thus not feasible (high bandwidth link). 
The paper is organized as follows. Sec. 2 briefly reviews the 
principles of spectral subtraction and the related noise 
estimation and VAD issues. Sec. 3 present the log-energy 
based VAD used throughout this study. Sec. 4 details the 
collaboration strategy, presents simulation results and 
discusses performance improvement. Conclusions and 
proposals for further research are given in Sec. 5.  

2. Noise processing in hearing aids 
Noise processing algorithms have been investigated for 
several decades. Multi-microphone algorithms have been 
shown to improve intelligibility in noisy conditions while 
single microphone methods succeed in enhancing the sound 
quality and the listening comfort [6]. Research however is 
still going in and, for example, Arehart et al. was able to show 
an intelligibility improvement with a single microphone 
algorithm [7].  
Approaches based on single-microphone spectral subtraction 
have a sufficiently low complexity and are therefore able to 
run on present hearing aid DSP platforms. Their principles are 
briefly explained hereafter.  

2.1. Single microphone spectral subtraction 

The block diagram of a generic spectral subtraction algorithm 
is shown in Figure 2.1. The problem is to obtain )(ˆ ts , the 
estimate of the speech signal )(ts , from the noisy input signal 

)(tx . To do so, the noise spectrum magnitude ),( lkN  (where 
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k is the band index and l the frame index) is first estimated. 
Using a subtraction rule, the gains ),( lkG  are then computed. 
Finally, the noisy spectrum ),( lkX  is filtered to obtain 

),(ˆ lkS , the estimated clean speech spectrum magnitude. 
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Figure 2.1: Single-microphone noise processing 
The key elements of spectral subtraction are the accuracy of 
the noise estimation and the subtraction rule. Several 
solutions are available for the latter and are based on different 
assumptions and/or optimization criteria [8]. It is generally 
agreed that Ephraim and Malah proposed the best subtraction 
rule since it avoids musical noise even if the background 
noise is non-stationary [9]. 

2.2. Noise estimation 

In most realistic environments, noise is non-stationary and it 
is necessary to frequently adjust the noise estimation. Failure 
to do so results in poor noise reduction.  
Rangachari et al [10] reviews some well-known noise 
estimation techniques that only require the noisy speech 
signal as input. He explains how simple algorithms fail in 
many situations with limited performance gains while more 
complex methods are able to track fast noise changes whilst 
avoiding over-estimation issue. Unfortunately, such 
algorithms are too complex for CPU and/or memory 
resources in current hearing aids. 
Another solution is to rely on a Voice Activity Detector 
(VAD) to identify speech pauses. During such periods, the 
input signal consists of noise only and the estimate can easily 
be updated. The quality of the VAD, defined by its speech 
frame hit rate (hereafter speech hit rate) and noise-only frame 
hit rate (hereafter noise hit rate), drive the overall noise 
reduction performance. Some researchers think that the 
speech hit rate is more critical than the noise hit rate [11]. 
Their reasoning is that a frame with speech wrongly identified 
as noise will lead to disturbing noise artifacts (that particular 
speech “sound” will be removed from all subsequent frames). 
We accept this to be a valid statement and it has been used 
throughout the present study. 
Doclo assessed several types of VAD and concluded that log-
energy based algorithms offer good performance [12]. Van 
Gerven and Xie’s low complexity log-energy based VAD 
[11] is presented in the next section.  

3. Log-energy VAD 
The Van Gerven and Xie’s algorithm [13] is based on the idea 
that the log-energy distribution of noise is easier to model 
than that of speech. This algorithm can be thought as a 
detector of log energy values that do not belong to the 
estimated noise distribution. 
The algorithm works as follows: the noise mean N  and 
noise variance N estimates are always updated during non-
speech periods. They are used to compute the two thresholds 

NT  and sT  as in equations 1 and 2. When the log-energy of 

the noisy signal exceeds sT , a speech frame is detected. When 
the log-energy drops blow NT , a speech pause is detected and 
the estimation of the N  and N  parameters is restarted.  

nnsT  (1) 

nnNT  (2) 

Time constants  and  can be chosen to best fit the degree of 
non-stationarity of the noise. Because the thresholds are adap-
tive, the algorithm can address slowly varying noise levels.  
Van Gerven and Xie did not account for situation where the 
log-energy falls between the two thresholds. A conservative 
solution is to assume that those frames have speech. This is a 
safe approach that results in a higher speech hit rate. The 
draw back is that some noise frames will be missed, resulting 
in a lower noise hit rate. As explained previously (see Sec. 
2.2 in this paper), this is an acceptable scenario. The modified 
algorithm hence only requires the noise threshold.  
The algorithm has been evaluated using 20 ms frames and 

. The speech hit rate (SaS for Speech as Speech) and 
noise hit rate (NaN for Noise as Noise) where measured using 
a database of 96 signals. The latter was obtained by mixing 
six types of noises (recordings of a blender, a car at 55 mph, a 
vacuum cleaner, a dryer and two restaurant settings) with four 
different 14 second long speech recordings (two males, two 
females) at four SNRs (0, 5, 10 and 15 dB).  

Figure 3.1: Log-energy VAD performance 

Simulation results are presented in Figure 3.1. The graph 
shows the averaged (across speech files and noise types) hit 
rates as well as the variances. The speech hit rate (SaS) 
performance clearly decreases with SNR: at 0 dB, only about 
60% of the speech frames are correctly identified. The noise 
hit rate (NaN) on the other hand shows a slight decline as the 
SNR increases. This is a bit surprising but can be explained 
by the procedure used to initialize the noise mean and 
variance which results in artificially high NT  at low SNR. A 
frame is identified as noise if its log energy is smaller than the 
threshold. This means that at low SNR, there are initially less 
“missed” noise frames than at high SNR. However, after 
some time, the missed frames are the same in both cases.  
There certainly are many ways to optimize this VAD 
algorithm and improve its performance. That is however not 
the goal of this research. Indeed, the question addressed here 
is not how to enhance the VAD per se but rather, how can 
collaborative processing improve VAD performance. This is 
considered in the next section. 



4. Collaborative VAD solution 
In a binaural system, because of head shadow effects, one ear 
is likely to have a more favorable SNR than the other ear. An 
example of such a situation is given in the next figure: a noise 
source is located at 60  azimuth on the left side while the 
target speaker is at 0  (front). It follows (see Figure 3.1) that 
the VAD in the “bad ear” (in this case the left ear since it is 
closer to the noise source) has a lower speech hit rate than the 
VAD in the “good ear” (right ear).  

Target speaker 

Noise 
LHA RHA 

Figure 4.1: Schematic acoustic environment with LHA 
for Left HA and RHA for Right HA  

A collaboration strategy is to use the VAD output of the ear 
featuring the best SNR to drive the noise estimation in both 
ears. Such “Best Ear” (BE) approach requires a-priori 
knowledge of the SNR in both ears. Another solution is “OR” 
collaboration (OR) where a system VAD output (Sys_VAD) 
is defined as in Equ. 3 and is used to drive the noise 
estimation algorithm in both ears. L_VAD and R_VAD stand 
for the VAD output of the Left respectively Right hearing aid.  

VADRORVADLVADSys ___  (3) 

Equ. 3 is a conservative solution. Indeed, both VADs must 
agree that a frame contains only noise, for the system to 
assume that it is a noise frame. Such a strategy ensures a 
minimum of missed speech frames.  
It should be noted that a target speaker located in the front (0
azimuth) results in synchronous (same time and thus frame) 
speech wave arrival at both ears. Frame synchronicity is a 
fundamental constraint for the collaboration algorithms to 
work properly. If the target speaker moves to one side, the 
travel path to each ear differs resulting in a delay. This can 
(but not necessarily) lead to loss of frame synchronicity 
provoking collaboration failure at speech onsets/offsets.  

4.1. Simulation results 

The OR and BE collaborative algorithms previously 
described have been simulated using the database presented in 
Sec. 3. The Head Related Transfer Functions (HRTF) 
measured at the MIT Media Lab and available from [14] have 
been used to obtain the necessary spatialization. Compared to 
real life binaural recordings, the obtained database lacks such 
effects as head movements, reverberation etc. 
Plots in the upper part of Figure 4.2 show the average (across 
all noise types and speech files) speech hit rate (SaS, left plot) 
and noise hit rate (NaN, right plot) for the case where the 
noise source is at 60  on the left side of the listener as in 
Figure 4.1. As expected SaS is better for the right ear than the 
left ear. With OR collaboration, the resulting SaS is better 
than that of the “good ear” at low SNR and equal at high 
SNR. It is also much better than that of the “bad ear”. The hit 
rate goes up by and absolute 25% at low SNR and 5% at high 
SNR. The price of this improvement is a decreased noise hit 
rate. The latter becomes smaller than that of the “bad ear” by 
an absolute 10% with little dependence on SNR. This 

behavior directly follows from the decision rule defined by 
Equ. 3. With BE collaboration, the resulting hit rates are 
equivalent to the right ear ones (dotted). The speech hit rate 
improvement is very similar (smaller by about an absolute 
1%) to that obtained with OR collaboration). However, the 
noise hit rate in this case is improved by an absolute 10%. 

Figure 4.2: Hit rate comparison: OR collaboration 
(solid), left ear (dashed) and right ear (dotted)  

For the lower plots of Figure 4.2, the noise source was first on 
the left side for 6 seconds then moved to the right side for 
another 8 seconds. The plots show the hit rates averaged over 
time. The OR collaboration can handle such scenario easily. 
BE collaboration on the other hand, only works if a mean to 
track the best ear is available.  

4.2. Bayesian analysis 

Bayesian decision theory is a statistical approach to the 
problem of classification that takes into account the cost of 
errors. Duda et al. detailed the problem of Bayesian 
classification of independent binary features in the context of 
a two-category problem [15]. In our case, the VAD outputs 
are not independent. Indeed, if one VAD identifies that 
speech is present, the other VAD is likely to do so as well. 
Duda’s development must be modified accordingly and the 
discriminant function )(xg  becomes, 

)(
)(

ln
2
2

ln)1(ln

1
1

ln)1(ln)(

2

1

2

2
2

2

2
2

1

1
1

1

1
1

P
P

q
p

x
q
p

x

q
p

x
q
p

xxg
 (4) 

with  

),|(),|(
)|1()|1(

12221122

211111

xxpqxxpp
xpqxpp

 (5) 

and where 1  is “speech” and 2  “no speech”, )( iP  is the 
a-priori probability of each state i  ( )(1)( 12 PP )
and ix are the left and right VAD outputs.  
If 0)(xg , 1  (speech) is decided, if not, 2  is selected. 
Equ. 4 and 5 assume that there is no cost for a correct 
decision while all errors have an equal unity cost. If the cost 
of wrongly classifying a speech frame as noise is C (C 1), 
Equ. 4 is modified as below. Note that we do not know the 
true value of C. According to [9], C>1 but only listening tests 
could help determine the true value.  

Cxgxg ln)()(  (6) 



We can assess the best collaboration strategy using our 
Bayesian classifier and with ip  and iq  obtained from 
simulations. Results are shown in Table 4.1. In the R 
columns, random a priori probabilities are assumed and the 

)( iP  are set to 0.5. In the A columns, the four database 
inputs signals are used to compute the average probability and 

738.0)( 1P . Several C values are considered. 

SNR R: 5.0)( 1P A: 738.0)( 1P
 C=1 C=2 C=4 C=8 C=1 C=2 C=4 C=8 
15 BE BE BE BE BE BE BE OR 
10 BE BE BE BE BE BE BE OR 
5 BE BE BE OR BE BE OR OR 
0 BE BE OR OR BE OR OR OR 

Table 4.1: Bayesian decision results 
In the R columns, Bayesian analysis favors the BE approach 
in most cases. Simulations showed that if C>20, OR 
collaboration would be chosen for all SNR. In the A columns, 
the BE approach is better except at low SNR for higher C 
values. OR collaboration is chosen for all SNR if C 8.
Clearly, for a given C, the best scenario depends on both the 
SNR and the a priori probability. Table 4.2 shows the range 
of )( 1P  values for which the OR scenario should be used. 

SNR 15 10 5 0 
C=2 0.91 086 0.78 0.68 
C=4 0.84 0.76 0.64 0.51 
C=8 0.72 0.61 0.47 0.35 

Table 4.2: )( 1P range for OR collaboration 

In a practical implementation, assuming SNR and 
)( 1P estimates are available, a look-up table based on Table 

4.2 could be used to select the appropriate scenario.  

5. Conclusions and further research 
Discrimination of frames containing speech from those 
containing only noise is an important function in single 
microphone noise reduction for hearing aids. This can be 
achieved by a VAD. However, discrimination is made more 
difficult at low SNR contributing to reduced overall noise 
reduction performance.  
In the context of a low resources binaural hearing aids 
(limited processing power, memory size and bandwidth in 
wireless link), collaborative processing can be applied to take 
advantage of head shadow effects. One strategy is to use the 
VAD output of the ear featuring the best SNR to drive the 
noise estimation in both ears (BE approach). Another strategy 
is to use both VAD outputs to derive the signal driving the 
noise estimation in both ears (“OR” approach). Any VAD can 
be used and we chose a log-energy algorithm combining low 
complexity and relatively good performance.  
With the OR approach, the speech hit rate in the ear closest to 
noise source is improved from 62% to 87% at low SNR. The 
noise hit rate however does degrade but it is believed that a 
reliable noise spectrum estimate can still be obtained. BE 
collaboration leads to a very similar speech hit rate 
improvement but the noise hit rate is improved from 84% to 
93%. Hence, the two collaboration strategies differ mostly by 
their resulting noise hit rate. 
Bayesian classification can be used choose the collaboration 
strategy that best fits the acoustic environment. Unless the 

cost of error C is fairly high, BE is usually preferred. This can 
be explained by the fact that OR collaboration has only 
marginally better speech hit rate than BE while noise hit rate 
are considerably worsened. However, the error weight 
associated with speech is C while that with noise is 1.  
The above results are encouraging. Nevertheless, to evaluate 
the true benefits of collaborative VAD, further research is 
planned. The algorithm will be applied to real life recordings 
that include reverberation, head movements and other effects. 
It will then be used as a front-end to the Ephraim and Malah’s 
[9] algorithm and listening tests with hearing impaired 
subjects will be performed.  

6. Acknowledgements 
This work was supported by the Swiss National Science 
Foundation under grant PBNE2-106763. The first author 
wishes to thank the R&D team at Starkey for many 
stimulating discussions. 

7. References 
[1] T. Schneider et al., An Ultra Low-power Programmable 

DSP System for Hearing Aids And Other Audio 
Applications, Proc. ICSPAT, Nov. 1999. 

[2] B. Wilson, Digital Signal Processing for Hearing 
Accessibility, IEEE Signal Proc. Mag., 20(5), Sept. 2003. 

[3] http://www.hearing-siemens.com
[4] R. Le Bouquin, ‘Enhancement of Noisy Speech Signals: 

Application to Mobile Radio Communication”, Speech 
Comm., 18, pp 3-19, 1996. 

[5] S. N. Wrigley et al., “Speech and Crosstalk  Detection in 
Multi-Channel Audio”, IEEE Trans. Speech & Audio 
Proc., 13(1), January 2005. 

[6] B. J. C. Moore., Speech Processing for Hearing-
Impaired: Successes, Failures, and Implications for 
Speech Mechanisms, Speech Communication, Vol 41, pp. 
81-91, 2003. 

[7] K. H. Arehart et al, Evaluation of an Auditory Masked 
Threshold Noise Suppression Algorithm in Norma- 
Hearing and Hearing-Impaired Listeners, Speech 
Communication, Vol 40, pp. 575-592, 2003. 

[8] J. Benesty, Y. Huang, Adaptive Signal Processing: 
Chapter 5, Filtering Techniques for Noise Reduction and 
Speech Enhancement, Springer Editions, 2003  

[9] O. Cappe, Elimination of the Musical Noise Phenomenon 
with the Ephraim and Malah Noise Suppressor, IEEE 
Trans. Speech & Audio Proc., 2(2), April 1994.  

[10] S. Rangachari et al, A Noise Estimation Algorithm with 
Rapid Adaptation for Highly Non-Stationary 
Environments, Proc. ICASSP, pp. 17-21, May 2004. 

[11] M. Marzinzik, Noise Reduction Schemes for Digital 
Hearing Aids and Their Use for The Hearing Impaired,
PhD Thesis, Uni. Oldenburg, Germany, 2000 

[12] S Doclo, Multi-microphone noise reduction and 
dereverberation techniques for speech applications, PhD 
Thesis, Katholieke Uni. Leuven, Belgium, May 2003 

[13] S. Van Gerven, Fei Xie, A Comparative Study of Speech 
Detection Methods, Proc. EUROSPEECH, 1997 

[14] http://sound.media.mit.edu/KEMAR.html
[15] R. O. Duda et al., Pattern Classification: Chapter 2: 

Bayesian Decision Theory, Wiley-Interscience, 2000 


