
Data Driven Subword Unit Modeling for Speech Recognition 
and its Application to Interactive Reading Tutors 

Andreas Hagen and Bryan Pellom 

Center for Spoken Language Research 
University of Colorado at Boulder 

{andreash, pellom}@cslr.colorado.edu 

Abstract
This paper proposes a novel token-passing search architecture 
for supporting subword unit based speech recognition and a 
corresponding algorithm based on the well-known LZW text 
compression method to determine a vocabulary of subword 
units in an unsupervised manner. We compare our subword 
unit selection algorithm to an existing approach based on 
Minimum Description Length (MDL) modeling and also 
syllable representations for English.  Our approach is shown to 
offer units which share properties similar to syllables, but are 
determined in a language-independent and data-driven 
manner.  Using our novel token passing architecture which 
combines both word-level and subword unit representations, 
we applied the proposed framework to the problem of oral 
reading tracking within an interactive literacy tutor for 
children. The proposed architecture is shown to provide 
advantages over whole-word based speech recognition for the 
problem of recognizing and detecting oral reading events. 

1. Introduction
Recent research has shown that speech recognition can play an 
effective role in systems designed to improve student 
achievement in tasks such as reading [1,2,3]. In CMU’s
Project LISTEN reading tutor, for example, the system 
operates by prompting children to read individual sentences 
out loud. The tutor listens to the child using speech 
recognition and extracts features that can be used to detect oral 
reading miscues and provide appropriate feedback [4,5]. 

In each of these previous works, and including our own 
earlier work in [6,7,8] related to the Colorado Literacy Tutor 
project, the output words from the speech recognizer are used 
to provide key information needed to track the child’s 
progress while reading.  The confidence tagged word output is 
also used to provide information necessary to determine oral 
reading miscues (e.g., substitutions, deletions, and insertions 
of words).  In [6], for example, we demonstrated that a speech 
recognition word error rate of 8% can be achieved during an 
oral reading task where children in grades 3 through 5 were 
asked to read a book out loud.  We point out that while word-
based speech recognition output provides a conceptually 
simple framework for reading tracking, such systems offer 
very limited capabilities to detect and model events such as 
the sounding out of words by children or other oral reading 
miscues that can often occur during oral reading by early 
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literate children. For example, consider the sentence, “It wa-
was the first day of sum- … -mer summer vacation”.

In this paper we extend upon our earlier work by 
proposing a new architecture for improved and efficient 
modeling of subword sequences during speech recognition in 
order to provide a framework by which oral reading events 
can be analyzed, assessed and detected. Specifically we 
describe a subword selection algorithm based on the LZW text 
compression algorithm and compare it to an existing MDL 
based approach described in [10]. Both approaches are purely 
data driven and are language-independent.  Based on a 
detailed analysis of the resulting subword units, we 
demonstrate that the proposed subword selection method 
results in units which share properties similar to that of 
syllables.  The final speech recognition framework which is 
able to recognize both whole-words and subword unit 
sequences is shown to offer promise for use in applications 
such as automated reading tutors for children. 

2. Why Represent Words as Subword Units? 
Previous work has considered several methods for the design 
of subword lexical units for recognition of speech in 
languages such as Turkish and Finnish [9,10]. This work has 
largely been motivated by the need to to generate 
representations which deal with language-specific 
morphology and to construct reasonable sized speech 
recognition vocabularies (e.g., the whole-word vocabulary in 
Finnish is almost infinite).   By subword units we focus on the 
splitting of words into phonetic chunks.  For example, the 
word “destination” might be constructed from its subword 
pieces “(des)(ti)(na)(tion)” with corresponding subword 
phonetic sequences “(d eh s)(t ax)(n ey)(sh ax n)”.   In this 
paper, we distinguish between word-initial, word-medial, and 
word-final subword units.  This allows us to recover resulting 
word-sequences from the subword unit speech recognition 
system more easily. 

While the appropriate selection and optimality of 
subword units is still a subject of considerable debate, the 
subword unit selection algorithm presented in this paper aims 
at splitting words into sequences of phonetic units that occur 
most frequently in the lexicon under investigation. Our 
methodology is to perform the splitting in a data-driven and 
unsupervised manner.  Clearly this representation has distinct 
advantages for representing speech from young children who 
are early (and often times disfluent) readers. 

3. Efficient Recognition of Subword Units 
Many state of the art large vocabulary speech recognition 
systems compactly and efficiently represent the search space 
by representing the word lexicon in the form of a prefix tree 
[11]. In this framework, each word in the vocabulary is 
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inserted into a tree structure such that similar word-initial 
phonetic contexts are merged at the root node.  The leaves of 
the tree are typically tagged with the word identity and each 
word pronunciation is encoded as a unique leaf in the tree.  
Using this representation, a Viterbi based search can be 
performed using the token-passing algorithm described in [12] 
to obtain a sequence of recognized words.

One inherent drawback of the single tree representation 
lies in the difficulty of representing partial word and other oral 
disfluencies which can occur in conversational or spontaneous 
speech.   We therefore propose to extend on the notion of a 
single lexical prefix tree by considering an architecture in 
which N lexical trees (where N=3) are connected in series and 
the original tree containing words in parallel, as shown in 
Figure 1. Therefore the system evolves into a hybrid system 
that is able to recognize both subword and word-level units.

Figure 1: Proposed token flow-graph. 

In the proposed architecture, each lexical tree is used to 
encode a set of phonetic sequences corresponding to each 
subword unit.  Using the token passing paradigm, tokens flow 
into the initial subword unit lexical tree modeling the 
beginning part of a word.  Tokens propagate out of this 
network into Tree 2, which is used to model phonetic 
sequences from word medial positions.  Finally tokens can 
pass from Tree 2 into Tree 3 in order to represent word-final 
phonetic sequences.  The architecture allows for looping 
within Trees 1 and 2 to account for repeated instances of 
partial words as well as looping within Tree 2 to account for 
words which are modeled with a variable number of word-
medial units.  While this type of architecture may seem 
cumbersome, search within such a network is made efficient 
due to the inherent ability to apply pruning and transitional 
constraints at the entry and exit points of each connected 
lexical tree as well as by applying transition costs estimated as 
subword unit n-gram probabilities.  

During recognition, a frame synchronous Viterbi beam-
search is applied using the token-passing method [12]. As 
each frame is processed, tokens exiting each tree are inserted 
into a single word/subword event lattice. This lattice can be 
processed to decode both a word sequence and, in some cases, 
sequences of partial word events.  In this paper, the final unit 
sequence is simply determined from the maximum likelihood 
path. It should be noted that the lexical trees are designed to 
account for cross-unit triphone modeling during search.  A 
more detailed description of this architecture and its relation to 
WFST based approaches has been described in [13]. 

4. Data-Driven Subword Unit Selection 
In this paper we propose a new algorithm for automatically 
determining a set of subword units given an input 
pronunciation lexicon consisting of words and phoneme 
sequences.  First we describe an existing approach proposed in 
[10] based on the MDL algorithm and next provide details of 
the proposed LZW-based method. 

4.1. MDL-Based Subword Unit Selection 

In [10] the authors introduce a subword unit selection 
algorithm for Finnish which intends to find units, named 
morphs, in a purely data driven manner by optimizing a cost 
function representing the minimum description length of the 
encoded text as well as the resulting lexicon. This work was 
later extended to the Turkish language in [9]. The authors’ 
goal is to minimize the entropy of the encoded text consisting 
of morphs and at the same time the number of bits required to 
store the codebook holding all discovered morphs. Therefore 
the cost function to be minimized is: 

types
i
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where a token represents a morph mi in the encoded text 
sequence, all morphs in the codebook are called types, k
specifies the number of bits needed to code a character, p(mi)
is the probability of mi occurring in the text, and l(mi) is the 
length of mi in characters or phonemes, as it will be used in 
our case. The search for the optimal word segmentations is 
done recursively. The whole word is added as a morph to the 
codebook first and the cost function is evaluated, also every 
possible split of the word into to segments is evaluated, the 
best option is chosen and this process is repeated on the two 
segments until no further split is beneficial. Each time a word 
is analyzed it is first removed from the data structures such 
that a newly arisen split configuration can possibly be found. 
After every certain number of processed words the algorithm 
temporarily stops reading new words and loops over all 
already processed words trying to find a better segmentation 
which might have not been found earlier due to the earlier 
limited codebook size that is steadily increasing.  

4.2. Proposed LZW-Based Subword Unit Selection 

Our subword unit selection algorithm also aims at splitting 
words into sequences of phonetic units that occur most 
frequently in the lexicon under investigation. The 
methodology is to perform the splitting in a data-driven and 
unsupervised manner. The derivation of the units in this paper 
is accomplished using a variation of the LZW text 
compression algorithm. This algorithm essentially determines 
frequent symbol sequences that can code a text sequence in a 
space-efficient manner. During unit selection only the 
encoding step is needed. A lexicon containing words and their 
respective pronunciations is fed to the LZW encoder. The 
algorithm creates a table of frequent units found from the 
phoneme sequences of each word in the lexicon. In order to 
facilitate the association of recognized subword units to 
whole-word sequences, we additionally mark candidate 
phoneme sequences (i.e., our subword units) as occurring at 
the beginning, middle, or end of a word. 

The LZW encoding algorithm is slightly changed in our 
implementation. In the standard algorithm, after the input 
lexicon has been processed, the table contains units with 



various phoneme sequence lengths and word positions. In our 
application there exist different tables for different phoneme 
sequence lengths as well as for initial, medial, and end of 
word units. In addition to this multi-table implementation, we 
also record how often each phoneme string is looked up in the 
encoding tables. With this book keeping functionality it is 
possible to retrieve counts of how frequently a certain 
phoneme pattern occurs in a lexicon and therefore gives an 
indication of how likely it is to correspond to a reasonable 
subword unit. We restrict the bookkeeping to a maximum unit 
length of 4 phonemes. 

Having these tables and the frequency counts it is 
possible to search through a phoneme sequence representing 
the pronunciation for a word and identify all possible split 
points. The tables, which are dependent on the number of 
phonemes and the units’ position within the original word, are 
sorted by the count information. The higher the count, the 
higher in the list the corresponding unit will occur. The 
relative position of each subword unit in the list is an 
indication of how likely the unit represents a reasonable 
subword unit. We stress that the further use of the relative 
position for each unit in each table and the presence of 
multiple tables, dependent on unit length and within-word 
position, ensure the independence of the units’ absolute 
frequencies of occurrence. Taking the absolute number would 
result in a preference for smaller units, ultimately phonemes, 
since these patterns occur most often. Therefore tables holding 
units with only a certain length and taking the relative rank of 
a unit in its table as its score enable the discovery of even 
longer often-occurring phoneme patterns. 

To split a word into subword units all possible subword 
sequences must be considered. For each of these paths a score 
is computed by averaging over the relative positions of the 
path’s units in their corresponding lists. The path with the best 
score is chosen to represent the final unit sequence. To 
illustrate, let a word have the phoneme sequence p1… pn.
There might be several possible unit sequences that result in 
the desired phoneme sequence when concatenated. The 
candidate unit sequences are denoted as 

iimii uuu 21 , . The 

score for each unit sequence i is given by: 
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where )( ijuRP  denotes the relative position of unit iju in its 

LZW-table. The unit sequence with the best average score 
represents the highest average position among all considered 
units and is therefore selected.   

4.3. Example Subword Unit Representations 

For experimentation we estimated subword units using a 
lexicon extracted from a typical 64k-word vocabulary for the 
U.S. English Broadcast News Domain.  For our lexicon 
containing 74k entries (64k + alternatives), the LZW method 
discovered 17,793 position dependent units, the MDL 
algorithm 24,670.  In comparison, the freely available NIST 
tool for U.S. English syllabification results in 17,305 syllable-
sized units. Leaving the position within the word (initial, 
medial, final) out of consideration the unit counts change to 
14,529, 15,569, and 12,286 for LZW, MDL, and syllables, 
respectively.  Example split points for words are shown in 
Table 1 for both the MDL and LZW algorithm. 

LZW (ae kd t) (ix ng) ACTING MDL (ae kd t ix ng) 
LZW (eh n iy) (w ax n) ANYONE MDL (eh n iy) (w ax n) 
LZW (ax s t) (aa n) (ix sh) (ix ng) ASTONISHING MDL (ax s t aa n ix sh) (ix ng) 
LZW (b ax) (l iy v) BELIEVE MDL (b ax l iy v) 
LZW (k eh r iy) (ix ng) CARRYING MDL (k eh r) (iy ix ng) 

Table 1: Word and corresponding subword units. 

5. Evaluation
Clearly Table 1 suggests that there are some similarities and 
differences between the MDL and LZW-based algorithm.  In 
the next sections we compare the statistical properties of each 
set of subword units with respect to syllables.  Finally we 
evaluate the methods within the context of an interactive 
literacy tutor for children. 

5.1. Statistical Analysis 

Unit Length Distribution: Table 2 provides a comparison of 
the MDL, LZW, and NIST Syllabification software output in 
terms of the mean and standard deviation of subword unit 
length (computed based on phoneme count).   We can see 
from Table 2 that the proposed LZW method produces units 
which are closer in size distribution to syllables.  

MDL LZW Syllables 
4.52 / 1.82 3.29 / 0.72 3.52 / 0.87 

Table 2: Mean number of phonemes and standard 
deviation ( / ) for the different sets of units.

Histogram Analysis: We have computed the unit length 
histogram for each of the methods described earlier (MDL, 
LZW, and syllables). Figure 2 shows the histograms. It can be 
seen that LZW and syllables again show very similar 
properties.

Figure 2: Histograms for the unit sets found by MDL, 
LZW, and the NIST syllabification tool. 
We use the Chi-square (“Goodness of Fit”) test to measure the 
distance between histograms. The distance is given by: 

LENi
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where p and h each denote a histogram and LEN denotes the 
set of relevant unit lengths. Based on this analysis we found 
the goodness of fit between MDL and syllables to be 0.44 
compared to 0.25 for the proposed LZW and syllable units.  



The LZW method therefore provides units which share more 
similar length distribution with that of syllables. 

Unit to Syllable Correlation: Another indication how close 
LZW or MDL based units are to syllables is the fraction of 
discovered units per word that actually appear as a syllable 
when using the NIST syllabification tool. The analysis is 
performed as follows. A word is segmented into units by LZW 
and MDL, and into syllables by the NIST tool. The NIST tool 
outputs at least one syllabification, sometimes even three or 
more alternatives. For a word it is checked for each unit found 
by one of the data driven methods if it appears as a syllable for 
that word in the NIST tool’s output. The evaluation using the 
Broadcast News lexicon shows that in average 74% of the 
units discovered by the LZW based method occur as syllables 
compared to only 41% for the MDL based method. Therefore 
in addition to the statistical similarity seen in earlier sections, 
also the phonemic similarity between LZW’s units and 
syllables is significant. 

5.2. Children’s Speech Recognition Evaluation 

The proposed architecture was further evaluated in the 
framework of an interactive literacy tutor.  Here, speech 
recognition can be used for reading tracking and for detecting 
oral reading miscues made by early literate children (e.g., 
false starts, sounding out of words, speaking the wrong word, 
pronouncing a word incorrectly, etc).  For this experiment we 
used speech data and associated transcriptions from 106 
children in grades 3 through 5 who were asked to read one of 
ten stories out loud [7].  For experimentation, we used a 
modified version of the University of Colorado SONIC speech 
recognition system which implements the proposed 
architecture described in Sect. 3.  The recognizer’s acoustic 
models were trained on 46 hours of data from children in 
grades K through 9 extracted from the CU Read and Prompted 
speech corpus [7] and the OGI Kids’ speech corpus [14]. 
During oral reading, the speech recognizer models the story 
text using statistical n-gram language models.  In [8] the 
whole-word based system was shown to have a first-pass word 
error rate (WER) of 9.4% and an overall word error rate of 
8.0% after speaker-adaptation using the children’s test corpus. 

Recently in [13] we have compared our baseline whole-
word system and proposed hybrid system based on WER and 
real-time speed.  That study demonstrated that WER could be 
slightly reduced without loss in real-time performance needed 
for interaction.  Furthermore, the hybrid recognition 
architecture was shown to facilitate detection of partially read 
words during oral reading by children. The partial word 
detection system looks for cases where a word consisting of 
subword units was not completed in the recognizer’s 
hypothesis. The hypothesis containing subword units is 
transformed into a word sequence, where potentially partial 
words are marked. By aligning the hypothesis against the 
transcript the correct partial word detections and false alarms 
can be identified. Table 3 shows the partial word detection 
rate and false alarm rates for the different sets of subword 
units.  It can be seen that the use of syllables or LZW units 
causes higher detection rates than the use of MDL units. The 
LZW based system is able to detect almost 17% of partially 
read words, while the MDL based system only detects 13.6 %.  

Method MDL LZW Syllables 
Detection Rate 13.6% 16.8% 15.4% 

False Alarm Rate 0.24% 0.34% 0.38% 
Table 3: Detection rates and false alarm rates of partial 
words using LZW, MDL, and syllables. 

6. Conclusion
We introduced a new LZW based subword unit segmentation 
algorithm and provided an initial comparison with MDL and 
syllable based systems in terms of both statistical properties 
and partial word detection performance as used within an 
interactive literacy tutor for children. The proposed language-
independent and data-driven method based on the LZW 
algorithm was shown to produce units which correspond very 
closely to syllables. Beyond this analysis, units derived from 
the LZW technique, when used in a read aloud speech 
recognition task, are able to detect 23% relative more partially 
read words compared to units produced using the MDL 
technique.   Recently the Colorado Literacy Tutor project has 
been extended to the Spanish, Finnish, and Italian languages 
for children’s speech recognition.  In the future we plan to 
assess the proposed framework as a means for multilingual 
recognition within the context of interactive reading tutors. 
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