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Abstract

Context dependent modelling is known to improve
recognition performance for automatic speech recogni-
tion. One of the major limitations, especially of ap-
proaches based on Decision Trees, is that the questions
that guide the search for effective contexts must be known
in advance. However, the variation in the speech signals
is caused by multiple factors, not all of which may be
known during the training procedure. State tying meth-
ods, on the other hand, are strictly local, and therefore
do not allow to reap the benefits of variation that spans
longer length units such as syllables. In this paper, we
present an approach that does not require prior knowl-
edge and that still can find the most important variants
of speech units of arbitrary length. The method is based
on clustering the multi-dimensional dynamic trajectories
corresponding to speech units. Thus, we define multipath
model topologies based on automatically derived clusters
of dynamic trajectories (Trajectory Clustering based hid-
den Markov models, TCHMMs). In this paper we com-
pare the clusters obtained with Trajectory Clustering and
knowledge based context dependent Head and Tail mod-
els in a Head-Body-Tail model (HBT) connected digits
recognition task. Our results show that TCHMMs out-
perform conventional HBT models significantly.

1. Introduction

During the last decades, it has been repeatedly shown
that modelling pronunciation variation based on a priori
knowledge can significantly improve the performance of
automatic speech recognition (ASR). Context dependent
modelling, such as Decision Tree based triphone mod-
els for continuous speech recognition and Head-Body-
Tail (HBT) models [1] for digit recognition, are exam-
ples in which phonetic knowledge about the immediate
left and/or right neighbouring acoustic unit is used to de-
cide which context dependent models are most promis-
ing. Compared to increasing the number of Gaussians in
context independent models, using multiple independent
HMMs reduces the risk that the most likely path during
recognition results from a sequence Gaussians that are
very implausible from a physical point of view [2].

It is known that the variation in speech signals is
caused by a mixture of multiple factors. Beside phonetic
context, important factors for pronunciation variation are
gender, dialect, speaking rate, environment, etc. Head-
Body-Tail (HBT) models for connected digit recognition

assume that linguistic context is by far the most important
source of variation. However, it may well be that in actual
practice other sources are more important than the iden-
tity of the neighboring digits. Therefore, relying exclu-
sively on digit context may not be the most efficient cri-
terion for training eleven Head and Tail models for each
digit. If we could infer the most salient types of varia-
tion directly from the speech recordings, we could gain
the benefit of models that account for the most important
variation in the data.

Moreover, recent pronunciation variation research
has shown that the variation is more appropriately de-
scribed at the level of the syllable than at the level of
phone [3]. It has been reported that longer length acoustic
models, such as models representing syllables or words,
can lead to substantial gains in recognition accuracy [4].
In our work, it is our ultimate goal to model salient
pronunciation variants for longer length units. To this
aim, we study methods for automatic clustering of longer
length speech units into classes with minimal within-
class and maximal between-class variation.

The variable length of speech units such as words or
syllables, but also Heads, Bodies and Tails in digits, pre-
vents direct application of traditional clustering methods
developed for fixed dimensional vectors. To tackle this
problem, a number of methods have been proposed. [5]
demonstrated a clustering method for connected digits in
which the training tokens were clustered based on a Dy-
namic Programming approach. In [6], the speech tokens
were converted into fixed dimensional vectors by com-
puting the average distance from the tokens to the corre-
sponding states of previously trained HMMs, after which
a K-means algorithm was applied to cluster these charac-
teristic vectors.

In this paper, we report on a novel probabilistic clus-
tering algorithm (i.e., Trajectory Clustering) in which the
distance of dynamically varying speech units (such as
Heads and Tails in connected digits) to a continuous poly-
nomial function along time is defined within the Mixture
of Regression Model framework [7]. Using the result-
ing clusters, we create multiple representations of these
speech units in the form of several HMMs in parallel.
In this paper, we first investigate to what extent 11 clus-
ters derived by Trajectory Clustering correspond to the
11 possible digit contexts (10 digits plus silence). We
then proceed to investigate whether automatically derived
clusters yield an improved recognition performance rela-
tive to conventional HBT models that use digit context as
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the only decision criterion for training 11 Head and Tail
models for the ten digits.

2. Method and Material

The experiments described in this paper were carried out
on a connected Dutch digit recognition task. In the fol-
lowing subsections we describe the type of speech mate-
rial, the feature extraction method, and the details of the
design of the experiments.

2.1. Speech Material

The speech material for our experiments was taken from
the Dutch POLYPHONE corpus [9], the Dutch SESP cor-
pus [10] and the CASIMIR corpus. For each of the three
corpora, speech was recorded over the public switched
telephone network in the Netherlands from a primary
rate ISDN telephone connection. Among other things,
the speakers were asked to read several connected digit
strings. The number of digits in a string varied between 1
to 14. For training we used a set of 9,753 strings contain-
ing 61,592 digits. Care was taken to balance the training
material with respect to:

(1) an equal number of male and female speakers,

(2) an equal number of speakers from each of the 12
provinces in the Netherlands (for the selection from
POLYPHONE), and

(3) an equal number of tokens per digit.

All models were evaluated with an independent set of
10,000 test utterances comprising 76,604 digits. The in-
dependent test set was balanced according to the same
criteria as the training material. None of the utterances
used for training or testing had a high background noise
level.

2.2. Acoustic Feature Extraction

We computed 16 Mel-frequency log-energy coefficients
using a 25 ms Hamming window shifted with 10 ms
steps and a pre-emphasis factor of 0.98. Based on a Fast
Fourier Transform, 16 filter band energy values were cal-
culated, with the filter bands triangularly shaped and uni-
formly distributed on a Mel-frequency scale. In addi-
tion, we also computed the total log-energy values for
each frame. These signal processing steps were per-
formed using HTK3.1. Next, Mel-frequency cepstra were
computed from the raw Mel-frequency log-energy coef-
ficients using the DCT. Channel normalization was done
by means of cepstrum mean subtraction over the entire
utterance. Finally, we computed the first and second
order time derivatives and added these to the 12 chan-
nel normalized Mel-frequency cepstral coefficients. To-
gether with log-energy and first and second order delta
log-energy we obtained 39 dimensional transformed fea-
ture vectors.

2.3. Trajectory Clustering

The approach to Trajectory Clustering and our implemen-
tation of the clustering procedure have been described in
detail in [8]. Our implementation uses the EM algorithm
to find the optimal combination of base trajectories and
assignment of training tokens to one of the clusters de-
fined by the base trajectories. It appeared that the EM al-
gorithm is extremely sensitive to the initial value for the
model parameters. We tackled this problem by means of
a procedure in which the number of clusters is increased
incrementally until we reach the required number of clus-
ters. Only the 12 cepstrum coefficients were used in the
clustering procedure, because the dynamic changes of the
coefficients over time is already taken into account by the
fact that complete trajectories are clustered, not just equal
length vectors.

2.4. Experiment Design

In Head-Body-Tail models for connected digits each digit
word is split up into three parts. The middle part of the
word – the body – is assumed to be context-independent.
The first part – the head – and the last part – the tail –
are dependent of the previous and subsequent digit (or
silence), respectively. Thus, for each digit one context
independent body model and 11 context dependent head
and tail models are trained. In our experiments the head
and tail models consisted of three states, whereas the
number of states in body models was based on the mean
duration of the digit as observed in the train corpus. In ad-
dition to digit models, one silence and one noise model,
both consisting of 3 states, were built. All the HMM
paths have the standard left-to-right no-skip topology.

To investigate whether the left digit context (for the
heads) and the right digit context (for the tails) represent
the most efficient criteria for deciding which models to
include in a HBT system, we also clustered the heads
and the tails of all digits in the training corpus into 11
clusters for each head and tail. To that end the training
corpus was segmented into head, body and tail segments
by means of forced alignment with a baseline HBT rec-
ognizer. We then compared the clusters obtained from
Trajectory Clustering with the knowledge based clusters.
Obviously, this comparison must be performed for the
heads and tails separately.

To investigate the contribution that Trajectory Clus-
tering can make to the performance of HBT models we
have clustered the training tokens incrementally into a
maximum of 32 clusters. Based on the clustering results,
we have built a set of TCHMMs systems with 2, 4, 8, 16
and 32 parallel HMMs paths for each head and tail. In ad-
dition, an 11-path TCHMM system was also trained, that
has the same number of parameters as the corresponding
conventional HBT system. All head and tail models con-
sisted of three states without skips.

All the previously mentioned models were trained
and evaluated using HTK 3.1. In training, the number of
Gaussian mixtures in each state varied from 1 to 32. For
each HMM path, 10 iterations of Baum-Welch estimation
and 8 cycles of embedded reestimation were performed



after each split of Gaussian mixtures. During recognition,
the recognition performance of the models with 1, 2, 4,
8, 16 and 32 Gaussian mixtures per state were evaluated.

3. Experimental Results
3.1. Clustering Analysis

In this section, we first present the analysis of the as-
sociation between the linguistic context and the clusters
obtained with Trajectory Clustering. Since there is no
formal procedure for comparing 20 sets of 11 way asso-
ciations, we opt for a verbal description of the results,
illustrated by means of a graphical representation of the
results for one of the 20 cases (cf. Figs. 1 and 2). Visual
inspection of the results confirmed that the example case
is representative for all other cases. In these figures the
11 rows correspond to the 11 different linguistic context,
and the 11 columns correspond to the 11 TC clusters. The
proportion of tokens shared by one context and one clus-
ter is reflected by the degree of blackness of the cells,
as indicated in the leftmost column. The first conclusion
that must be drawn from the figures is that most of the 11
TC clusters contain either data from male or from female
speakers. This is not very surprising; the exact same re-
sult was already found in [8]. Thus, when it is left to the
data to tell which factor accounts for most of the varia-
tion, the obvious gender distinction is returned. Although
this is not exactly true, the pictures for the male and fe-
male data tend to be mirror images. Since there is no nat-
ural ordering of the TC clusters (nor of the digit words,
for that matter) the mirror image has been enhanced by
the ordering of the TC clusters. However, the TC clusters
also reflect variation related to linguistic context. From
Fig. 1, we can see that the Tails of the digit /nul/ fol-
lowed by the digit /een/ (one) are likely to be clustered
into Cluster 1 (for both males and females). A large num-
ber of speech tokens followed by the digits /vier/ (four)
and /vijf/ (five) are clustered into Cluster 3 for the females
and cluster 10 for the male speakers. It is tempting to ex-
plain this by referring to the fact that these digits share
the same initial sound /v/. It can also be seen that the to-
kens followed by a vowel tend to be clustered into other
groups than the tokens followed by a consonant. Thus it
appears that the variation in speech signal modelled by
TC clusters derives from a mix of different sources.

3.2. Speech Recognition Using TCHMMs

First, we compared the digit recognition performance of a
set of TCHMMs with different numbers of separate paths.
The best recognition accuracy for systems with 2, 4, 8,
11, 16 and 32 separate paths are shown in Fig. 3. From
this Figure we see that the WERs decrease significantly
with an increasing number of separate paths from 2 to 11.
This shows that trajectory clustering is effective in uncov-
ering important variation in the speech signal and conse-
quently leads to more accurate models. When the number
of parallel paths – and thus the number of states and mix-
ture components – exceeds 11, recognition performance
decreases. Most probably, this is due to insufficient data
to train (some of) the models. This suggests that the avail-

Figure 1: Association between context dependency (row)
and trajectory clusters (column) for the female speech
samples belonging to the Tail part of Dutch digit /nul/.

Figure 2: Association between context dependency (row)
and trajectory clusters (column) for the male speech sam-
ples belonging to the Tail part of Dutch digit /nul/.

able training data might not be sufficient to build 11 con-
text dependent models for each Head and Tail, separately
for male and female speakers.

The comparison of the recognition performance of 11
paths TCHMMs and conventional HBT models is shown
in Fig. 4. In this figure, the WER is presented as a func-
tion of the total number of Gaussian mixtures per system.
The vertical bars represent the 95% confidence interval
of the measurements. From Fig. 4, we see that by apply-
ing TCHMM, we obtained a minimum word error rate of
1.60% for the recognition of digits strings, compared to
a minimum word error rate of 1.71% for the HBT model.
The improvement is significant. Moreover, it can be seen
from Fig. 4 that with only one Gaussian in each HMM
state, the TCHMM outperforms the HBT by a large mar-
gin. This shows that the clusters derived from trajectory
clustering are more compact than those derived from lin-
guistic context.
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Figure 3: Digit recognition results for TCHMMs with dif-
ferent number of separate paths.

0 0.5 1 1.5 2 2.5

x 10
4

1.5

2

2.5

3

3.5

4

4.5

5

Total number of Guassian densitiesper set of models

W
or

d 
E

rr
or

 R
at

e 
(%

)

Context Dependent HBT Model
11−Paths TCHMMs

Figure 4: Digit recognition results comparing HBT and
11-paths TCHMMs.

3.3. Context or Data

While TCHMMs outperform conventional HBT models
in our experiments, it is only fair to say that we might
have obtained better results with conventional models if
we had adapted the lexicon and language model to re-
flect the context dependency of the Heads and Tails. With
TCHMMs it is not evident how clusters could be related
to the language model. However, HBT models are lim-
ited to small vocabulary tasks like digit recognition. In
tasks with a larger vocabulary it is no longer feasible to
use linguistic context as a citerion to define likely pronun-
ciation variants. Therefore, we think that TCHMMs are a
viable approach for discovering pronunciation variants in
longer length units that can be applied in large vocabulary
continuous speech recognition.

4. Conclusion

In this paper, a new approach TCHMM was investigated
for automatic clustering of training tokens to define mul-

tipath HMM topologies. A number of comparison exper-
iments were carried out to test the effectiveness of pro-
posed TCHMM. Results indicate that the clusters found
by TCHMM are a mix of multiple types of variation.
For a connected digit recognition task, a significant im-
provement in word level accuracy is achieved by 11 paths
TCHMMs over context dependent HBT models.
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