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Abstract

The use of menu based speech recognition in which callers
get the desired information or are routed to the right 
department is limited by the a-priori knowledge of these
menus by the callers. Automatic speech recognition has 
always been promoted as superior to classic DTMF-IVR
(push 1 for John, 2 for ..) because it is faster and more user
friendly. Instead of listening to endless menu options and 
pushing the corresponding key(s), a user may just say the 
desired item. This works fine but the problem is that often 
people do not know what to say.
Classification based on the results of mostly imperfect speech
recognition of open questions may help to overcome this
deadlock. In situations were the caller can explain his/her
problem but does not know were to address it too, this 
approach may be very useful. Moreover, classification of 
incoming calls can be used to generate automatically
management reports about what time people spoke about 
which subject. 
In this paper we will discuss the design and the results of the 
first pilot implementation of a speech recogniser in an
Information Retrieval (IR) system at an assurance company.
Incoming calls are recognised and matched with previous, 
already classified calls. The labels of these classified calls are 
used to calculate a label (i.e. class) for this new call. 

1. Introduction

With the coming-on-age of speech recognition it becomes
clear that, despite of the increasing quality of speech 
recognition engines, many telephony services are not suitable 
for a classic, IVR-mimicking approach. Classic IVR services
where people “communicated” with a computer via the
pressing of buttons (DTMF), is limited by the number of keys
and the length of the read aloud menus. The first services 
based on word-based speech recognition (some 15 years ago)
were mimicking these DTMF-services: instead of pressing a
button, a user had to say the item. Phrase based recognition in 
which callers could address more than one item at the time
(“give me John on his mobile”) by saying it in a more or less
natural way was again a big step forward. Word and phrase
based recognition strongly increased the number of possible
telephony services but did not change the type of services. 
Callers still should know a-priori the item to address. In
popular services like train table information or stock-buying
services this approach works well because the caller knows 
what he/she wants to ask: the solution is known, but the
parameters have to be filled-in. For this reason we call this 
“solution based” services.

However, when the caller has a problem and does not 
know where to turn to, these “solution based” services do not 
work: the caller simply does not know which menu to select. 

Some years ago, AT&T presented their “How May I Help 
You” (HMIHY) approach [1] in which callers were invited by
a leading prompt to express their problem. Classification
based on the result of automatically recognised utterances 
was used to re-route the call to an appropriate agent or, when
necessary, to ask additional questions when more information
was needed. 

Before we discuss the classification methods used, we
will shortly describe the collection of the speech data, the
transcription, the implementation of the speech recognition
engine, and the normalisation of both transcriptions and 
recognition results. 

2. Data

2.1. Collection

A similar experiment has been done for a Dutch assurance 
company. The experiment differs however from the original 
HMIHY system because no leading prompts were used, and
there was no interaction between the computer and the caller:
the system was placed in parallel with the call centre agents
and did not interfere in the conversation. Callers were not 
aware of the fact that their conversation was recorded and 
(offline) labelled. As a result (see fig 1.), some conversations 
were really long (more then 1 minute). 

2.2. Transcription

In a four weeks period, 837 more or less useful conversations 
were recorded (60% female, 40% male). In total, 6 different 
call centre agents answered the recorded calls. The recordings
were fully transcribed and aligned on word level by students 
and classified (4 broad and 77 narrow classes) by the 
experienced call centre agents of the company.

0

5

10

15

20

25

0 50 100 150 200 250 300
number of words

Fig. 1: Distribution of number of words per utterance. The
average number of words per call was 54.3

for both male and female speakers. 
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As expected, the lack of a leading prompt did result in 
completely free conversations with durations of 5 to 70 
seconds (  8 to 272 words). 

All names (of family, company, city, medicines,
insurance policies and diseases) were tagged. The database 
(47K words) contained a total of 4011 unique words. Without 
the names as mentioned above, it reduced to 2734. The
number of words that was uttered only once was 1372.

3. Speech recognition 

Speech recognition was done with the SpeechMagic engine of 
Philips. We used the standard telephony acoustic model
without any adaptation. The language model was created with 
the words of the training set (520 utterances), replenished 
with documents of the 400M Twente News Corpus. The total
dictionary size was 10K.

300 utterances were used for testing. The OOV-rate on 
the set of 10K words was 4.5%. If only the words of the 
training set were used, the OOV-rate increased to 6.7%,
indicating that the various utterances did not differ much from 
each other. In fact, most of the OOV-words were money
amounts and long compounds like “homeopatievergoeding” 
[=allowance of homeopathy] and occurred only once in all the 
utterances.

In spite of the low OOV-rate, word error rate (WER) was 
disappointingly high (62%): in neither of the runs it was 
below 50%. Probably this is partly caused by the very un-
grammatical speech (compared with news broadcast
documentaries and even normal phone conversations). It is 
obviously that many people clearly start thinking how to 
explain there question or problem once they get an agent on
the phone. Moreover, most people start with a polite 
introduction of themselves: “Good morning, with
forename+family-name, I have a question”. A leading prompt
is probably indispensable in order to structure the 
conversation at least a bit. 

4. Text normalisation

The small amount of data and the nature of the utterances 
made it necessary to use all kind of “text improvement” 
techniques. For both man-made-transcriptions and ASR 
results, we applied stop-word removal [2], decompounding
[3], stemming [4] and the attribution of words to a parent-
word (paracetamol, aspirin, effervescent tablet medicine).
All the normalisation was done with word-list and not with 
algorithms. Stop-word removal turned out to be effective on 
its own.
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Fig. 2: Effect of text normalisation. The correct number of 
classifications increases mainly due to a decrease of 

lacked classifications.

The other normalisation techniques were not very helpful if 
used in isolation. However, combined it did improve the 
results although the number of wrongly classified utterances 
increased as well from 9% to 12% (see fig. 2) 

5. Classification methods 

The main goal of this research was see to what extent it is
possible to correctly classify unseen incoming phone calls 
with IR-based methods. The basic idea behind the process is 
to link a new query (recognised utterance) to one (or more) 
already classified documents in the database. The label of the 
most similar document(s) will be used to calculate the label(s) 
of the new utterance. 

A problem in this approach is that irrelevant words or
word-pairs may corrupt the process if not enough data is 
available. In one of the utterances a man said: “my daughter 
wants a new insurance”. Obviously the expression “new
insurance” is important but “my daughter” not and we do not 
want to link this utterance with a request of “premium refund 
for my daughter”. In classic IR, this is less troublesome 
because both queries and classified documents are longer and 
non-important terms (words or word combinations) will have
a higher spread than relevant terms. Terms only occurring in a 
few documents have a more discriminative power and are 
therefore said to be more relevant than widely spread terms
occurring in many documents. This is true if these scare terms
belong to one and the same class, and not, as in the previous 
example with “my daughter”, to different classes. 

However, in our experiments this so called inverse 
document frequency (idf) [5] normally used to distinguish 
relevant terms from non relevant terms, does not work. 

5.1. Term-weighting

Klakow [6] suggested a different approach for term-weighting 
in IR based classification applications. A term gets a bigger 
weight when it is “class typical” and “class specific”. A term
is class typical when it occurs often in documents belonging 
to one of the classes. A term is class specific when there are 
few classes with documents containing the term. In our 
insurance classifier experiments only three classes (labels)
were specified. The term “insurance” is class typical for one
of these classes, but it also appears in a few documents
belonging to the other classes. Therefore, the term is not class 
specific giving it a low weight in label calculation.
Experiments with our classifier application have shown that 
this approach does not give the proper weighting to all terms. 

5.2. Salient fragments

In [7] an algorithm is presented to distinguish so called salient
fragments (basis of the successful HMIHY-application of
AT&T) within a query. These fragments (words or 
combinations of words) are said to be salient when they occur 
nearly only in documents belonging to one class.

5.3. Twente 1 & 2 

Combining the approaches from [6] and [7] a new term 
weighting formula was developed. Terms get a bigger
weighting if they often occur in documents belonging to one 
class and do not occur often in documents belonging to other 
classes. Although there is only a subtle difference with the 
original approach from [6], experiments showed a big 



improvement in classifier performance. In our approach, the
relevance value RV is described as follows: 
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TF (t,d) term frequency
b 0.33 (constant between 0 and 1) 
NLD(d) length doc d / average doc length

Equation 2 is called the Twente1 model. In the Twente2
model (eq. 1) the Twente1 model is extended with parts of the 
BM-25 formula [5].

5.4. Confidence score

Given the terms in a new query, we can use the RV(t,d)
formula to calculate a relevance value for every document in 
the database. The document that is most “similar” to the
query receives the highest RV. This is called RVmax. Then, 
the collection of labelled documents with a relevance value > 
[0.7 * RVmax] will be used to classify the query. If the sum of
all the RV values of this collection is RVsum, the confidence 
level for each label is calculated according: 

Li = 
sum

N

j
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with:
Ni (number of different labels)

Ni the number of utterances in the collection with the label i 

If all the relevant values in the collection point to the same
label (for example for i=3), L3 is 1 and the others are 0 (0
Li.  1). The confidence score threshold (CST) is the 
minimum value the best Li needs before a label is attributed. 
For example CST = 0.8 means a query gets LabelA when the
confidence score for LabelA  0.8. 
Fig. 4 shows precision and false-rejection as function of 
different CST values.

6. Results

The results of the various classification experiments are 
calculated as follows: 30 experiments were done with each 
time a random selection of 30 utterances out of the 820 useful 
utterances. 17 utterances were removed because they were 
about wrong subjects (can you connect me with X, at what 
time opens the office, etc.),

As pointed out above, the main goal of this project was to 
see if, and to what extent automatic classification can be used
in the daily work flow in a call centre. It was not meant for
100% unsupervised self service but for highly reliable skill
based routing and for management reports (how many for
which subjects at what time).

6.1. Classification

In collaboration with experts of the assurance company, all 
utterances were judged. Some utterances did not get a label, 
some got 2 labels (140x) because people addressed two
subjects in the same question. The labels were: 

Label # %
mutation 460 47
contribution 157 16
allowance 320 33
other (no label) 40 4

Table 1: Distribution of the labels over the 820 
utterances. 140 utterances got 2 labels 

In the test an utterance was considered rightly labelled if at
least one of its labels was correct (140 utterances got more
than 1 label). 

6.2. Methods

We tried four different methods: Klakow[6], Okapi (BM-
25)[5], Twente1 and Twente2. Twente 2 is a combination of 
Okapi and Twente1 and is the best performing method in our
tests (see fig. 3).
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Fig. 3: The results of the 4 tested methods. The number of 
wrongly labelled utterances remains more or less stable. 

The CST was set to 0.6. 

6.3. Effect of CST
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Fig. 4: Precision and False-Rejection as function of CST 
on 30 unseen utterances. Values are calculated as the 

mean result of 30 different runs. 



If we consider the real life situation in which calls are 
received in a call centre, a CST of 0.75 seems to do very well:
30% of the utterances is rejected and sent to a life agent, 
while 70% of the calls is re-routed (with a 94% precision) to 
the right agent and/or department. Higher CST values do not 
contribute much to higher precision but reduce the number of 
automatic labelled utterances. 

6.4. Effect of speech recognition

It is expected that performance drops with increasing word 
error rate. The question is not if, but how much. In fig. 5 one 
can see the differences in classification between a 100%
correct recognition (i.e. hand made transcriptions) and the 
result of speech recognition.
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Fig. 5: Effect of speech recognition with a WER of 60% on 
the average performance. 

7. Management tools 

The first employment for automatic classification is probably
routing and self-service. However, it can be used as well as a 
reporting tool [8]. If it works, i.e. the estimated number of
calls about subject X correspond with actual number of calls 
about subject X, one may generate a continue stream of 
information about how many calls are about which subject.
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Fig. 6 Estimated distributions of 4 labels over the 
utterances. With a CST of 71 the system correctly predicts
the real distribution. If CST >> 0.7 too many utterances 

are labelled as “other. Below 0.6 too many utterances are 
labelled as belonging to one of the three main labels. 

Normally this is an expensive job, done by the agents 
themselves after they have terminated the call. Moreover, the
application is less sensitive for errors because a wrong
classification can be neutralised by another wrong 
classification as long as the statistics are right. To see if the 
application was capable of performing this task, we shifted
the accuracy from low to high. If the accuracy is high, too 
many calls will be classified as ‘other”, if it is low, too many
calls will be wrongly classified. To our surprise, it turned out 

that an accuracy of 0.71 resulted in a nearly perfect 
estimation of the subject distribution (see fig. 6). 

8. Conclusions

Although the first results of IR-based classification are not 
good enough for fully automatic routing, the system can be 
used in collaboration with human agents. If the confidence
threshold is set to 0.8, only 6% of the labelled utterances are
labelled wrongly. The fact that 33% of the labels do not 
receive a label at all and will be routed to an agent may seem
disappointing. But 60% of the calls will be labelled correctly,
resulting in halving the agent‘s workload. It is to be expected
that a leading prompt will improve the results; will avoid that
people will talk too long about too many non-relevant items.

The system seems to work as a reporting tool as well. 
Once tuned correctly, it estimates the distribution of the labels 
rather well.

In general one may conclude that IR-based labelling can
be successfully applied in a call centre environment.
However, more experiments with more data are necessary
before we can draw a final conclusion. 
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