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Abstract
While there are numerous methods for estimating the 
fundamental frequency (F0) of speech, existing methods often 
suffer from pitch doubling or halving errors.  Heuristics can be 
added to constrain the range of allowable F0 values, but it is 
still difficult to appropriately set the algorithm parameters if 
one does not know in advance the speaker’s age or gender.  
The proposed method is distinct from most other F0-
estimation algorithms in that it does not use autocorrelation, 
cepstral, or pattern-recognition techniques.  Instead, 
information from 32 band-pass filters is combined at every 
frame, a Viterbi search provides an initial F0-contour
estimate, and this estimate is then refined based on intensity 
discrimination of the speech signal.  Despite the use of a large 
number of filters (which provide complementary information 
and hence robustness), the implementation works in less than 
real-time on a 2.4 GHz processor without optimization for 
processing speed.  Results are presented for two corpora, one 
corpus of an adult male and one of children of different ages.  
For the first corpus, average absolute error is 4.10 Hz (percent 
error of 4.15%); for the second corpus, average absolute error 
is 7.74 Hz (percent error of 3.38%). 

1. Introduction 
A multitude of published algorithms exist for estimation of the 
fundamental frequency (F0) of speech.  Most of these methods 
utilize one of three basic techniques to estimate the F0 value 
at each frame: autocorrelation of a filtered version of the 
speech signal (e.g. [1]), searching the cepstrum or spectrum 
for F0-related peaks (e.g. [2]), or applying a pattern-
classification approach (e.g. [3]).   
 In order to avoid errors in F0 estimation at each frame 
(typically  F0-halving or F0-doubling errors), many 
algorithms restrict (or weight) their search to a range of 
allowable F0 values.  If the age and gender of the input speech 
is not known in advance, it becomes quite difficult to set the 
algorithm parameters so that F0-estimation error is low.  A 
Viterbi search may be used to create a smooth F0 contour for 
the entire utterance (e.g. [4]).  However, the more constrained 
the Viterbi search, the more difficult it is to track sudden F0
movements.  The search process may also erroneously “lock 
in” on an F0 contour that is double or half the true F0 contour. 
 For some research studies, subjects’ ages may range from 
3 to 14 years, and subjects may be of both genders.  With such 
a wide age range, a speaker’s average F0 values may be as 
high as 300 Hz (for young children) or as low as 100 Hz (for 
teenagers). Local F0 values may be significantly higher or 
lower.
 This paper presents an algorithm for F0 estimation, based 
in large part on Moore’s summarization of pitch identification 
in humans [5], but different from other algorithms also based 

on this process (e.g. [6]). The proposed algorithm does not 
require different parameter settings based on the expected 
range of F0 values. F0 values between 50 and 500 Hz can be 
obtained with a single set of parameter values. The signal may 
contain numerous harmonics or be a simple sine function, and 
the fundamental frequency does not have to be present as long 
as enough harmonics exist to identify the fundamental.   

2. Method 
2.1. Band-Pass Filter Analysis 

First, the speech signal is passed through 32 IIR filters, with 
filter bandwidths determined from the Equivalent Rectangular 
Bandwidth (ERB) scale [7]: 
  ERB(f) = 0.108f + 24.7           (1) 
where f is the center frequency, in Hz.  The ERB is preferred 
over the Critical Bandwidth (CB) because the resulting 
bandwidths are more narrow, and it is desirable to have no 
more than one harmonic occupy one filter’s frequency range.  
IIR filters are chosen for speed of implementation.  The first 
filter is centered at 100 Hz, and each subsequent filter has a 
center frequency approximately one-half bandwidth higher 
than the previous filter’s center frequency.  These filter 
outputs are approximately sine functions, with frequency 
equal to the harmonic within (or closest to) the filter’s 
bandwidth.  The period-to-period maxima of the filter output 
are located in order to identify the periodicity of the signal; if 
the identified periodicity is outside of the frequency limits of 
the filter, the periodicity is set to zero. 
 For each frame (currently set to the maximum frame rate 
of 0.125 msec given a sampling rate of 8000 Hz), the 
following procedure is used to create a histogram of 
periodicity values (1/F0):
1. A histogram at the current frame with one bin for each 

periodicity value (154 possible values, representing 50 Hz 
to 1334 Hz as determined by the sampling frequency) is 
set to have all counts equal to zero. 

2. The filter output with the greatest energy at this frame is 
determined. 

3. For each filter output that has energy greater than the 
maximum energy minus a fixed threshold (currently 12 
dB) and periodicity greater than zero, the histogram is 
increased by 1.0 near this periodicity index p within the 
range p-5 to p+5. This increase in histogram values is 
repeated at all multiples of p.

4. The maximum histogram value is determined.  If more 
than one bin has the same maximum, the lower bin  
(higher F0) is chosen.  All histogram values at this frame 
are normalized by this maximum, and all histogram 
values at bins greater than approximately twice this 
“maximum” bin are decreased slightly to avoid pitch-
halving errors. 
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Figure 1: Analysis of the word “robot” spoken by a 7-year-old child.  Panel (a) shows the time-domain, 16 kHz waveform.
Panel (b) shows the spectrogram of this waveform.  Panel (c) shows the histogram output, with time on the horizontal axis 
and periodicity on the vertical axis.  The minimum periodicity corresponds to an F0 value of 1334 Hz; the maximum 
periodicity corresponds to an F0 value of 50 Hz.  Panel (d) shows the same histogram, overlaid with the F0 contour obtained 
from the Viterbi search.  Panel (e) shows the resulting refined F0 contour.  The maximum estimated F0 is 381 Hz, and the 
minimum estimated F0 is 94 Hz.

In this histogram, frequency is determined by Fs/p, where Fs
is the sampling frequency of the speech signal and p is a 
periodicity value from the histogram.  Figure 1 shows a 
sample waveform in panel (a), spectrogram of this waveform 
in panel (b), and histogram in panel (c). 

2.2. Viterbi Search

As with many other F0-estimation algorithms, a smooth F0
contour can be obtained by using a Viterbi search to constrain 
frame-to-frame movement of F0 values. In the current
application, the frame rate for Viterbi search is set to 1.0 msec
(effectively throwing away 7 out of 8 of the computations
performed in the four steps in Section 2.1; optimization of the
implementation is obvious but pending).  Moving from frame 
t to frame t+1, the periodicity is constrained to change by no
more than 2 periodicity values. (In other words, a periodicity
of 80 samples at frame t is restricted to values between 78 and 
82 samples at frame t+1).  With a maximum change of 2 
periodicity values every msec (corresponding to 2.5 Hz/msec 
when F0=100 Hz, and 10 Hz/msec when F0=200 Hz), rapid 
F0 movements can still be captured.  Within these constraints, 
the Viterbi algorithm computes the periodicity contour with

largest global histogram value.  In Figure 1, the Viterbi-
search result is overlaid on the original histogram in panel (d). 

2.3. Refinement 

The periodicity values from the histogram are based on the
combination of outputs of a large number of filters, each of
which may yield slightly different periodicity values.  As a 
result, the periodicity contour computed by the Viterbi search
yields approximate periodicity values.  These approximate
values can be adjusted to become closer to the true periodicity
of the signal by simple analysis of the spacing of zero 
crossings in the intensity discrimination signal.  The intensity
discrimination signal [8], Dt, is defined at time t  as
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where It(w1(t)) is the change in energy at time t with window 
length w1(t), and It(w2(t)) is the energy at time t with window 
length w2(t).  In this application, at each time point t, w1(t) is 
2/3 of the estimated periodicity at time t, and w2(t) is 3 times



the estimated periodicity at time t.  The delta function for 
computing It(w1(t))  is implemented as 

1

2

1
11

1

2

))(())((
))((

twItwI
twI

tt

t
 (3) 

 Third, F0 estimation is possible even when the 
fundamental frequency is missing from the signal (as is 
common in telephone speech), as long as those harmonics that 
are within 12 dB of the strongest harmonic are sufficient to
uniquely determine F0.

3. Corpora and Evaluation Methods 
A significant difficulty in the evaluation of F0-estimation
algorithms is in obtaining correct values of F0 for 
comparison.  In evaluation of the proposed method, we used
two corpora with different acoustic characteristics and
slightly different methods of evaluation. 

where It(w1(t)) is the energy at time t computed with window 
length of 2/3 the periodicity at time t, and  = 8.  The
resulting intensity-discrimination signal is strongly periodic
primarily at the fundamental frequency.

The zero crossings of the intensity-discrimination signal 
can be used to obtain more precise estimates of the
periodicity, and hence fundamental frequency, of the speech
signal.  In Figure 1, the final F0 contour is shown in panel (e). 

The first corpus, referred to here as the MWM corpus,
contains recordings of a single male speaker speaking 450
sentences in an anechoic booth.  This speaker used a
laryngograph during recordings in order to obtain precise 
estimates of the instants of vocal-fold closure. Correct F0
values were obtained at every 5-msec frame by locating the
time points at which there was a sharp change in the
laryngograph signal, measuring the intervals between these 
time points, and then computing 1000/d where d is the 
interval duration in msec. Regions with F0 values less than 
50 or greater than 250 were marked as unvoiced and not
evaluated.  The average F0 for this corpus was 118.07 Hz.
Evaluation was performed by (a) measuring the absolute
difference between the correct F0 value and the F0 value 
obtained from the proposed method at each 5-msec frame of
voiced speech, (b) dividing the absolute difference at each
frame by the correct F0 value at that frame to obtain a percent
error, (c) computing the average absolute difference over all 
voiced frames in the corpus, and (d) computing the average
percent error over all voiced frames in the corpus. A similar
evaluation was also conducted, in which average absolute 
difference and average percent error were computed pitch
synchronously instead of at every 5-msec frame. 

2.4. Algorithm Notes

It should be noted that the proposed algorithm performs F0
estimation but does not perform voicing determination.  In 
other words, F0 values are determined at all frames of speech,
whether or not the speech is voiced.  Additional processing 
must be performed in order to determine which parts of the 
signal are voiced and which are unvoiced.

The theoretical maximum F0 that can be extracted is
1330 Hz.  While accurate estimation of the frequency of sine 
waves as high as 800 Hz has been observed using this
algorithm, it has also been observed that frequency values 
above 500 Hz tend to be less reliably estimated.  Glottal pulses 
less than approximately 60 or 70 Hz tend to be associated with 
glottalization, in which case the signal may be noticeably
aperiodic.  The proposed algorithm does not identify
glottalization or aperiodic glottal pulses. 

All input speech signals are converted to 8000 Hz in 
order to use the same filter parameters for all signals. A
higher sampling frequency would enable better resolution of 
F0 values, but at a cost of increased computation time.

The second corpus, referred to here as the Lexical Stress
Ratio (LSR) corpus, contains recordings of 35 children from 
ages 3 to 14, each speaking 8 isolated two-syllable words.
Recordings were obtained at the Waisman Center (University
of Wisconsin) over a number of years, using a cassette tape
recorder.  These recordings were then converted to digital
WAVE PCM format at 16 kHz. The children participating in
this corpus were all diagnosed as having Speech Delay, and 
11 of the children were further classified as having suspected
Apraxia of Speech (sAOS).  One characteristic of sAOS is
speech with either excessive or reduced stress, and words
with excessive stress are often produced with high pitch. One
recording from each subject was randomly selected for
evaluation.  The correct F0 values for these recordings were 
estimated manually at the center of each vowel, by visually
inspecting the speech signal and identifying the time points of 
pitch-related zero crossings.  This procedure yielded two 
correct F0 values for each word, or a total of 70 correct F0
values.  In five cases, glottalization or vocal fry in the vowel
center made it difficult to reliably compute the correct F0
value; in these cases, the correct F0 value was based on a 
different region of that vowel. The average F0 for this corpus 
was 249.88 Hz, with a minimum F0 of 96.25 Hz and a 
maximum F0 of 401.61 Hz. Calculations of the average
absolute error and percent error were performed in the same 
way as for the MWM corpus.

While the algorithm does operate in less than real time on 
a 2.4 GHz processor, there are a number of obvious areas in
which the implementation can be refined and processing speed
increased.  Also, it may be possible to use information directly
from the histogram to refine the F0 estimates, instead of using
the intensity-discrimination signal. 

Debugging of the algorithm and setting of parameter
values was performed using the OGI Numbers corpus of 
telephone speech [9].

2.5. Algorithm Characteristics

The proposed algorithm, while quite simple, has a number of 
characteristics that make it well suited to general-purpose F0
estimation. First, the algorithm can estimate F0 values in the 
range of 50 to over 500 Hz and track sudden F0 movements 
(as may be observed in some tonal languages).

Second, the algorithm works well on speech that contains 
a large number of harmonics below 1330 Hz (e.g. back 
vowels) as well as speech that has only one or two harmonics
below 1330 Hz (e.g. weak nasals).  No assumptions are made 
about vocal-source characteristics, formant locations, or shape 
of the spectral envelope.  In fact, most information about the 
spectral envelope is lost during creation of the histogram,
which equally weights all sufficiently-strong harmonics. 



4. Results 
Table 1 presents results of evaluating the proposed algorithm 
on the MWM and LSR corpora.  The results for the MWM 
corpus show the average error over each 5-msec frame of 
voiced speech.  The results for the LSR corpus show the 
average error at the middle of each vowel.   
 In an earlier work [10], the same 5-msec evaluation 
method was applied to other F0-estimation algorithms using 
the MWM corpus: the SIFT method [1], a modification of the 
SIFT method in which F0 estimation used a higher LPC order 
[10], and a method proposed by Harris and Nelson [11].   
Table 2 shows the average absolute difference for these three 
methods and the proposed method, evaluated in the same way 
and on the same 180,000 data points.  It can be seen that the 
proposed method has 28% lower average absolute difference 
than the next-best method, the modified SIFT algorithm. 
 Results are similar between the evaluation of the MWM 
corpus at every glottal pulse and at every voiced 5-msec 
frame, with an average absolute error of 4.05 Hz in the former 
case and 4.10 Hz in the latter case. 

Table 1: Results of F0 estimation using the proposed method 
on the MWM and LSR corpora.

Corpus Avg. Absolute 
Difference 

Percent 
Error

Standard 
Deviation

MWM 4.10 Hz 4.15% 12.88 Hz 
LSR 7.74 Hz 3.38% 17.63 Hz 

Table 2: Results of F0 estimation using four different methods 
(including the proposed method) on the MWM corpus.

Method Average Absolute 
Difference 

Standard 
Deviation

Harris and 
Nelson

9.88 Hz 30.08 Hz 

SIFT 9.01 Hz 29.06 Hz 
modified SIFT 5.71 Hz 21.69 Hz 
proposed 4.10 Hz 12.88 Hz 

5. Conclusions 
The proposed method of F0 estimation demonstrates lower 
average absolute error than several other methods when 
evaluated on the same corpus, with correct F0 values obtained 
from a laryngograph signal.  The percent error of the 
proposed method is comparable for both male adult speech 
(with average F0 of 118.07 Hz) and children’s speech (with 
average F0 of 249.88 Hz), using the same algorithm 
parameter values in both cases. 
 The proposed method works by creating a histogram of 
counts at multiples of all observed harmonics.  If the signal is 
a simple sine function, the only filter output with sufficient 
energy will be the one containing that harmonic, and so the 
histogram will contain a value of 1.0 at that periodicity and a 
slightly weighted value (0.95) at multiples of that periodicity.  
If the signal contains multiple harmonics of sufficiently 
strong relative energy, then the histogram will have the 
highest count at the periodicity value at which the harmonics 
are consistent with the fundamental frequency.  Therefore, the 
method is robust to missing harmonics (or a missing 
fundamental).  All filter outputs with sufficient energy have 
the same contribution to the histogram, and so a strong first 

formant will not typically cause F0 doubling or tripling 
errors.  No assumptions are made about the characteristics of 
the source waveform. 
 This paper presents results from the initial 
implementation of the proposed method. A number of 
improvements and extensions to this implementation are 
possible, and will be explored in the future.  Such 
improvements and extensions include refining the number of 
filters and their frequency characteristics, refining parameter 
values such as the energy threshold of a filter output,  
implementing voicing and glottalization detection in concert 
with F0 estimation, improving the processing speed, and 
refining F0 values based on information in the histogram 
rather than zero-crossings in the intensity discrimination 
signal.
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