
Influence of Syntax on Prosodic Boundary Prediction

Tommy Ingulfsen
�

Engineering Department
Cambridge University, UK

tommy@cantab.net

Tina Burrows and Sabine Buchholz

Toshiba Research Europe Ltd.
Cambridge Research Lab, UK
(tina.burrows, sabine.buchholz)

@crl.toshiba.co.uk

Abstract

We compare the effectiveness of different syntactic features and
representations for prosodic boundary prediction, setting out to
clarify which representations are most suitable for this task. We
took a machine learning approach, and ran a series of eight ex-
periments. The results show that the representations have differ-
ent strengths and that a combination yields the best result. We
also find that linguistically deep representations do not yield
clearly superior classifiers compared to classifiers obtained by
extraction of shallow features.

1. Introduction
Prosodic, or intonational, phrasing divides utterances up into
meaningful “chunks” of information that aid understanding.
These phrases are distinguished by pauses, pitch changes and
duration effects. Prosodic phrases are delimited by prosodic
phrase breaks, and their position affects the intelligibility, natu-
ralness and semantics of the utterance. Thus, an important stage
in a Text-to-Speech system (TTS) is the assignment of phrase
breaks to the source text, by prosodic boundary prediction.

Prosodic boundary prediction is thought to require both lin-
guistically shallow information, such as the presence of punc-
tuation, and deep information, such as syntactic relationships
between constituents, discourse-level knowledge and semantic
knowledge. It is infeasible to extract all the information that
could possibly be relevant to the task from the text, so past re-
search has focused on alternative methods and syntactic repre-
sentations for break placement. These approaches include man-
ually written rules that employ detailed human knowledge [1],
machine learning methods [2] and probabilistic procedures [3].

Past studies vary in the type of methods employed, data sets
and even evaluation metrics. Due to these inconsistencies, it is
difficult to determine from existing literature how effective var-
ious feature types and syntactic representations are for prosodic
boundary prediction, and how much rich representations con-
tribute to performance. In this paper we address these questions
with a series of eight experiments. Five of the experiments are
reimplementations of previous approaches, while two trials are
added by us for further comparison. The final experiment em-
ploys a combination of two of the other representations.

2. Experimental setup
For ease of comparison, we adopt a single machine learning
framework, with a single dataset and the same machine learning
software and evaluation methods throughout.
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2.1. Data set

The Boston University Radio News Corpus (BURNC, see [4])
was utilised. Our training set consisted of 24462 words while
the test set had 1895 words. We ensured that no single speaker
dominated either set. In all our experiments, we utilised the
Part-of-Speech (POS) annotations and TOBI prosodic markup
of the corpus [5]. Our data set is described in more detail in [6].

2.2. Machine learning

We employed the TIMBL learner, which has been shown to per-
form well in previous work on predicting phrase boundaries [7].
A memory-based learner, TIMBL keeps all the training data in
memory and only abstracts at classification time by extrapolat-
ing a class from the most similar items. For our experiments, the
IB1 metric was employed. To boost classification performance,
we also applied iterative deepening [8].

2.3. Evaluation

Experimental results are evaluated with precision, recall and f-
score (measured in per cent) [9]. When calculating f-score, we
used a

�
-value of 1. We divided the prosodic breaks into classes

as follows. The TOBI levels 0, 1 and 2 are labelled non-breaks,
so that we only consider levels 3 and 4 as breaks. For each syn-
tactic representation, we carry out two experiments, one where
only non-breaks and breaks are predicted (shown as prediction
level N/B in the tables) and one where we also predict the type
of break in addition to non-breaks (prediction level 3/4/N).

Normally, all sorts of speech contain more non-breaks than
breaks, as does the BURNC corpus. Roughly 72% of all junc-
tures between words are non-breaks in our data set. Conse-
quently, we are not particularly concerned with predicting non-
breaks, since naively inserting non-breaks everywhere would
yield reasonable performance. All performance figures shown
thus pertain to prediction of prosodic phrase breaks only. For
the 3/4/N experiments we also quote recall and precision for the
level 3 and level 4 breaks separately.

3. Experiments and results

Two of the experiments make up the baseline, named Punctu-
ation and POS. We can further divide the experiments up into
shallow and deep categories, depending upon the nature of the
linguistic processing required for feature extraction. Three ex-
periments belong to the shallow category, four are deemed deep
and the final experiment is a combination of a shallow and a
deep experiment.
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3.1. Shallow representations

3.1.1. Punctuation

Punctuation is the most basic and obvious information source
we can use to predict prosodic phrasing. Since punctuation is
used by writers to indicate rhythm and pausing, we intuitively
expect features derived from punctuation to provide strong clues
for the machine learner on where to place phrase breaks. Thus,
in this experiment we utilise a single feature only, the type of
punctuation present at word boundaries, if any. This punctua-
tion feature is provided to the classifier alone, without any con-
text information on other punctuation marks nearby in the text.
The results are shown in tables 1 and 2.

As expected, this representation does not yield great per-
formance. While precision is high, recall is so poor that the
f-score is also low. The classifier always predicts a prosodic
phrase break in the presence of punctuation, but where there is
no punctuation a non-break is predicted. In practice, this under-
prediction means that the classifier allows overly long phrases
in the text. In the 3/4/N experiment, we observe that no level 3
breaks are predicted (table 2). This is due to almost all breaks
associated with punctuation being level 4. Despite the poor per-
formance of this feature on its own, it is clear that punctuation
is the single most important information source we can use for
prosodic boundary prediction.

3.1.2. POS

Inspired by [3], we carried out an experiment based upon POS-
trigrams, using the spaces between words as junctures. Note
that we include punctuation, effectively using the punctuation
mark itself as an additional tag, in our POS trigrams. A trigram
contains the tags of the two words preceding the juncture and
the tag of the word following the juncture.

As table 1 shows, the POS trigram yields a great improve-
ment over punctuation. With three times as many features,
the classifier is now able to distinguish many more breaks
from non-breaks. Punctuation still provides crucial informa-
tion. Phrase breaks are predicted in all cases where there is
punctuation. Table 2 displays that there is not yet enough in-
formation for the classifier to recognise level 3 phrase breaks.
Level 3 breaks occur most often in the absence of punctuation,
and there is such an overwhelming majority of non-breaks in
these cases that they are all classified as non-breaks.

3.1.3. CXPOS

Based on [7], we added a CFP trigram and an expanded tag tri-
gram to the POS trigram. The CFP value distinguishes between
content words, function words and punctuation, taking on three
possible values. The expanded tag trigram contains the word it-
self if it is a function word, and the POS tag otherwise. The idea
behind adding these two trigrams is to provide different granu-
larity than the POS tags can do on their own. The CFP trigram
brings the number of tags down to three, while the expanded tag
removes all open-class words.

As the tables show, the CXPOS representation is clearly
superior to the two previously mentioned representations. The
most important improvement is that we are now able to predict
level 3 phrase breaks. Close inspection of the classifier output
reveals that the most important feature type for predicting the
level 3 breaks is the expanded tag. For the N/B experiment,
it seems that the new feature types are equally significant in
increasing performance, and that they work best together rather
than on their own.

Experiment P R F-Score Pred. level
Punctuation 96.9 40.6 57.2 N/B
POS 69.5 76.1 72.6 N/B
CXPOS 74.7 80.4 77.4 N/B

Punctuation 93.4 39.1 55.1 3/4/N
POS 65.0 53.7 58.8 3/4/N
CXPOS 63.1 62.1 62.6 3/4/N

Table 1: Results for the shallow experiments. P denotes preci-
sion and R means recall.

Experiment P 3 R 3 P 4 R 4
Punctuation - - 93.4 59.8

POS - - 65.0 82.1
CXPOS 30.7 14.2 69.4 87.3

Table 2: More detailed results for the 3/4/N shallow experi-
ments.

3.2. Deep representations

3.2.1. Constituency

To explore how close the correspondence between standard
constituent-based structure and prosodic structure is, we con-
ducted an experiment inspired by [2], which reports enhanced
performance when adding features derived from parse trees to
shallow features. The idea is that prosodic phrase breaks are
more likely to occur between large syntactic phrases and after
major phrases (NP, VP, ADJP, ADVP, PP). We employed Dan
Bikel’s parser [10], which builds upon Michael Collins’ work
[11], and added the following features to the POS trigram:

Const 1 A boolean feature indicating whether or not the
largest phrase ending with the current word is a major
phrase.

Const 2 The size of the largest phrase ending with this word.

Const 3 A binary flag indicating if the next phrase is an SBAR.

Const 4 The size of the next phrase which is on the same level
in the parse tree as the largest phrase ending with the
current word.

Tables 3 and 4 show that the Constituency representation
does not achieve improvement over the CXPOS representation.
Although table 3 displays an increase in precision and f-score
for the 3/4/N experiment compared to CXPOS, this improve-
ment is achieved at the cost of recall. The N/B experiment
provides inferior performance, closer to the POS representation
than CXPOS.

Const 4 is the most important new feature, as it improves
the prediction of the numerous level 4 breaks. For level 3
breaks, it appears that no single feature is individually respon-
sible for any great change in the results. In summary, the ideas
behind adding the four new features are confirmed, but there is
no great improvement over the best shallow representation. The
next experiments employ a larger number of deep features, and
give us an opportunity to decide whether deep feature types,
with a greater number of features, improve the prediction of
phrase breaks.

3.2.2. Syntactic chunks

Syntactic chunks is a simpler representation than a full parse
tree. Superficially, the chunks may seem similar to prosodic



phrases. We therefore regarded syntactic chunks as a particu-
larly promising representation, first carrying out an experiment
based on features derived from MBSP output [12]. MBSP is
based upon memory-based learning, and makes use of TIMBL.
For each word in the input, the MBSP chunker predicts whether
the word is at the beginning of a chunk, inside a chunk or out-
side all chunks. For those words that are calculated to be at the
beginning or inside a chunk, the identity of the chunk is also
predicted. This process yields a “flat” chunk structure, in the
sense that chunks are not nested. The following features were
extracted from the MBSP output, augmenting the POS trigram:

MBSP 1 The identity of the chunk holding each word (NP, PP,
...), extracted in a trigram window.

MBSP 2 Length of the current chunk.

MBSP 3 Length of the previous chunk.

MBSP 4 Whether or not a word is the last in its chunk.

MBSP 5 A symbolic feature, extracted in a trigram window:

B - The word marks the beginning of a chunk.

E - The word marks the end of a chunk.

I - The word is inside a chunk, but neither first nor last.

O - The word is outside all chunks.

Performance is not as good as we initially expected, as the
MBSP-based representation does not improve upon CXPOS per-
formance. We conducted further trials to investigate the results,
and found that the most important chunk-related feature was
MBSP 1. The other features did not seem to add much predic-
tive power.

To further investigate representations based on chunks, we
also carried out an experiment based on features extracted from
CASS output [13]. CASS is a partial parser designed for noisy
text, controlled by a cascade of finite-state automata that work
as a pipeline of specialised recognisers. As opposed to MBSP,
CASS constructs a hierarchy of chunks. From the CASS parse,
we extracted the following features to augment the POS trigram:

CASS 1 Size of the longest chunk that the current word ends.

CASS 2-CASS 6 The current word’s position within the chunk
hierarchy. The hierarchy is up to five levels deep for our
data. This feature denotes whether the word is at the Be-
ginning/End/Inside/Outside of the chunk at the particular
level.

CASS 7-CASS 11 The CASS name of the chunk that encom-
passes the current word at levels 1-5.

Tables 3 and 4 show that just as the MBSP-derived represen-
tation, the CASS-based representation does not improve upon
CXPOS performance. Further analysis of the classifier output
suggests that the most important feature is CASS 1. None of the
other CASS-specific features perform very well on their own, al-
though the lower levels in the parse tree seem to provide most of
the useful information. Removing the POS trigram gives very
poor performance indeed.

We conclude that the chunks representation is not as useful
for prosodic boundary prediction as first thought.

3.2.3. Dependency/Link grammar

In dependency grammar, the structure of a sentence is described
in terms of words and binary syntactic or semantic relations be-
tween these words. Link grammar [14] is an implementation

Experiment P R F-Score Pred. level
Constituency 70.2 78.5 74.1 N/B
MBSP 71.0 78.7 74.6 N/B
CASS 72.1 80.0 75.8 N/B
Link 74.0 82.1 77.9 N/B
CXLink 78.0 80.8 79.4 N/B

Constituency 68.6 58.6 63.2 3/4/N
MBSP 63.7 55.7 59.4 3/4/N
CASS 67.2 55.9 61.0 3/4/N
Link 73.2 57.1 64.2 3/4/N
CXLink 64.7 64.4 64.5 3/4/N

Table 3: Results for the deep experiments.
.

Experiment P 3 R 3 P 4 R 4
Constituency 19.4 4.3 73.4 87.3

MBSP 19.5 4.9 68.6 82.4
CASS 22.2 1.2 68.2 84.7
Link 37.5 3.7 74.9 85.3

CXLink 28.4 17.9 74.8 88.9

Table 4: More detailed results for the deep experiments.

of dependency grammar which consists of non-crossing undi-
rected links between words that show their syntactic coupling.
Inspired by [15], we augmented the POS trigram with the fol-
lowing features:

Link 1 (Label) - The label on the most immediate link cross-
ing a word juncture.

Link 2 (Cover) - The number of links above the most imme-
diate link.

Link 3 (To left) - The number of words from the word to the
left of the juncture to the left end of the most immediate
link.

Link 4 (To right) - The number of words from the word to
the right of the juncture to the right end of the most im-
mediate link.

Link 5 (Prev nlc) - The number of links from the word on the
left of the juncture to its left.

Link 6 (Prev nrc) - The number of links from the word on the
left of the juncture to its right.

Link 7 (Next nlc) - The number of links from the word on the
right of the juncture to its left.

Link 8 (Next nrc) - The number of links from the word on the
right of the juncture to its right.

We extracted these features from the output of Michael
Collins’ parser [11], which internally uses a dependency rep-
resentation. The assumptions behind adding these features are
that links between words couple them more tightly prosodically
than if no links exist between the words. Also, shorter links
will provide tighter coupling than long links, and if there is an
increase in the coupling of a word in one direction there will be
a corresponding decrease in the other direction.

The tables show that this Link grammar representation is
the best of the deep representations, on par with, if not even
better than, CXPOS. In particular, for the 3/4/N experiments
the Link grammar clearly outperforms CXPOS. However, Link



grammar yields a much greater difference between precision
and recall for this experiment, in practice predicting too few
breaks. While the f-score for the Link grammar 3/4/N experi-
ment is good, it is not clear whether precision or recall is the
most important measure, or if they are equally crucial. We are
unable to decide upon a single best representation without per-
ceptual evaluations.

3.2.4. CXLink - CXPOS and Link combined

Finally, we combined the two best representations, CXPOS and
Link grammar to yield CXLink. We only kept the POS tri-
gram present in CXPOS and discarded the one in Link gram-
mar. As can be seen from tables 3 and 4, this combination
yields the best results of all. Hardly surprising, this performance
increase shows that the deep features of Link complement the
shallow features of CXPOS. We also observe that this combi-
nation yields a particularly good balance between precision and
recall for the 3/4/N prediction level.

4. Conclusion and discussion
A combination of the two best “pure” representations stand out
as superior. When comparing the “pure” representations, CX-
POS and Link grammar are the best performers. The differ-
ences in performance between these two experiments are not so
great, however, that we can safely select one as the most useful.
This is also made clear by the complementary effect the two
representations have on each other, as shown by the CXLink
trials. In particular, we do not know whether recall or precision
should have the highest priority. The only way to ascertain this
would be to carry out perceptual evaluations, which is beyond
the scope of this study.

The results that surprised us the most are those of the syn-
tactic chunks representations. We expected these to be the
best performers, but they are less suited to the task of prosodic
boundary prediction than they appear at first sight. A caveat,
though, is that we have only considered a few of the possible
features that can be extracted from the different representations.
Other features may yield better results.

Clearly, predicting the type of phrase break is a much harder
task than simply predicting the presence or absence of a break.
In our data set, almost all the level 3 breaks occur in con-
texts without punctuation, where non-breaks are much more
frequent. As almost all punctuation marks are associated with
level 4 breaks, the task of the classifier becomes very difficult.

Some of our ideas for future research in this area concen-
trate upon perceptual evaluation. We believe such evaluation
methods would be useful for two reasons. Firstly, it would shed
some light on the question of whether either precision or recall
should have priority, or if they are equally important. Secondly,
it is clear that for most utterances, more than one acceptable
prosodic phrase structure exists, but we have only evaluated
against one such structure. Thirdly, with human evaluators it
would be possible to experiment with using the two different
prediction levels to find out if distinguishing different phrase
breaks brings about an improved experience for the user.
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