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Abstract 
This paper presents a combined packet loss compensation 
system for distributed speech recognition (DSR). 
Compensation is applied at three stages within the DSR 
process beginning with interleaving on the terminal device to 
reduce burst lengths in the received feature vector stream. On 
the receiver side estimation of missing vectors is applied to 
reconstruct the feature vector stream prior to recognition. 
Finally, the decoding process of the recogniser is modified to 
take into account the varying reliability of these estimated 
feature vectors. Experiments performed on both the Aurora 
connected digits task and the WSJCAM0 large vocabulary task 
show substantial gains in recognition accuracy across a range 
of packet loss conditions. 

1.  Introduction
Distributed speech recognition (DSR) is an effective method 
for removing codec distortion by replacing the low bit-rate 
speech codec on the terminal device with the feature extraction 
component of the speech recogniser. In particular the ETSI 
Aurora DSR standard offers good robustness to noise and is 
based on MFCC features [1]. However, the unreliability of 
networks over which DSR systems may operate introduces the 
problem of packet loss where not all feature vectors are 
delivered to the receiver for back-end recognition. 

Packet loss compensation methods for DSR can be divided 
into three groups. The first aim to improve the reliability of the 
channel by applying improved bit-level forward error 
correction techniques [1,2]. The second group reconstruct the 
feature vector stream prior to recognition by estimating the 
value of lost vectors [1,4]. Finally the third group attempt to 
compensate for lost vectors at the decoding stage of the 
recogniser by taking into account the occurrence of packet loss 
when computing observation probabilities [4]. These methods 
work well for short duration bursts of loss but degrade as burst 
lengths increase. To disperse long bursts of loss interleavers 
have been shown effective at improving recognition accuracy 
although at the expense of increasing delay [3]. 

This work proposes a combined system which incorporates 
the benefits of the various methods of packet loss 
compensation. First interleaving is applied on the sender to re-
order the transmission sequence of feature vectors and thereby 
reduce burst lengths in the received feature vector stream. 
Secondly, estimation methods are employed to reconstruct the 
feature vector stream in the event of packet loss. Finally, 
modifications to the decoding process of the recogniser are 
incorporated to take into account the errors made in estimation 
and also their subsequent effect on the computation of 
temporal derivatives. Modification to bit-level error protection 
is not considered in this work as it operates in the lower layers 
of the network architecture. The focus of this work is on 

compensation methods operating in higher layers of the 
network. 

The implementation of the interleaver is discussed in 
section 2. Section 3 reviews feature vector repetition methods 
before proposing an improved maximum a posteriori (MAP) 
vector estimation scheme. Section 4 considers modifications to 
the recognition decoding processes and begins by considering 
only the static component of the feature vector. This is then 
extended to allow compensation of the temporal derivatives. 
Finally experimental results are presented in section 5 using 
both small word and large word vocabulary recognition tasks 
operating over channels of varying packet loss characteristics. 

2. Interleaving 
For a given sequence of feature vectors, X = {x0, x1 ,…, xN-1}, 
the interleaving operation can be expressed as a permutation 
producing a re-ordered sequence, X’, given as,

X’ = {xπ(0) , xπ(1) , xπ(2) , … , xπ(N-1)} (1) 

The interleaving function, π(i), gives the index of the vector to 
be output at the ith time instance. Feature vectors are returned 
to their original order on the receiver side through de-
interleaving which is given by the inverse function of π.

This work considers a convolutional interleaver [3] of size 
d which operates by dividing the transmission into d sub-
sequences of input vectors. The convolutional interleaver, π, is 
given by the interleaving function, 

π(i)= i - d(i mod d) (2) 

The delay of the interleaver is determined from its size d, and 
for the convolutional interleaver the delay, δπ is given as [3], 

δπ = d2-d    (3) 

This shows that increasing the size of the interleaver increases 
its ability to disperse bursts of loss, but at the expense of 
increasing delay. However, as shown in [3] much of the delay 
introduced by an interleaver can be absorbed by the hang-over 
delay used to determine when a talker has finished speaking. 

3. Vector Stream Reconstruction 
Techniques for estimating missing feature vectors can be 
divided into those that use prior information about the signal 
and those that do not. Simple methods make estimates based 
on only those feature vectors that are correctly received and 
use no knowledge about the nature of the signal. Statistical 
methods also make use of prior information, such as the mean 
and variance, calculated from training data utterances. 

The ETSI Aurora standard specifies nearest-neighbour 
repetition [1] as the primary method of packet loss 
compensation. This method replaces lost vectors with the 
nearest correctly received vector which, in the event of long 
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bursts of loss, causes long periods of stationary in the feature 
vector stream. 

Statistical information can also be included through 
maximum a-posteriori (MAP) [5] estimation, which forms an 
estimate of a sequence of lost vectors, mX̂ , conditioned on a 
sequence of observed vectors, Xo, and a set of prior statistics, 
Φ, of the feature vector stream. The MAP estimate of the 
missing vectors is computed as, 

( )( )Φ= ,|Prmaxargˆ
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(4)            

Assuming the underlying signal is Gaussian, Φ will consist of 
the mean and the auto-covariance of the uncorrupted signal. In 
this case the MAP estimate is given by, 

( )oooomomm µXΣΣµX −+= −1ˆ (5) 

where µµµµm and µµµµo are the mean vectors of the missing and 
observed vectors, and  ΣΣΣΣoo and ΣΣΣΣmo are the covariance matrices 
of the observed vector against itself and of the missing vector 
against the observed vector respectively. The vector Xo is 
formed by concatenating the elements of the observed feature 
vectors into a single vector, Xo =[x1(1), … , x1(Q), x2(1), … , 
x2(Q), … ,xN(1), … , xN(Q)] where Q is the dimensionality of 
the static feature vector and xi(q) is the qth element of the ith

observed static feature vector. 
Although the missing component cannot be observed 

directly, the assumption of stationarity allows the parameters
to be computed from global statistics. The mean vectors µµµµm
and µµµµo are created by concatenating one copy of the global 
mean value for each element of each feature vector in Xo and 
Xm respectively. Assuming wide-sense stationarity, the global 
mean is computed as, 

( ) [ ])(qxEq i
G =µ (6) 

The covariance matrices ΣΣΣΣoo and ΣΣΣΣmo are constructed by 
arranging elements taken from a three-dimensional covariance 
tensor, ΣG, which stores global cross-covariance information, 

( ) ( )( )[ ])()()()(,, 221121 qqxqqxEqq ii
G µµτ τ −−=Σ + (7) 

where τ is the temporal distance between feature vectors and 
q1 and q2 are the dimensions to be considered. According to 
the vector indices in Xo and Xm, elements from ΣΣΣΣG can be 
selected to create ΣΣΣΣoo and ΣΣΣΣmo. The vector mX̂ can then be 
computed from equation (5) and the resulting values used to 
restore the feature vector stream.

4. Decoder Based Strategies 
Vectors in the feature vector stream which were not lost or 
corrupted can be considered as totally reliable. However for 
vectors produced by the reconstruction techniques their 
reliability is variable and depends on the length of the burst, 
their position in the burst and on the local variation of the 
feature vectors. This variation in reliability of feature vectors 
can be taken into account during the decoding process of the 
HMM by modifying the observation probabilities. In this case 
the modified observation probability, ( )ijb x′ , is computed by 
raising the conventional probability of observing the ith feature 
vector, xi, in state j, ( )ijb x , to the power ρi

( ) ( ) iijij bb ρxx =′ (8)

A simple method to account for the variability in reliability of 
the vectors is to use missing feature theory [4] whereby the 
confidence, ρi, of vector, xi, is set to 1 if the vector was 
received correctly and to 0 if the vector was lost. Using such a 
hard valued confidence measure implies that if a vector is lost 
no knowledge can be inferred about its value. However, as 
reconstruction methods have shown, the inherent correlation 
of the feature vector stream does permit information to be 
extracted from surrounding frames, particularly when the burst 
length is short. An improvement to missing feature theory is 
soft decoding which allows the confidence measures to take on 
values in the range (0 ≤ ρi ≤ 1). For vectors delivered 
successfully ρi=1 while for vectors computed from estimation 
methods 0≤ρi<1.

Before the application of these soft-decoding methods it is 
necessary to consider the velocity and acceleration derivatives 
which are computed from the reconstructed static vector 
stream. The unreliability of a static vector, through loss and 
subsequent estimation, will affect the reliability of those 
velocity and acceleration components that use the static vector 
in their computation. This indicates that the confidences of the 
temporal components of a feature vector will not necessarily 
be equal. To allow for this the observation probability must be 
decomposed into its three temporal components (assuming a 
diagonal covariance matrix) each with their own confidence, 
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where ( )S
i

S
jb x , ( )V

i
V
jb x and ( )A

i
A
jb x represent the static, velocity 

and acceleration components of the observation probability 
with confidence measures, ρS

i, ρV
i and ρA

i. The remainder of 
this section considers first static vector confidence measures 
and secondly their application to the temporal derivatives. 

4.1 Static component confidence 
The temporal correlation in the feature vector stream means 
that within a burst of lost vectors, vectors estimated close to 
the edge of the burst are likely to be more accurate than those 
estimated in the middle. This implies that a profile for the 
static confidence measure, ρS

i, should vary according to the 
distance the estimated vector is from the edge of a burst, 
starting at its highest value (close to 1) at the edges of the 
burst and reducing to its minimum in the middle of the burst. 
The exponential function has been shown to provide a suitable 
profile for the static confidence measure [4], computed as, 

nS
i γρ = (10)

where n represents the number of frames between the ith vector 
and the closest edge of the burst of loss, 

),min( iNNin lastfirst −−= (11) 

where Nfirst and Nlast are the frame indexes of the correctly 
received vectors before and after the burst of loss. The 
parameter γ determines the rate at which the confidence 
measure reduces with a suitable value of γ=0.7, given in [4] 
and confirmed in this work. 

The confidence of a vector should also relate to the local 
variation of the feature vector stream. Within the vectors some 
elements will exhibit more variation than others. For example 



log energy and lower-order MFCCs exhibit less variation than 
higher-order MFCCs. To allow for this within-vector 
variability the observation probability of the static vector can 
be decomposed into its individual elements,  
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where Q is the dimensionality of the static feature vector, 
xS

i(q) is the qth element of the ith static feature vector and ρS
i(q)

is the associated confidence measure. 
Taking this into account it is proposed to calculate the 

confidence, )(qS
iρ , as a function of the variance of the signal 

against a time-delayed version of the variance of the signal. 
The confidence associated with qth dimension of the ith static 
vector at a distance of n vectors from the edge of a burst 
(equation (11)) is calculated as, 
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The values of the global covariance tensor, ΣΣΣΣG, are given in 
equation (7). C(q,n) is the cross-covariance matrix of the qth

element of the feature vector against itself with a time lag of n
vectors, 
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The confidence, )(qS
iρ , will be maximised when the 

determinant of matrix C(q,n) is miminised and occurs when 
ΣG(0,q,q)=ΣG(n,q,q) when no vector loss has incurred. 
Similarly, the confidence will be minimised when there is no 
correlation between the time-delayed elements causing 
ΣG(n,q,q)=0. Figure 1 shows )(qS

iρ for four feature 
dimensions computed at varying distances from correctly 
received vectors on the Aurora digits database. It can be seen 
that more slowly-varying dimensions (such as log-energy and 
MFCC 0) maintain higher confidences than more rapidly 
varying dimensions (such as MFCC 5 and 11) as distance from 
correctly received vectors increases.  

Figure 1: Confidence measures for Aurora digits 

4.2 Temporal derivative component confidence
The velocity component of the feature vector is computed 
from a sliding window applied to the static vector stream and 
similarly the acceleration component is computed from 
velocity vectors. It is therefore appropriate to compute the 
confidence, ρV

i, of a velocity vector from the confidences of 
the static vectors used to compute the velocity vector. 
Similarly the confidence, ρA

i, of an acceleration vector should 
be computed from the confidence of the velocity vectors used 
to compute the acceleration vector.  

A simple method to determine the confidence of a 
temporal derivative is to apply hard decoding. If any vector 

used in the computation of the temporal derivative arises from 
a lost static vector then the confidence of the temporal 
derivative is set to zero. An alternative is to use soft decoding 
to determine the confidences, ρV

i and ρA
i, using regression 

equations similar to those used to compute the velocity and 
acceleration vectors, 
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Wv and Wa are the number of vectors either side of the current 
vector used to calculate the velocity and acceleration. 

5. Experimental Results 
The results in this section first examine the effectiveness of 
vector estimation methods and then include decoder-based 
methods before finally applying interleaving. The evaluations 
are made on two speech recognition tasks. The first is the 
ETSI Aurora connected digits task while the second is the 
5000 word large vocabulary WSJCAM0 task. On both datasets 
12-D MFCCs and log-energy are extracted from 25ms frames 
of speech every 10ms and two of these static feature vectors 
are transported in each packet in accordance with the ETSI 
Aurora standard. For recognition velocity and acceleration are 
computed. The digits are modelled using 16-state, 3-mode 
HMMs, trained from a set of 8440 digit strings and the test set 
comprises 1001 noise-free digits strings with a baseline 
accuracy of 99%. For the large vocabulary task a 5000 word 
closed bigram language model was used with a set of 44 3-
state, 20-mode monophone HMMs. Testing used a set of 100 
utterances which gave a baseline word accuracy of 81%. 

Packet loss has been simulated by a 3-state Markov chain 
[6] to give four network conditions in terms of the packet loss 
rate, α, and average burst length, β, as defined in table 1.  

Channel Loss rate, α Av. burst length, β
A 10 % 4 
B 10 % 10 
C 50 % 4 
D 50 % 10 

Table 1: Four simulated channel conditions 

5.1 Feature vector stream reconstruction 
These tests compare the effectiveness of the ETSI Aurora-
standard nearest neighbour vector estimation method with 
MAP estimation. Table 2a shows digit accuracy on the Aurora 
task and table 2b shows word accuracy on the WSJCAM0. 

Channel A B C D 
No compensation 91.00 89.10 50.10 49.50 
NN Repetition 96.71 92.94 82.99 66.01 
MAP 97.11 93.05 86.09 71.11 

Table 2a: Aurora digit accuracy using vector estimation 

Channel A B C D 
No compensation 65.10 66.30 16.90 20.12 
NN Repetition 75.32 68.57 34.20 25.64 
MAP 75.91 71.03 36.78 27.36 
Table 2b: WSJCAM0 word accuracy using vector estimation 

Both nearest neighbour repetition and MAP estimation give 
substantial improvements over no compensation. For all loss 
conditions on both tasks the MAP estimation scheme offers 
superior reconstruction over repetition. 



5.2 Decoder based methods
This section now combines MAP estimation with decoder-
based compensation. First the performance of static decoding 
methods are evaluated before extension to temporal 
components. 

5.2.1 Static component weighting
The recognition system used in these tests comprises only the 
static feature vector component. This gives a baseline accuracy 
(with no packet-loss) of 96.6% for the Aurora task and 54.6% 
for the WSJCAM0 task. Experimental results are presented in 
table 3, with MAP only using MAP estimation of lost vectors 
but with no decoder-based methods. MFT uses the simple 
binary weighting, Exponential uses the method in equation 
(10) and Variance uses the method of equation (13). 

Channel A B C D 
MAP only 94.75 91.62 82.87 68.81 
MFT 94.69 91.89 83.36 71.78 
Exponential 95.24 92.57 86.46 75.01 
Variance  95.06 92.60 85.94 74.27 

Table 3a: Aurora digit accuracy using static-only confidences 

Channel A B C D 
MAP only 48.65 45.42 24.85 19.92 
MFT 46.06 46.24 17.80 19.74 
Exponential 48.88 46.77 25.68 22.86 
Variance  49.00 47.00 23.56 22.44 
Table 3b: WSJCAM0 accuracy using static-only confidences 

The results show the MFT method offers a slight improvement 
for the Aurora task in all channels except A. However, on the 
more difficult WSJCAM0 task accuracy is mainly degraded. 
This suggests that the hard-decision is losing too much 
information and is confirmed by the superior performance of 
the soft-decoding methods. The soft-decoding methods give 
similar performance gains across all channel conditions. For 
both recognition tasks, the Variance method gives slightly 
better results than Exponential for channels A and B and 
slightly worse performance for channels C and D.   

5.2.2 Temporal component weighting 
Table 4 shows recognition accuracy using MAP estimation of 
vectors combined with the variance based static weighting. 
The recogniser uses the velocity and acceleration components 
with a comparison made between the hard and soft temporal 
component weighting methods described in section 4.2. 

Channel A B C D 
Hard-decoding 97.54 95.00 87.32 76.63 
Soft-decoding 97.73 95.03 90.82 78.88 

Table 4a: Aurora digit accuracy using full confidences 

Channel A B C D 
Hard-decoding 75.44 74.21 35.78 34.02 
Soft-decoding 78.55 74.97 45.36 39.25 
Table 4b: WSJCAM0 word accuracy using full confidences 

Both methods offer an increase in accuracy over the MAP only 
configuration shown in table 2. The soft-decoding method is 
shown to give higher performance than hard-decoding 
particularly for higher loss channels C and D. This is 
attributed to the large number of temporal derivative 
confidence measures being set to zero when using hard-

decoding, thereby removing the temporal derivative from the 
observation calculation. 

5.2 Interleaving
Packet loss compensation is now extended to include 
interleaving. In the event of packet loss the feature vector 
stream is reconstructed using MAP estimation and decoding 
modified according to the soft-decoding methods evaluated in 
section 5.2. Recognition accuracies are shown in table 5 for 
interleaving sizes of d=4,6 and 8.

Channel A B C D 
Interleave d = 4 98.28 96.22 95.73 84.92 
Interleave d = 6 98.80 98.16 97.33 92.48 
Interleave d = 8 98.83 98.77 97.94 95.33 

Table 5a: Aurora digit accuracy using interleaving 

Channel A B C D 
Interleave d = 4 79.67 77.03 60.69 49.00 
Interleave d = 6 80.67 79.22 63.51 58.81 
Interleave d = 8 81.02 80.32 66.69 62.51 

Table 5b: WSJCAM0 word accuracy using interleaving 

Comparing the results with those in tables 4a and 4b shows 
that interleaving gives a substantial increase in recognition 
accuracy on both tasks and on all channel conditions. The 
downside is the delay introduced (equation (3)), and must be 
traded against increases in recognition accuracy. 

6. Conclusion 
This work has shown that substantial improvements in 
recognition accuracy can be achieved through a combination 
of packet loss compensation methods at different stages of the 
DSR process. At packet loss rates of 10% (channels A and B) 
the compensation methods restore recognition performance on 
both the connected digits and large vocabulary tasks to within 
1% of the no packet loss performance. Even for the most 
severe channel (D) with 50% loss and burst lengths of 10 
packets performance on the connected digits task reaches 4% 
of the no loss performance, while for the more difficult large 
vocabulary task the performance is 18% lower. 

7. Acknowledgement 
The authors gratefully acknowledge the support of the UK 
Engineering and Physical Sciences Research Council. 

8. References 
[1] ESTI document - ES 202 050 – STQ: DSR – Extended 

advanced front-end feature extraction algorithm, 2003 
[2] C.B. Boulis et al, “Graceful degradation of speech 

recognition performance over packet-erasure networks”, 
IEEE Trans. SAP, vol. 10, no. 8, pp. 580-590, 2002. 

[3] A.B. James and B.P. Milner, “Minimising Interleaving 
Delay for Distributed Speech Recognition in Burst-Like 
Packet Loss”, submitted to Interspeech, 2005. 

[4] A. Cardenal-Lopez et al, “Correlation Based Soft-
decoding for Distributed Speech Recognition Over IP 
Networks”, Proc. ICASSP 2004 

[5] B. R. Ramakrishana, “Reconstruction of Incomplete 
Spectrograms for Robust Speech Recognition”. PhD 
thesis, Carnegie Mellon University, 2000. 

[6] B.P. Milner and A.B.James, “An analysis of packet loss 
models for DSR”, Proc. ICSLP 2004 


