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Abstract
In this paper, we describe a method for automatically
generating a domain-dependent pronunciation lexicon using a 
data-driven approach. We also introduce an adaptation method 
to alleviate some of the errors caused by the data-driven rules
which are derived from a relatively small volume of speech
corpus. At first, pronunciation variation rules are extracted
from a large volume of speech corpus and then are adapted
using the rules derived from the target corpus. The context 
dependent pronunciation variants of the target lexicon are 
automatically generated by applying these rules to the training 
and language model adaptation text corpus. Then the 
pronunciation variants are pruned based on the likelihood of
applied rules. Compared to the lexicon created by knowledge-
based rules, on the Korean spontaneous speech corpus, our 
approach produces an absolute reduction of 0.8% of the WER. 
Furthermore, the size of pronunciation variants is reduced by
almost 5.6% on the peak performance.

1. Introduction
Pronunciation variations in spontaneous speech are 
detrimental to the performance of automatic speech
recognition (ASR) systems. If words are always pronounced in 
the same way, ASR would perform better. However, most 
often real words are pronounced differently for various
reasons, especially in spontaneous speech. 

Most ASR systems use a pronunciation lexicon to reflect 
pronunciation variations. Adding pronunciation variants into
the lexicon could improve the performance of ASR, but this is 
not always the case since it is likely to increase confusion
between lexicon entries and enlarges the search space.
Therefore, it is vital not only to include as many plausible
variants as possible for each word but also to prevent
increasing confusability.

Approaches to pronunciation variation modeling can be
divided into knowledge-based and data-driven methods [1].
The latter is that the information on pronunciation variation is 
obtained directly from speech data [2], whereas the former
uses the information [3] which is already available, such as
pronunciation dictionaries and phonological rules. Neither of
these two classes of methods can be entirely preferred over 
the other. However, a possible drawback of knowledge-based 
methods is that information concerning spontaneous speech is 
generally lacking. 

The target of this paper is Korean spontaneous speech 
recognition. Our approach described here belongs to the data-
driven method. Many research groups [2][4][5] have adapted
this method to get pronunciation variant rules. Our study is 

focused on adaptation of the data-driven rules to reflect the 
domain-specific utterance styles and on automatic
pronunciation lexicon reconstruction method. As we have a 
limited amount of data on Korean spontaneous speech, we 
propose an adaptation method to interpolate with new rules 
extracted from the training conversational speech corpus with 
existing rules derived from a relatively large read speech
corpus.

This paper is organized as follows. Section 2 describes 
the target transcription generation, the rule learning, and 
adaptation method. Section 3 presents how to generate a 
domain-dependent pronunciation lexicon. Section 4 describes 
experimental results, and a summary is given in Section 5. 

2. Data-Driven Pronunciation Rules 
We derive pronunciation rules from the alignment of the
reference and alternative transcriptions, which is similar to 
[4][5]. The stochastic pronunciation rules are rewrite rules of 
the following form;

2 1 1 2 r:r L L G R R T with P

This rule means that the grapheme G, when preceded by a 
left context L and succeeded by a right context R, is uttered 
as the phoneme T, which can be a single phoneme, two
phonemes, or an empty phoneme due to deletion. The context 
L or R means adjacent graphemes or word boundary
information which could be reduced sequentially starting 
from the farthest side of the grapheme G until only one 
context remains, as in [4].

Canonical word expression in Korean is similar to word 
orthographic expression except for the final consonant
restriction. Korean syllables are composed of three parts: an 
initial consonant, a vowel and a final consonant. In Korean
syllable, if an initial consonant does not exist, the grapheme
(‘ ’) is used for the initial grapheme position. If a final
consonant does not exist, there is no grapheme corresponding 
to the final consonant position. In this case, we use a new
grapheme symbol, ‘NF’ for this position. These two 
graphemes might be converted to a single phoneme due to 
insertion.

2.1. Alternative Transcription Generation

To learn reliable pronunciation rules, first of all we need a 
good alternative transcription of every training utterance.
Making manual alternative transcriptions is extremely time
consuming and therefore costly. Furthermore, an optimal 
transcription does not always guarantee a lower WER,
because a recognizer innately has noise [6]. Therefore, it is 
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more efficient to get an alternative transcription automatically
from a target ASR. This transcription is usually obtained 
either by forced recognition [4] or all phone recognition [5].
Phone variations of word-based forced recognition are
restricted by the listed phone variants on pronunciation 
lexicon. And all phone recognition results include a lot of 
noises caused by the recognizer.

In this paper, we use a forced recognition method based
on the grapheme to phoneme confusion matrix [7] rather than
word-based. First, we create a phoneme confusion matrix. In
the beginning, a grapheme could be converted into all 
phonemes. With this matrix we construct a graph, such as 
Figure 1, and then convert this graph into an HMM network.
Following this, we retrieve the alternative transcription from
the best alignment of the acoustic signal. This process is
iterated until the matrix value becomes stable. During each 
iteration, we assign the stochastic value on each confusion
data and prune relatively low valued phonemes. Finally, we 
generate the target alternative transcription from the stable 
confusion matrix. 

In the example graph of Figure 1, the upper part is a
grapheme sequence, reference transcription, which is 
converted from orthographical Korean expression. Each 
rectangle represents a syllable. We do not use word boundary
information in this alignment, but in the rule learning phase,
this information will be used. 

Figure 1: A graph for producing the alternative transcription 
of “an nyeong ha se yo( )” in Korean.

2.2. Rule Learning and Pruning

Similar to [4], we have used a hierarchical rule structure
depending on the length of left and right contexts. In Korean,
most phoneme changes are related with the adjacent single 
context such as the left final consonant of an initial consonant
or the right initial consonant of a final consonant. Some
phoneme changes are caused by a vowel or morphological 
boundary information. To deal with these phoneme changes, 
we have defined 57 kinds of consonant contexts, 21 kinds of 
vowel contexts and 18 kinds of morphological boundary
information. Without a hierarchical rule structure, we may
need many training corpora to extract rules with reliable
contexts. Because of the hierarchical rule structure, these
variations are easily maintained.

The rule learning method is based on counting the number
of conversions from a grapheme into a phoneme from the 
alignment of a reference transcription with an alternative
transcription. We add the log-likelihood score of each
phoneme in the alternative transcription to reflect the noise of 
the speech recognizer. An estimation of the rule probability is 
as follows: 

2 1 1 2
2 1 1 2

2 1 1 2

(log ( ))
log ( )( )

( )
allT

E P T
P L L G R R TP L L G R R T

Count L L G R R

(log ( ))E P T is the mean value of the log-likelihood of a 
converted phoneme T in the alternative transcription and 

2 1 1 2log ( )P L L G R R T  is the log-likelihood of a phoneme
conversion under the given context. If a converted phoneme
gets a better score than the mean score, the rule has a higher
probability value. 

Before rule pruning we have applied four kinds of penalty
models: insertion, deletion, vowel context and wrong liaison. 
The first two are for compensating for the noise of the speech
recognizer, and the last two for reflecting the effect of the
dynamic length of contexts. During the forced phone 
alignment, a not-sounded consonant before aspirated sounds 
or glottalized sounds frequently causes a wrong phone to be
inserted, because durations of these sounds are relatively long. 
When two similar sounding consonants are adjacent, one is
absorbed by the other. The probability values corresponding
to these two kinds of rules are too high, so we need to reduce 
these values. In the training corpus, similar patterns of context 
frequently appear, especially in verbal phrases. The rules
corresponding to the shorter context length of these context 
patterns also have much higher probability values and prevent 
other rules from being applied. The values of these rules are 
also reduced by using vowel context and wrong liaison 
penalties.

We use the entropy pruning method of [4]. The rules of 
shorter contexts are called the parents of the rules which 
include the same contexts and another context. This pruning
eliminates the child rules whose values are lower than the 
threshold of the pruning cost. The pruning cost [4] is defined 
as the entropy difference 

CPH caused by pruning and the 
application frequency  and minimum counts :
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Obviously, the entropy weighting is intended to favor the 

elimination of rules with an application frequency much
smaller than .thC

As a result, almost 80% of initial rules are eliminated
without performance loss, and sometimes pruning even serves 
to improve the performance. 

2.3. Rule Adaptation 

The target corpus of this study is Korean spontaneous speech 
for making travel plans, which will be explained in section 4. 
The size of this corpus is too small to extract proper rules
because the training corpora didn’t have enough contextual
information. It had only 10k utterances and 156k
morphemes.(Since Korean is an agglutinative language, we
used the morphemes for lexicon entries). Therefore, we used
the rules for the base which were extracted from a large 
reading and broadcast news corpus; total 88k utterances, 
1.8M morphemes.

First, we refined the two kinds of rules derived from large 
corpora and target corpora by applying penalty models and 
pruning and then interpolating with two kinds of rules. If a 
base rule did not have the context of the new rule, we 
interpolated the new rule with the parents of the base rule 
because the parents could predict the missing context. The
interpolation method is; 



( )
( ) (1 ) ( ), 0

( ) ,

Parents of base

new base

base

P LGR T
P LGR T P LGR T whereP

P LGR T else
, where                                        means the highest value of the 
parent of the given context. If the new rule did not have a rule 
on the given context or the base rule already had the given
context rule, we disregarded the new rule. After interpolation, 
we pruned the rules to remove the redundant added ones.

P L G R T

3. Generation of Domain-Dependent 
Pronunciation Lexicon 

In order not to include pronunciation variants that are less 
possible to be used in the target domain, we have regenerated 
the domain dependent pronunciation lexicon, instead of 
adding new pronunciation variants or modifying
pronunciation information in the lexicon. By applying the
rules to the training text corpus and other adaptation text 
corpus, context dependent variants are generated and then 
pruned based on the likelihood values of each variant. 

Figure 2: The phoneme lattice corresponding to the given text 
“eo tteo ke ( )” in Korean.

As shown in Figure 2, a phoneme lattice corresponding to 
the text is created by applying the rules to the target
grapheme sequence. From this lattice we seek the phoneme 
sequence based on likelihood values and then make several 
pronunciation variants. The variants with lower likelihood 
value than the threshold are pruned out. Surviving variants
are added into the new lexicon with their likelihood values
and context information, as shown in Table 1. The threshold 
is defined as the ratio of the maximum likelihood value found
from the lattice to the likelihood value of the current variant. 
The variant size of the target lexicon is adjusted by changing 
this threshold value, thereby producing several alternative 
lexicons.

Table 1: Pronunciation variants of “eo tteo ke ( )”
with threshold 0.6 

Likelihood L2 ,L1 Variants R1, R2
0.0100
0.0097
0.0073
0.0072

,  j_ 
,  j_ 
  j_ 
,  j_ 

AX TQ TT AX KH EY 
AX TT AX KH EY
AX TQ TT AX KK EY 
AX TQ TT AX K EY 

m_,
m_,
m_,
m_,

4. Experimental Results 

4.1. Speech Corpora and Experimental Condition

We have constructed two conversational speech corpora by
simulating conversations between travel agency attendants 
and customers making travel plans. The first corpus, TP#1
consists of 100 conversations between 50 speakers and the 
second corpus, TP#2 consists of 125 conversations between 

50 speakers. When recording the conversations, TP#2’s 
speakers are informed to speak with simple and short
sentences in order to control the degree of disfluencies.
Therefore TP#1 is more complex than TP#2 in speaking
styles such as disfluencies, length of utterances, and
pronunciation variations.( )Parents of base

HTK is used for speech recognition experiments. As 
shown in Table 2, we divide each corpus into two parts for 
training and testing. For acoustic models, we also use read 
speech data of more than 25 hours whose triphone 
distribution is phonetically balanced. Backoff bigram 
language models are obtained from the training text corpus,
and then adapted by using a newspaper text corpus of 37M 
morphemes.

Table 2: Training and test corpus. 
Training Test

TP#1 (10 h) 5,383 utterances 622 utterances 
TP#2 (7.5 h) 4,621 utterances 440 utterances 

4.2. Recognition Results and Analysis 

Three lexicons are used for experiments. The first lexicon
(KBR) is created by knowledge-based rules [3], the second
lexicon (DBR) is created by data-driven rules extracted from
a large read speech corpus, and the third lexicon (ABR) is
created by rule adaptation using the target conversational 
speech corpus.

As shown in Figures 3 and 4, WERs are affected by
lexicons and pronunciation variants, and the best performance 
is obtained when the average number of variants is 1.6.

Figure 3: WERs corresponding to the lexicons on TP#1. 

Figure 4: WERs corresponding to the lexicons on TP#2. 

The baseline results are obtained by using the KBR
lexicon. On the both corpora, TP#1 and TP#2, the KBR
shows the best performance at 1.7 variants. At the first 



experiment, we have used the DBR lexicon. When the DBR 
lexicon is applied to the read speech corpus, from which the 
rules are derived, a relative reduction of 4% of WER is
achieved. However, when it is applied to the conversational 
speech corpus TP#2, WER increases due to the difference 
between pronunciation patterns. On both corpora, however,
the DBR produces the peak performance with fewer variants
than the KBR. At the second experiment, using the rules 
adapted to the target conversational corpus, an absolute 
reduction of 0.4% of WER compared with the DBR on TP#2
is obtained. It is a little lower than the baseline. However, on 
TP#1 there is little improvement, because TP#1 has more
complex speaking style patterns than TP#2 such as
disfluencies, word repairs and pronunciation variations. In
this case, we could not improve any performance only with a 
lexicon which is created by domain-dependent rules. At the
last experiment, the acoustic model retraining with new 
variants produces a 1.15% reduction of WER on TP#1. The
acoustic model retraining gives more effective results on the 
spontaneous speech corpus such as TP#1.

The total number of rules used in these experiments is 
42,527 in the DBR and 38,970 in the ADR. After adaptation,
the total number of data-driven rules is reduced. During the
adaptation, more than 10 thousands of new rules are
introduced. However, these new rules are merged with their 
parent rules or existing long contexts rules are merged with 
new rules during pruning. For the long contexts rules to
survive during pruning, these contexts frequently appear on
the corpus from which the rules are derived, and these rules
should have higher likelihood value than their parents.
Therefore, long context rules are more domain-dependent
than their parent rules. After adaptation, long context rules are
pruned out more than short context rules. Figure 5 shows how
many rules are added or removed after adaptation according
to their contexts.

Figure 5: The changes of the number of rules before and after 
rule adaptation. 

At the best performance, the size of ADR lexicon is
reduced to 95% of the KBR lexicon. 68% of variants in the
KBR lexicon are also included in the ADR lexicon. The
change of variants not only reduces the WER but also could 
create new errors. Table 3 shows how the WER is affected by
the new lexicon.

Table 3: The change of the WER(%)

KBR ADR New
errors

Reduced
errors

WER
change

25.53% 24.76% 2.21% 2.98% - 0.77%

In summary, compared to the baseline KBR performance,
an absolute reduction of 0.8% of the WER is obtained by the
data-driven rules that are adapted to the target domain.
Furthermore, we could reduce 5.6% of variants’ size in the
pronunciation lexicon. 

5. Conclusions
We have described a method for automatically generating 

a domain-dependent pronunciation lexicon using a data-
driven approach. Compared to the lexicon created by
knowledge-based rules, on the Korean spontaneous speech 
corpus, our approach produces absolute reduction of 0.8% of 
the WER. Furthermore, the size of pronunciation variants is 
reduced by 5.6% on the peak performance. As a future work, 
we plan to perform an analysis of the positive rules which
reduce errors and the negative rules which create erroneous 
variants. Further improvements on current results will be
achieved through our future research and experiments on 
these rules.
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