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Abstract
This paper describes the construction and use of language mod-
els specific to semantic concepts. A tolerance mechanism is in-
troduced in order to design conceptual constituents that cover
longer word patterns while remaining robust to spontaneous
speech disfluencies and recognition errors. These models are
obtained from sentence patterns which grow from essential in-
formation to longer sequences of words. It is shown that these
augmented conceptual constituents provide reductions in con-
cept error rates on a spoken dialog application task.

The composition of semantic constituents into semantic
structures is discussed together with the introduction of lan-
guage models for semantic composition. Experiments are de-
scribed which show the advantage of using these language mod-
els to take into account structured semantic information.

1. Introduction
In spoken dialogues for telephone applications, interpretation
consists in finding instances of conceptual structures represent-
ing knowledge in the domain semantics. Spoken Language
Understanding (SLU) is the process for obtaining interpreta-
tions [1]. SLU can be performed on the results of an Automatic
Speech Recognition (ASR) system or it can be part of an inte-
grated process which generates word and concept hypotheses at
the same time [2]. Word patterns can be conceived to represent
the expression of a concept in the application domain. SLU per-
forms recognition of these patterns in one or more spoken sen-
tences. As ASR systems make recognition errors, word patterns
for a concept should contain a certain degree of redundancy
with respect to the essential patterns. In addition, to model the
appropriate context to constrain the recognition of semantically
relevant words, the patterns for interpretation should also model
to some extent spontaneous speech effects (such as hesitations,
repetitions, elisions).

Word patterns for recognizing semantic instances are spe-
cialized language models (LM). Recently [3] it has been shown
that interpretation can be seen as a parallel application of Sto-
chastic Finite State Transducers (SFST) translating words into
semantic instances with possible simultaneous use of the same
word from many transducers. Semantic structures for an ap-
plication domain are complex and are represented by Semantic
Knowledge (SK). Various formalisms have been proposed for
describing SK. Essentially they are all based on entities and re-
lations. A complex semantic entity may have necessary and
optional properties or roles. Roles are bound to values in an

instance. Some values can be instances of other complex con-
cepts. Thanks to the relations, it is possible to query about com-
positions of roles. The components of a composition can be
detected in one or more sentences. A formal theory of com-
position can be found, for example, in [4]. The theory shows
how compositions of objects into structures are performed us-
ing context-sensitive rules.

Of central importance in SLU is the relation between SK
components and LMs. In principle, each entity, relation, or
property can be associated with a LM which should include
long distance dependencies between words. Let us call these
LMs, conceptual LMs. Our approach is similar to the technique
defined in [5]; our conceptual LMs are not defined by SCFGs
but by stochastic regular grammars. Besides, these models have
to take into account the imprecision of the spoken natural lan-
guage, the fact that human knowledge about relations between
words and concepts is incomplete, and the lack of accuracy of
an ASR system. With this end, we introduce the notion of toler-
ance that allows an efficient and robust conceptual constituents
design. The use of these LMs is described in Section 2.

Complex semantic entities are obtained from simpler en-
tities by composition. Composition knowledge can be repre-
sented by composition rules (as in [4]) which may have syn-
tactic components and the resulting compound could be repre-
sented by a specific LM which should take into account spe-
cific phenomena of the spoken language and the imprecision of
ASR systems. Language models for semantic compositions are
introduced in Section 3. Experimental results are provided in
Section 4.

2. Conceptual Language Models

2.1. Probabilistic model

The semantic language model aims at modeling the concepts
sequence of an utterance. The structure of the concepts se-
quence is captured here by a bigram LM. Given a word se-
quence W = {w1, . . . , wn, . . . , wN} hypothesized by an ASR
system, let assume that a possible conceptual parsing of W is
Γ = {γ1, . . . , γc, . . . , γC}, with C ≤ N and that the asso-
ciated words/concepts parsing is T = {t1, . . . , tm, . . . , tM},
C ≤ M ≤ N (tm is either a conceptual constituent γc or a
word wn not covered by any concept). The joint likelihood of
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the sentence W with the conceptual parsing Γ is therefore:

P (W,Γ) = P (t1| < s >) · P (Wt1 |t1)×�M
j=2 P (tj |tj−1) · P (Wtj |tj)×

P (< /s > |tM )

Where Wtj is the words sequence covered by the tag tj . When
tj is itself a word, not covered by any concept, P (Wtj |tj) = 1.
Otherwise, tj is a conceptual constituent γc, P (Wtj |tj) =
Pγc(Wtj ). The probabilities Pγc(Wtj ) are given by concep-
tual LMs. Theses can be implemented by SFSTs. Semantic
interpretation can be seen as a decoding process that selects the
most likely sequence of words W and conceptual structure Γ in
a word graph (WG). The decision rule can be written as follows:

(W ∗,Γ∗) = argmax
W,Γ

P (A|W ) · P (W,Γ)

Where P (A|W ) is the acoustic score computed in the first pass.
The global semantic language can be easily transformed into
a SFST and the direct composition with the WG gives all the
possible parsings with associated probabilities. Assuming that
a word-based LM complements the concept based LM, we use
the log-linear interpolation (reported to give better results than
the linear one in [6]). The optimization problem becomes:

(W ∗,Γ∗) = argmax
W,Γ

P (A|W ) · PwordLM (W )θ · P (W,Γ)1−θ

where PwordLM(W ) stands for the classical word bigram proba-
bilities and θ ∈ [0, 1] is the interpolation parameter.

2.2. Concepts design and tolerance implementation

In a first approach, conceptual constituents have been automati-
cally extracted from the dialogue manager semantic ontology.
Given the initial natural language understanding strategy de-
scribed in [7], a first set of concept highlighting rules enables
island-driven parsing and transforming the recognized sequence
of words into possible sequences of elementary concepts. Those
sequences are transferred to further modules that make use of
higher level semantic knowledge and of the dialogue context to
derive the best interpretation. The concept highlighting rules
are originally chosen to cover as few long term dependencies as
possible. Elementary conceptual concepts are manually defined
by selecting essential word patterns (usually short patterns, even
made by a single word) for expressing a concept and augment-
ing them with possible word sequences that can fill the intervals
between two words of the pattern.

A tolerance mechanism is added to the description. Func-
tion words are not namely specified but instead, an indication
of the ideal number of syllables expected is given. Further-
more a tolerance of +/- “n” syllables from this ideal number
is added for robustness sake. As a matter of fact, this tolerance
is crucial for two reasons. Firstly, it allows the concept descrip-
tion to overcome the spontaneous aspect of speech where words
can be eluded or repeated. Secondly, it allows being robust to
speech recognition errors that may occur on short words. In or-
der to derive a semantic LM from these rules, each conceptual
description is represented by a FSA. Section 2.3 describes the
training procedure for obtaining stochastic FSTs while taking
into account the tolerance mechanism. Figure 1 illustrates the
FSA representation for the concept “statement of account” with
an ideal number of expected syllables of 1 between “statement”
and “account”.

account

statement
account

account

Syl1 Syl1

Figure 1: Example of an elementary conceptual constituent rep-
resentation.

For simplicity reasons, the tolerance is implemented with
a number of monosyllabic words rather than a number of sylla-
bles. Hence Syl1 accounts for the set of monosyllabic words (77
words in parallel, in our experiments) and a tolerance of +/- 1
is applied. The constitution of such elementary conceptual con-
stituents, though easy to derive, might not be completely well-
suited for statistical language modeling purpose. As a matter
of fact, it roughly results into semantic word (or short phrase)
classes that gather words (or short phrases) that have the same
meaning but might not share the same syntactic properties and
that are not likely to appear in the same context. This general-
ization might be too strong and yields poor performance as the
information on the context for conceptual constituent bound-
aries is lost. The tolerance mechanism allows overcoming this
problem by simply adding filler transitions at the entry of a con-
ceptual automaton which model the potential introducing func-
tion words.

A wider left context for the semantically relevant words is
then integrated within the new conceptual constituent. Such
augmented conceptual constituents (as illustrated in Figure 2)
cover longer word sequences. After parsing an utterance by
this model, there are fewer remaining link words between con-
cepts; the training step of the overall bigram LM described in
Section 2.1 actually learns concepts succession probabilities.

account

Syl1

statement

statement
account

account

statement
Syl1 Syl1 Syl1

Figure 2: Example of augmented conceptual constituent repre-
sentation.

2.3. Training the semantic language model

All concepts are transformed into FSTs; input and output se-
mantic labels are added to the conceptual description; then a
global FST that combines in parallel all the conceptual FSTs is
defined. It allows parsing words sequences that belong to any
concept, as described in [3]. This global transducer is used to
parse into concepts a training corpus of manually transcribed
utterances which enables to train the overall conceptual bigram



LM probabilities. In the case of ambiguous parses, we choose
the one with the best word covering and with the least num-
ber of concepts. In order to train separately each conceptual
constituent FSA, a two-stage process is applied: first, all the
patterns associated to the concept are extracted from the train-
ing corpus by applying the previously described FST with the
word sequences as the output symbols. Conceptual FSA transi-
tion probabilities are learnt by simple counting from those pat-
terns and smoothing to ensure that all the probability transitions
from a given state sums up to 1. Considering conceptual con-
stituents with the tolerance mechanism implemented, through
this first training stage, the ideally expected function words are
naturally given higher probabilities as they occur in the manual
transcriptions and spontaneous speech effects such as repetition
or elision are modeled from the training data.

This first semantic LM is then applied to word graphs, gen-
erated for a development set in order to extract patterns associ-
ated to concepts appearing in the best parse hypotheses after se-
mantic decoding. This new set of patterns enables to re-train the
conceptual FSAs that now also models deletions, substitutions
or insertions of short function words that are likely to occur in
word graphs.

3. Language Models for Semantic
Composition

Increasing the coverage of conceptual constituents is interest-
ing under several aspects. A wider acoustic support increases
the reliability on recognized patterns. Furthermore, taking into
account as early as possible larger semantic relations tends to
outline more reliable patterns for the forthcoming interpreta-
tion module. A procedure for determining LMs for seman-
tic composition is outlined in the following. This procedure
was not used to perform SLU but to design FSAs that span
longer phrases. Complex semantic entities are obtained from
simpler entities, described in the previous section, by compo-
sition. For example, there are methods for describing trans-
actions like buying shares. The transaction consisting in buy-
ing some share is a subclass of acquisition whose property
is the method buy(Shareholder b, Share sh) where
the method arguments are sub-classes of Subject and Object
which are properties of the class Acquisition.

In order to apply a method, the request for the action rep-
resented by the method has to be recognized with a suitable
dialogue as well as values binding the variables which are the
arguments of the method. The purpose of the SLU is to generate
instances of coherent semantic compounds suitable to perform
a method invocation. In general, composition starts by consid-
ering methods corresponding to the constituent that are present
in the sequence Γ (obtained with the method described in Sec-
tion 2). Let act(b,x) be a method with arguments b, and x.
This method implements the ACT concept. Let, for example,
the act be buy, selected for composition by the interpretation
strategy from a sentence like “I would like to buy fifteen shares
of company Cmp on euh Retirement Saving Plan (RSP)”, which
generates the constituents:

• γ1: Action.name = buy,

• γ2: Shareholder.name = CurrentUser,

• γ3: Shareholder.account = RSP,

• γ4: Shareholder.portfolio = shares,

• γ5: Share.name = Cmp,

• γ6: Share.quantity = 15.

The observation of the set of constituents needed to select
the buy method leads to build FSAs that covers longer phrases.
Those FSAs are obtained by concatenating the relevant con-
stituents. These LMs are built with the same procedure outlined
before. We also introduce a tolerance between elementary con-
stituents in order to overcome the spontaneous aspect of speech.

From the above example, several FSAs can be de-
signed. For instance, an FSA representing the follow-
ing properties Shareholder.portfolio, Share.name,
Share.quantity can be built: it is the concatenation of the
Quantity , Portfolio , Name FSAs, in this order. This ex-

ample shows the importance of the introduction of a tolerance
between the elementary components; as the obtained pattern is
longer, more insertions can occur compromising the interpreta-
tion.

4. Experimental setup
Experiments have been carried out with a corpus collected at
France Telecom R&D for a banking application, which allows
users to perform transactions and ask questions about the stock
market, portfolios and accounts. The dialogue system is de-
signed following the approach described in [7]. The banking
domain is quite complex with many particular technical words,
a large set of share names (around 1500) and various source of
ambiguities (e.g. cardinals in quantities and amounts, which
have to be reliably recognized to perform actual transactions),
which makes the spoken language understanding task quite dif-
ficult.

The basic vocabulary of the application is about 2732 words
(include share names). The training set contains 134722 words
for 24604 utterances collected over the French telephone net-
work. The average utterance length is about 6 words. The de-
velopment set contains 3788 word graphs. A test set of 2356
utterances is used. Using adapted acoustic models and a word
bigram LM, a word graph of words hypotheses is generated for
each utterance, on which the semantic LM is applied. Dialogue
history is not taken into account in the experiments described in
the following.

4.1. Elementary concepts description

The first model contains 136 elementary concepts and 3 generic
concepts representing dates, amounts and quantities, quite cru-
cial for such an application. The average pattern length for a
concept (without the 3 generic concepts) is about 1.08 words.
The covering percentage is an indication of how many concepts
cover words in a corpus. It is the ratio between the number of
words covered by concepts and the total number of words in
the corpus. The covering percentage of the training corpus for
this conceptual model is about 41.8%, which is quite weak. The
average number of concepts per utterance is about 1.93.

4.2. Extended concepts description

The second model contains 146 concepts and the same three
generic concepts representing dates, amounts and quantities.
Ten concepts have been obtained by composition; their average
pattern length is about 2.3 words. The concepts obtained after
composition cover longer word sequences and 120 of the initial
elementary concepts have been augmented as described in Sec-
tion 2.2, while the remaining concepts are left unchanged. The
overall average pattern length for concepts (without the 3 struc-
tured concepts) is about 1.92 words. The covering percentage
of the training corpus by this conceptual model is about 78.5%,



which is better that the covering with the other model. Besides
the mean number of concepts per utterance is about 2.2.

4.3. Experimental results

4.3.1. Elementary concepts model

First we have tested the 136 elementary concepts model. The
reference of the test set has been automatically tagged with the
different concepts. In order to evaluate the capacity of the model
to extract better solutions from the word graph, we also applied
the model on the one-best sequence of words hypothesized by
the first-pass. Results obtained with the elementary concepts
LM (noted Elem. LM) are reported in Table 1 in terms of Con-
cept Error Rate (CER) and Word Error Rate (WER) in %. The
number of concepts in the reference (#conc.) is also mentioned;
substitutions, insertions and deletions of concepts are taken into
account.

Table 1: Results with elementary concepts LM.

Model #conc. CER WER

One-best 4231 16.57 18.72
Elem. LM 4231 16.47 20.46

The results obtained with the word bigram LM outperforms
the ones obtained with the elementary concepts model. These
bad results can be explained by the loss of information regard-
ing the context of words gathered into the elementary concepts.
This explains our choice of working on augmented concepts and
composing some of them.

4.3.2. Augmented and composed concepts model

We wanted to show the benefits of concepts compositions in
terms of CER in the semantic decoding process. Table 2 shows
the results obtained with the one-best, the augmented concepts
LM alone denoted Comp. LM, and the results after the com-
bination with the bigram LM and log-linear interpolation in a
model denoted Comp. LM int. The results are given in terms of
CER and of Concept-Value Error Rate (CVER); the latter also
takes into account the values for those concepts that accept dif-
ferent values (typically share names, quantities, amounts, etc).

Table 2: Results with augmented concepts LM.

Model #conc. CER CVER WER

One-best 4296 12.34 14.78 18.72
Comp. LM 4296 11.85 13.06 19.76

Comp. LM int. 4296 11.34 12.57 17.66

These results show that the augmented concept LM alone
improves results in terms of CER and CVER while slightly de-
creasing the WER. The word-based and concept-based LMs are
complementary as interpolating the two models reduces both
the WER and the CER. Analysis of the types of errors showed
that the augmented concepts LM proved out to reduce signif-
icantly the concept insertions and substitutions, which are the
most harmful errors for the dialogue continuity while the omis-
sions remain unchanged. The relative overall CER reduction is

8.1% while the overall CVER relative reduction is 14.9%; this
shows that the semantic LM allows to retrieve the correct value
from the word graph for concepts that had been well recognized
in the one-best sequence but with the wrong value.

Table 3: Results with augmented concepts LM.

Model #conc. CER WER
Dec Post

One-best 4296 13.38 12.34 18.72
Comp. LM 4296 11.85 11.64 19.76

Comp. LM int. 4296 11.34 11.08 17.66

Further evaluation of results reported in Table 3 has been
made in order to evaluate the quality of the training procedure.
To do so, we realized an a posteriori parsing of the word se-
quences hypothesized by the different models with the non-
stochastic global conceptual automaton used in Section 2.3 to
tag the training corpus into concepts. We then evaluated a new
CER denoted post. CER. while the preceding CER on the de-
coded concepts is denoted dec. CER.. The difference between
the two CERs shows the improvements that can be achieved on
the estimation of the probability distributions.

5. Conclusions
Specific LMs for conceptual constituents and semantic compo-
sitions are introduced in this paper. They are used for generat-
ing interpretation hypotheses from spoken sentences. The inter-
pretation strategy re-scores a word graph generated by an ASR
with a generic n-gram LM and extracts interpretations from the
word graph using log-linear interpolation of conceptual LMs
with a generic LM. Furthermore, specific LMs contain redun-
dant word patterns for representing concepts implemented by a
tolerance scheme. Redundancies are represented by sequences
of words longer than the ones that are essential for representing
a concept. Experiments on the use of the semantic LMs show
a reduction in concept error rate. Future work will focus on the
automatic construction of redundant and composition LMs.
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