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Abstract

While the temporal dynamics of speech can be represented very
efficiently by Hidden Markov Models (HMMs), the classifica-
tion of speech into single speech units (phonemes) is usually
done with Gaussian mixture models which do not discriminate
well. Here, we use Support Vector Machines (SVMs) for clas-
sification by integrating this method in a HMM-based speech
recognition system. In this hybrid SVM/HMM system we trans-
late the outputs of the SVM classifiers into conditional proba-
bilities and use them as emission probabilities in a HMM-based
decoder. SVMs are very appealing due to their association with
statistical learning theory. They have already shown very good
classification results in other fields of pattern recognition. We
train and test our hybrid system on the DARPA Resource Man-
agement (RM1) corpus. Our results show better performance
than HMM-based decoder using Gaussian mixtures.

1. Introduction

Support Vector Machines (SVMs) [1, 2, 3] represent a new ap-
proach to pattern classification which has attracted much inter-
est. This is due to their great ability to generalize, often result-
ing in better performance than traditional techniques, such as
artificial neural networks. SVMs have been successfully used
in many applications, e.g., handwritten digit recognition.

There have also been applications to speech recogni-
tion problems, namely phonetic classification [4] and post-
classification of speech recognition hypotheses [5, 6, 7]. How-
ever, these applications are not really integrated into continuous
speech recognition which is mostly based on Hidden Markov
Models (HMMs) using Gaussian mixture models (GMMs)
trained with a maximum likelihood criterion. Since SVMs lack
the ability to model time series a combination with HMMs
would be possible, following a similar successful approach (see,
for example, [8]) of using artificial neural networks (ANNs)
for the acoustic model within the HMM framework. Such hy-
brid SVM/HMM systems have been proposed, for example,
for phoneme recognition [9], and for speech recognition with
a tied-posterior framework (posteriors are tied for all HMMs)
[10]. In our approach presented here we also replace the Gaus-
sian mixtures with SVMs, creating a hybrid SVM/HMM sys-
tem. Contrary to [10], each posterior is calculated using differ-
ent SVMs in a one-vs-one approach for the multi-class classifi-
cation.

2. The SVM/HMM hybrid system
2.1. Hidden Markov Models

Predominantly, Hidden Markov Models (HMMs) are used in
automatic speech recognition (ASR) to model a sequence of
feature-vectors X as a piecewise stationary process where each
stationary segment is associated with a specific HMM state.
This approach defines two concurrent stochastic processes: the
sequence of HMM-states modeling the temporal dynamics of
speech, and a set of state output processes modeling the locally
stationary property of the speech signal.

2.2. Emission probabilities

The acoustic model within the ASR is usually realized using
mixtures of Gaussian probability density functions as emission
probabilities of the HMMs. However, these Gaussian mixtures
are trained by likelihood maximization, which assumes correct-
ness of the models and thus suffers from poor discrimination
[8]. That means the mixtures are trained to model each class
and not to discriminate one class from the other.

By way of contrast SVMs discriminate extremely well, thus
using them (instead of Gaussian mixtures) as models of emis-
sion probabilities may result in better recognition. We therefore
replace in our approach Gaussian mixtures with SVMs and use
the SVMs to compute emission probabilities, creating a hybrid
SVM/HMM system.

3. SVM emission probability estimation
3.1. Support Vector Machines

Support Vector Machines were first introduced by Vapnik
and developed from the theory of structural risk minimization
(SRM) [1]. We give a short overview and refer to [2, 3] for
more details and further references.

SVMs are linear classifiers (i.e. the classes are separated by
hyperplanes) but they can be used for non-linear classification
by the so-called kernel trick. Instead of applying the SVM di-
rectly to the input space R

n they are applied to a higher dimen-
sional feature space F , which is nonlinearly related to the input
space: Φ : R

n → F . The kernel trick can be used since the
algorithms of the SVM use the training vectors only in the form
of Euclidean dot-products (x · y). It is then only necessary to
calculate the dot-product in feature space (Φ(x) ·Φ(y)), which
is equal to the so-called kernel function k(x,y) if k(x,y) ful-
fills the Mercer’s condition. Important kernel functions which
fulfill these conditions are the polynomial kernel

k(x,y) = (x · y + 1)d (1)
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which maps into the space of all monomials up to degree d, and
the Gaussian radial basis function (RBF) kernel

k(x,y) = exp(−γ||x − y||2). (2)

Given a training set {xi, yi} of N training vectors xi ∈ R
n

and corresponding labels yi ∈ {−1, +1}, a kernel function
k(x,y) and a parameter C, (see below) the SVM finds an op-
timal1 separating hyperplane in F . This is done by solving the
following quadratic programming problem: Finding the vector
α which maximizes

W (α) =
N∑

i=1

αi − 1

2

N∑

i=1

N∑

j=1

αiαjyiyjk(xi,xj) (3)

under the constraints

N∑

i=1

αiyi = 0 and 0 ≤ αi ≤ C ∀i. (4)

The parameter C > 0 allows us to specify how strictly we want
the classifier to fit to the training data (a larger C meaning more
strictly). The output of the SVM is

f(x) =
N∑

i=1

αiyik(xi,x), (5)

where f(x) > 0 means that x is classified to class +1. The
training vectors xi for which the αi are greater than zero are
called support vectors.

We use the software library Torch [11] for the training of
the SVMs.

3.2. Estimation of posterior probabilities from the SVM
output

The output of a SVM is a distance measure between a test pat-
tern and the decision boundary. There is no clear relationship
with the posterior class probability p(y = +1|x) that the pat-
tern x belongs to the class y = +1. A possible estimate for this
probability can be obtained [12] by modeling the distributions
p(f |y = +1) and p(f |y = −1) of the SVM output f(x) using
Gaussians of equal variance and then computing the probability
of the class given the output by using Bayes’ rule. This yields
the ansatz

p(y = +1|x) = g(f(x), A, B) ≡ 1

1 + exp(Af(x) + B)
.

(6)
The parameters A and B of Eq. (6) are found [12] using max-
imum likelihood estimation from a training set2 (pi, ti) with
pi = g(f(xi), A, B) and with the target probabilities ti =
(yi + 1)/2. This is done by minimizing the cross-entropy error
function

−
∑

i

[ti log(pi) + (1 − ti) log(1 − pi)] (7)

using the algorithm of Platt [12] which is based on the Leven-
berg-Marquardt algorithm.

1according to the SRM principle, i.e. by optimizing the upper bound
on the actual risk of misclassifi cation by controlling the complexity of
the classifi er and minimizing the empirical error on training data

2This training set can but has not to be equal to the training set of
the SVM.

If we do not assume equal variances for both distributions
p(f |y = ±1) (which yields Eq. (6)) we get as an extension of
this method the ansatz

p(y = +1|x) =
1

1 + exp(A2f2(x) + Af(x) + B)
, (8)

The three parameters A2, A, and B are calculated with an ex-
tension of the algorithm of Platt [12] for three (instead of two)
parameters.

3.3. Multi-class classification

Since SVMs are binary classifiers we have to use a certain
method to classify into more than two classes. Two widely used
methods are the one-versus-rest approach and the one-versus-
one approach.

In the one-versus-rest approach [2, 13] a SVM learns to dis-
criminate one class from all other classes. Having K classes we
need K SVMs with outputs fq(x), q = 1, . . . , K, which can
be transformed into posteriors by using the described method of
Platt [12] for each SVM. Thus we get for the posterior probabil-
ities of the class (HMM state) q given the feature vector x using
Eq. (6) (or Eq. (8) respectively) p(q|x) = g(fq(x), Aq, Bq).

In the one-versus-one approach [2, 13] a SVM learns to
discriminate one class from one other class. In this pairwise
classification we need to train K(K − 1)/2 SVMs represent-
ing all possible pairs out of K classes. For each SVM we
again use the method of Platt to get pairwise class probabili-
ties µij ≡ p(qi|qi or qj ,x) of the class (HMM state) qi given
the feature vector x, and that x belongs to either qi or qj . These
pairwise probabilities are transformed into posterior probabili-
ties p(qi|x) by [14]

p(qi|x) = 1/




K∑

j=1,j �=i

1

µij
− (K − 2)


 . (9)

Finally, the posteriors p(q|x) have to be transformed into
emission probabilities p(x|q) (needed for the HMMs) by using
Bayes’ rule

p(x|q) ∝ p(q|x)

p(q)
(10)

where the a-priori probability p(q) of class q is estimated by
the relative frequency of the class in the training data.

4. Implementation of the hybrid system
Our implementation of a hybrid HMM system using acoustic
models other than Gaussian mixture models is based on the
Hidden Markov Toolkit (HTK) [15]. The developed framework
uses a plugin-architecture which allows easy and flexible inte-
gration of arbitrary classifiers in HTK. An external classifier is
contained in a dynamically loadable library (DLL) with a few
well-defined entry points. Measures are taken to make the clas-
sifier thread-safe. The DLL and the file from which to initialize
the classifier must be specified to the recognizer in two addi-
tional fields in the HMM definition.

At startup, the classifier initializes its internal state from the
file mentioned in the HMM definition. During recognition, the
external classifier computes log probabilities (i.e. log p(x|h))
of speech frames x for given hypotheses h. In HTK, hypotheses
are generated hierarchically, i.e. on a sentence, word, and sub-
word level. Due to this, a speech frame might be tested against
the same hypothesis several times. Therefore, caching of results
is performed to reduce computational overhead.



5. Experiments
5.1. Experimental setup

In all experiments we use the DARPA Resource Management
(RM1) corpus [16]. Preprocessing is performed by short-time
FFT with a frame width of 25ms and a frame shift of 10ms
followed by a cepstral analysis. The resulting feature vectors
contain 12 cepstral coefficients, the frame energy and the first
and second order time differences (altogether 39 components).
We use the standard 72-speaker training set (2880 sentences),
and our systems were evaluated using the speaker independent
Feb’89 test set [16]. We use the standard RM word-pair gram-
mar.

First we compute a time alignment using a standard Gaus-
sian mixture HMM decoder to get the state (label) for each fea-
ture vector. We use 48 monophone models (including a silence
model sil to model the silences before and after the utterance)
with three HMM states each and an optional pause model sp
(to model the pauses between words) with a single state3. Thus
we have 3 × 48 + 1 = 145 different states altogether.

We have to set the parameter C and the kernel parame-
ters before training of the SVM. We use a Gaussian kernel (see
Eq. (2)) and thus have to set the kernel parameter γ. We use
γ = 4 · 10−4 and C = 400 for the full set, and respectively
smaller values of C for the diluted sets, because C scales with
the number of training vectors [2].

Considering the method for multi-class classification we
choose the one-vs-one approach. The one-vs-rest approach
seems less appealing here, considering that we have many
classes, which we want to discriminate (primary) from each
other to achieve better discrimination than with GMMs. In ini-
tial experiments we trained SVMs in the one-vs-rest approach
for a 1/10 diluted set, getting a word accuracy of 86.80%,
slightly worse than the respective one-vs-one result of 89.73%.
This agrees with results for classification [13], which also indi-
cate that one-vs-one is the better choice. In addition one-vs-one
takes much less time to train the SVMs than one-vs-rest (see
below).

5.2. Results

The SVMs are trained with the full training set (about N =
988000 feature vectors), or (as an approximation) with diluted
sets (using every second, fifth, or tenth feature vector). The
posteriors are estimated using the same set of feature vectors
as used for the training. The baseline for our experiments is a
three-state HMM system trained on the full training set with a
GMM with 8 mixtures per state, resulting in a word accuracy of
91.96% comparable with the usual results of monophone mod-
els [16].

For the SVM one-vs-one approach, having 145 different
classes (states of the HMM models) we have to train 145(145−
1)/2 = 10440 SVMs each having 2N/145 training vectors on
average. Even though we have many more SVMs than in the
one-vs-rest approach4, it takes much less time to train them all
because the time to train one SVM depends super-linear on the
number of training vectors.

For recognition we calculate the posteriors using Eq. (9)
with the ansatz of Platt (see Eq. (6)) for the pairwise probabili-
ties.

3In our baseline-system the single state of sp is tied with the middle
state of the silence model sil.

4In the one-vs-rest approach we would have to train only 145 SVMs,
but with the full set of N training vectors.

without skipping with skipping
diluted (1/5) set 92.07 % 92.19 %
diluted (1/10) set 89.34 % 89.73 %

Table 1: Comparison of the SVM one-vs-one approach with-
out and with skipping. The word accuracy is given for SVMs
trained with diluted sets.

Another advantage of the one-vs-one approach lies in the
fact that we can skip certain pairwise classifications of two
classes, if it appears not meaningful to discriminate them from
each other. An example could be the states within a HMM,
since they model one and the same phoneme. If a certain pair is
skipped we don’t have to train the SVM which would discrimi-
nate these two states and using instead a flat probability of 1/2
when the pairwise probability of these two states is needed (in
Eq. (9)) during recognition. In our experiments we skipped the
pairs between the three states of each individual HMM model
(saving the calculation of 3 × 48 pairwise SVMs), and in ad-
dition we skipped the pairs between the pause models sil and
sp (saving three further SVMs). Thus we save with this skip-
ping approach 147 SVMs, so that only 10293 SVMs pairwise
SVMs remain to be trained. While this skipping approach saves
only the training of 1.4% of all pairwise SVMs it saves about
10% of the computation time needed for training. This means
that the skipped SVMs are especially hard to train, indicating
that the states belonging to these SVMs can only poorly be dis-
criminated, and thus that a flat pairwise probability of 1/2 could
be a good approximation.

We have tested our skipping approach on some diluted sets
and the results in Tab. 1 indicate that it can even yield slightly
better results than the approach without skipping. This agrees
with similar results in a hybrid ANN/HMM approach [17]. For
this reason and because it also needs less computational re-
sources we use in the following only the approach with skip-
ping.

classifier (in a three-state HMM) Word accuracy
Baseline (GMM with 8 mixtures) 91.96 %
SVM one-vs-one, full set, 94.10 %
SVM one-vs-one, diluted (1/2) 93.67 %
SVM one-vs-one, diluted (1/5) 92.19 %
SVM one-vs-one, diluted (1/10) 89.73 %

Table 2: Results for the SVM one-vs-one approach trained with
the full set and diluted sets compared with the baseline.

Tab. 2 shows the results of our hybrid SVM/HMM ap-
proach. We got better results than the baseline not only when
using the full set, but also for diluted sets (1/2 and 1/5). In terms
of word error rate we got a relative reduction of 26% for the full
set and still 20% for the 1/2 diluted set.

Platt approach Word accuracy
with two parameters 94.10 %
with three parameters 93.52 %

Table 3: Comparison of the different methods to get the pair-
wise class probabilities from the SVM output using two (see
Eq. (6)) and three (see Eq. (8)) parameters within the approach
of Platt [12]. The SVMs are trained on the full set.

We also tried to model the posteriors with three parameters



using Eq. (8) instead of the usual approach of Eq. (6), expecting
that a more accurate posterior estimation may result in better
recognition. The results, given in Tab. 3, show however that
the three-parameter approach yields slightly worse results. This
can be explained by the fact that the generalization ability of the
SVMs (together with the probabilistic output) is reduced when
we try to fit the probabilistic output of the SVMs too accurately5

to the training data.

6. Summary and perspectives
We have created a SVM/HMM hybrid system for continuous
speech recognition which uses HMMs to model the tempo-
ral dynamics of the speech and SVMs for the classification of
speech frames into single speech units (phonemes). The output
of the SVMs is used to estimate the emission probabilities in a
HMM-based decoder using a one-versus-one multi-class classi-
fication appproach. We tested our system on the DARPA RM1
corpus (speaker independent) by training SVMs with the com-
plete set of training feature vectors and with diluted sets. Our
tests resulted in a relative word error rate reductions of up to
26% compared to GMMs.

Because the effort to train a SVM is much greater than for
a GMM, we are currently exploiting techniques for selecting
feature vectors for SVM training, for example using k nearest-
neighbors [18]. Since we got already with our very simple di-
luting approach good results, these more advanced techniques
are all the more promising.
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