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Abstract
A Coupled Hidden Markov Model (CHMM) is proposed in this
paper to perform multimodal speech recognition using myoelet-
ric signals (MES) from the muscles of vocal articulation. MES
signals are immune to noise, and words that are acoustically
similar manifest distinctly in MES. Hence, they would effec-
tively complement the acoustic data in a multimodal speech
recognition system. Research in Audio-Visual Speech Recog-
nition has shown that CHMMs model the asynchrony between
different data streams effectively. Hence, we propose CHMM
for multimodal speech recognition using audio and MES as the
two data streams. Our experiments indicate that the multimodal
CHMM system significantly outperforms the audio only system
at different SNRs. We have also provided a comparison between
different features for MES and have found that wavelet features
provide the best results.

1. Introduction
A typical jet aircraft cockpit environment can be charactorized
as a highly complex and a very stressful environment. Any al-
ternative, complementary control system that can simplify the
user interface will improve pilot efficiency and safety. This
approach to encourage “heads up flying” has been the topic
of intense research for many years, particularly in the defense
community [1]. Automatic speech recognition (ASR) that uses
speech as input is one such control technology. However, in
such environments the signal to noise ratio (SNR) is very low,
and hence conventional audio only ASR systems whose perfor-
mance degrades in the presence of noise are not very suitable
for such environments. Work has been conducted to improve
ASR under noisy conditions [2] and during speaker stress [3];
however, mono-modal ASR systems, relying solely on acoustic
information, will eventually saturate in performance.

The problem of acoustic noise in ASR systems has been the
subject of intense research over the past few years. One popular
approach to overcome this problem has been to supplement the
acoustic data with other data streams that are immune to acous-
tic noise, resulting in a multimodal ASR system. The supple-
mental data stream that has been used quite effectively has been
the video information of the mouth resulting in an Audio-Visual
Speech Recognition (AVSR) system. However, in a typical air-
craft environment such an AVSR system will be difficult to im-
plement as the pilot’s face may be covered by an oxygen mask,
or there can be some occlusion of the mouth area resulting in
loss of video data.

Another supplemental data stream that could be used is
MES which is collected at the skin surface. MES provides in-
formation about the neuromuscular activity from which it orig-
inates, and this has been fundamental to its use in clinical diag-
nosis and as a source of control for assistive devices. There have

been very few attempts at using MES for ASR. Englehart et al.
[4] were the first to propose the use of MES for ASR. They used
MES only for ASR and were able to achieve quite good results.
However, using MES only for ASR is not very fruitful, because
MES is very complex and does not provide complete informa-
tion about the phoneme that has been produced. As concluded
by [1], we believe MES effectively complements the acoustic
data. Hence, we propose combining MES and acoustic data in
a multimodal ASR system.

In this paper we propose a multimodal ASR system using
acoustic and MES data, using CHMMs. Myoelectric signals,
that capture the articulatory motion of the muscles in the laryn-
geal region, are expected to convey information akin to the vi-
sual features used in AVSR. With this basic assumption, an ex-
perimental investigation of popular multimodal techniques for
speech recognition is presented. Further, various MES features
are studied and an experimental analysis is provided. Research
in AVSR has shown that CHMM models the asynchrony be-
tween the audio and video streams while still preserving their
natural correlation. In the case of multimodal ASR using MES,
the situation is similar, in the sense that the two data streams
have a natural correlation, but are asynchronous. Hence, we
have chosen to use CHMM in our work.

2. Database description

For our experiments, ASR was performed on words from a 10-
word vocabulary. The MES data set used is the same as used by
[1]. This data contains surface MES that were obtained from
five articulatory muscles of the face: the levator anguli oris,
the zygomaticus major, the platysma, the depressor anguli oris,
and the anterior belly of the digastric. Each MES channel was
collected using pairs of Ag-AgCl button electrodes. Electrodes
were 1/2” in diameter, except for the elevator anguli oris elec-
trodes, which were 3/8” in diameter. The five MES channels
are differentially amplified and simultaneously sampled at 1000
Hz, along with the acoustic speech signal, which was obtained
using a cardioid dynamic microphone held by the subject near
the opening at the front of the mask. The database contains data
from two subjects. A 10-word vocabulary, consisting of the
words “zero” to “nine” was used. For each subject, 15 series of
30 words were constructed, each series containing three repe-
titions of each word in the vocabulary. The order of the words
in each series was randomly permuted and the words were pre-
sented to the subject one at time, with at least one second be-
tween words to minimize co-articulatory and anticipatory ef-
fects. The MES is segmented into different words using a fixed
pre-trigger of 500ms.
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3. Myoelectric signals

MES can be defined as the electrical manifestation of the neu-
romuscular activation with a contracting muscle. Under normal
conditions, an action potential propagating down a motoneuron
(motor neuron) activates all branches of the motoneuron. These
in turn activate all the muscle fibers. When the post synaptic
membrane of a muscle fiber is depolarized, the depolarization,
accompanied by a movement of ions, generates an electromag-
netic field in the vicinity of the muscle fibers. A recording elec-
trode in this field will detect the potential or voltage (with re-
spect to ground) whose time excursion is known as action po-
tential. The sum of action potentials of all the muscle fibers
in the vicinity is recorded by the electrode at the skin surface.
This electrical signal recorded by the electrode on the skin sur-
face is called as the myoelectric signal. MES is affected by the
anatomical and physiological properties of muscles. Hence, all
muscular activity manifest themselves in some form in MES.
For example during vocal articulation, the jaws and the oral
cavity move because of the movement of muscles in that re-
gion. This results in MES which can be recorded by a surface
electrode. Different phonemes are produced by different vocal
articulations, and hence, in theory, we could classify phonemes
and ultimately words, by just using MES. But the very nature
of MES, namely the way it is produced and recorded, makes
it an exceedingly complicated signal to understand. It is very
difficult to isolate individual signals of different muscle fibers.
As a result it has been very difficult to provide a model for the
generation of MES. This has made segmentation of MES and
isolation of individual muscle activity a considerably difficult.
This is one of the main drawbacks of MES that has made the
application of MES for precision control jobs very difficult.

3.1. Feature selection for MES

The MES can be considered as an ensemble of very small du-
ration signals that are produced by active modification of re-
cruitment and firing patterns needed to sustain a muscle con-
traction. Earlier researchers focused on the steady state MES,
which are produced during constant effort. However these sig-
nals are very sensitive to amplitude changes resulting in failure
of models based on these signals [5]. More information about
the muscular activity can be obtained by observing the infor-
mation content in the transient burst period of MES [6]. The
transient bursts contain significant temporal structure, and this
temporal structure encodes information important for pattern
classification. This suggests a time-frequency based analysis
of MES. As a result we have chosen features that are obtained
by a wavelet analysis of MES.

The wavelet we have chosen is the coiflet wavelet. We tried
both the morlet wavelet, which has been widely used for audio
only speech recognition [7, 8] and the coiflet wavelet, which has
been used by [4] for speech recognition using MES. We found
that the difference between their performances was not signifi-
cant. The wavelet transform of each channel was obtained, and
the mean of the wavelet coefficients was computed. From this a
feature vector of length 16 was obtained for each window posi-
tion. We have also used one more type of feature for MES: the
autoregressive coefficients. The autoregressive features have
previously been used by [1] for speech recognition using MES
only. For each MES channel three features were obtained: the
first two autoregressive coefficients and the integrated absolute
value. Observation vectors of length 15 were obtained by con-
catenating the three features of each channel.

4. Multimodal fusion using CHMM

Figure 1: Multimodal fusion using CHMM

CHMMs are a subset of a larger class of networks called
Dynamic Bayesian Networks [9, 10, 11]. A DBN is essentially
a directed graph between a set of variables, with the edges in
the graph defining the influence that each variable has on oth-
ers. DBNs generalize HMMs by representing the hidden states
as state variables and allow the states to have complex interde-
pendencies. A CHMM may be viewed as parallel HMMs whose
states are interlinked. Viewed in terms of DBNs, an n-chain
DBN has n-hidden nodes in a time slice, with each node con-
nected to itself and its nearest neighbors in the next time slice.
Fig. 1 is an illustrative example of a simple two chain CHMM.
One channel is provided by the audio stream and the other by
the MES stream. There are two state variables in the graph. At
any time t, the state of the system is determined by the state of
these two multinomial variables. The main advantage of this
configuration is that it allows unsynchronzed progression of the
two chains, while encouraging the two streams to assert tempo-
ral influence on each other. The Markov property is not affected
by introducing the additional state variables and the directed
links. Also, given its two parents, a state variable is indepen-
dent of other state variable. The audio and MES channels are
associated with two state variables through observable nodes.
Inter-channel asynchrony is allowed. The overall dynamics of
the audio-MES speech are determined by both the streams.

The time complexity of the CHMM is exponential in the
number of state variables per time slice. As the number of
states increases, the system quickly becomes computationally
intractable. To overcome this problem we can transform the
CHMM to a HMM that still retains all the properties of the
CHMM. The following section explains this transformation.
This method is similar to the method described in [9].

4.1. CHMM to HMM transformation

If a two state CHMM has S1 and S2 discrete states in the two
chains, then the CHMM has S1 x S2 possible states, considering
all the combinations of the states. Now if we represent this
CHMM by a HMM, then that HMM must have S1 x S2 states.
In the CHMM, the two streams are considered independent, and
the output distribution of a joint state is obtained by taking the
product of the output densities of the two streams. Similarly,
in the equivalent two stream HMM, the output distribution can



Figure 2: CHMM to HMM transformation

be obtained as the product of the two output densities. One
problem, however, is that the input observation of the CHMM
can be represented using just S1 + S2 states, whereas in our
equivalent HMM we have S1 x S2 states. This is because in
the CHMM, the observations are dependent on a single state,
whereas in the equivalent HMM, they are dependent on both
the states of the original CHMM. This problem can be solved
by tying the appropriate output densities of the HMM according
to the mapping from CHMM states to HMM states.

Fig. 2 shows one such transformation and parameter ty-
ing. In this figure, the original CHMM had two states in the
MES stream and three states in the audio stream. The equiv-
alent HMM has six hidden states and five output observations.
The mapping is shown in the figure. The output densities are
tied according to the mapping from CHMM to HMM. Also in
the HMM, the left to right and no skip policies have been main-
tained as in the CHMM. The advantage of this kind of transfor-
mation is that it can be implemented on any HMM based ASR
platform such as HTK.

The parameters of this transformed HMM are estimated us-
ing the EM algorithm. The training process is explained in more
detail in [10] along with an efficient technique for initialization
of the ML training that uses a Viterbi algorithm derived for the
CHMM. The stream weights are based on the relative reliabil-
ity of the audio and MES features for different levels of acoustic
noise.

5. Experimental setup
We had three experimental goals. The first goal was to compare
the recognition results using CHMM for different SNRs, and
for this purpose we used zero mean gaussian noise. The second
goal was to compare the effect of the two MES features on the
recognition accuracy. For this purpose, we used a CHMM and
tested it for different SNRs. The third goal was to compare
the recognition results of MES-only HMM, audio-only HMM
and CHMM using MES. For each of the SNRs, the best stream
weights for the CHMM were estimated using the training set
only. The stream wights were estimated by starting out with an
initial value between 0 and 1, such that the sum of the stream
weights of the two streams is unity. Then the the stream weight
of the two channels were varied in steps of 0.05. At each step
the performance of the recognizer was observed. The value of

the stream weights at which the best recognition accuracy was
obtained are the optimal stream weights. These values of the
stream weights were then used during testing.

The CHMM we used consisted of three states in the audio
channel and three in the MES channel with no back transitions
and two mixtures per state. The transformed HMM as described
in section 4.1 resulted in nine states. The recognition accuracy
in all cases was calculated using 100 ∗ [(N − S −D − I)/N ]
where N is the number of tokens, S is the number of substi-
tution errors, D is the number of deletion errors and I is the
number of insertion errors.

6. Results

SNR(dB) 30 20 16 10

MES-HMM 71.38% 71.38% 71.38% 71.38%
Audio-HMM 89.69% 70.79% 56.59% 35.44%

CHMM 85.18% 83.68% 77.22% 75.81%

Figure 3: Comparison of speech recognition at different SNRs
using a HMM with audio and MES features and CHMM with
audio + MES features.

SNR(dB) 30 20 16 10

αa 0.9 0.6 0.5 0.35

Figure 4: The optimal stream weights for the audio stream at
different SNRs.

Figure 5: Recognition rate of the MES based multimodal ASR
system

The recognition results for various values of SNR for dif-
ferent setups are shown in Fig. 3. For the MES-only HMM, 16
wavelet coefficients were used as explained in section 3.1. For
testing the MES HMM, we did not consider the temporal align-
ment of the test set with the audio signal unlike [1]. For the
audio-only HMM case, 12 MFCC coefficients were obtained



from a window length of 25 ms. For the CHMM case, the 12
MFCC coefficients from the audio stream and 16 wavelet coef-
ficients from the MES stream were used. Fig. 4 shows the opti-
mal stream weights at different SNRs. The stream weights were
obtained from clean speech as explained previously. The recog-
nition results show that as the amount of audio noise increases,
the CHMM performs the best among all three setups. At an
SNR of 10dB, the increase in accuracy over the audio HMM
is about 40%. The CHMM has consistently outperformed both
the MES and audio-only HMMs.

6.1. Effect of different MES features on recognition accu-
racy of CHMM

SNR (dB) 30 20 16 10
Wavelet 85.18% 83.68% 77.22% 75.81%

Auto
regressive 85.18% 81.26% 76.21% 73.14%

Figure 6: Effect of different features on recognition accuracy of
CHMM

Fig. 6 shows the recognition accuracy of the CHMM at dif-
ferent SNRs for different MES features. For the wavelet case,
the average of 16 wavelet coefficients of all five channels was
used, and in the auto-regressive case, two auto regressive coef-
ficients and the integrated absolute value of each channel was
used, giving a feature vector of length 15. The results show
that the wavelet features consistently performs better than the
auto regressive features. This is because, as explained in sec-
tion 3.1, the transient MES signal is produced by a series of fir-
ing patterns, and this information is better captured by a time-
frequency distribution such as the wavelet transform. On the
other hand an auto-regressive model represents the MES as a
linear combination of steady state signals, which does not con-
vey as much information as the transient state of MES.

7. Conclusions
This paper presents a multimodal speech recognition system
that uses myoelectric signals. A CHMM was used to model the
audio and MES observation sequences. The CHMM allows for
asynchrony in the two data streams while preserving their nat-
ural correlation. Different methods of extracting features from
MES were also investigated.

The advantage of using CHMM and MES is reflected by the
results. From our experiments and also from the results reported
by [1], we have found that the recognition accuracy of a MES-
only recognizer is quite sensitive to the temporal alignment with
the dataset. This drawback of MES has been overcome, at
least to a certain extent, by using the CHMM, which allows
for varying amounts of asynchrony. Also, the baseline MES
recognizer has better recognition accuracy when compared to
an audio-visual based CHMM system (as reported by [9, 10]),
making it more attractive for applications where video data is
difficult to obtain. Finally, from the results in Fig. 6 we see
that time-frequency analysis provides better MES features for
speech recognition applications. We believe that further inves-
tigation into feature representation of MES can provide even
better recognition accuracy in a multimodal speech recogni-
tion system. This forms a basis for our future work. Future
work also includes investigating different Dynamic Bayesian
Networks for multimodal speech recognition using MES.
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