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Abstract
Active learning is a strategy to minimize the annotation ef-

fort required to train statistical models, such as a statistical clas-
sifier used for natural language call routing or user intent classi-
fication. Most variants of active learning are “certainty-based;”
they typically select, for human labeling, samples that are most
likely to be mis-classified by automatic procedures. This ap-
proach, while selecting informative samples, completely disre-
gards any interaction between “similar” samples – something
that has recently been factored into active learning procedures
to further reduce the labeling effort. In this paper we present
a procedure, motivated by a recently proposed minimum ex-
pected error criterion for active learning, that also attempts to
exploit the similarity between samples in an effort to maximize
the gains that can be obtained from labeling a given number of
samples. We evaluated the proposed algorithm on two natural
language call routing tasks. On both the tasks a significant gain
(up to 5% absolute for systems with over 80% accuracy) over
baseline active learning was seen at small sample sizes. The
gain, however, diminished with increasing sample sizes and no
significant label saving was observed in achieving the maximum
accuracy levels.

1. Introduction
To build statistical natural language understanding systems that
are used for call routing or other spoken dialogue applications,
it is necessary to collect large amounts of annotated data for
each application. For instance, consider a system for a technical
support hotline that classifies the intent of a caller, based on a
query from the caller, into one of thirty-five categories. The
performance of such a system with varying amounts of training
data, chosen randomly from a large pool, is shown in Figure 2
(see the curve labeled “Random.”) From this figure, we can see
that even with 8,000 annotated sentences, the classification has
not saturated but is improving with more data.

Due to the enormous costs and time involved in annotat-
ing large data sets, active learning has been proposed to reduce
the labeling effort by intelligently choosing only the most in-
formative samples to be annotated, e.g. [1]. In particular, with
certainty-based active learning, a small set of annotated data is
first used to train an initial classifier which is then used to ex-
amine the unlabeled samples and determine the certainty with
which they can be automatically labeled. The k samples with
the lowest certainties are chosen to be labeled by humans.

While these selection procedures attempt to pick the most
informative points first, they do not consider any interaction be-
tween data points that are “similar” to each other. Intuitively,
if there are two points that the automatic labeler is equally un-
sure about, we would prefer the point that has a lot of similar

ClassifierCurrent

8

BoundaryDecision
2

3

6

4

5

1

7

Figure 1: Sample Selection for Active Learning

points (i.e. it is from a region of high data point density) in
the unlabeled dataset as labeling this point would be expected
to be beneficial for a larger set of points. Figure 1 is a sim-
plified schematic where unlabeled data samples are represented
by circles and squares according to the true (unknown) class
they belong to. With certainty-based active learning, one typ-
ically selects for labeling the points that have low confidence
according to the current classifier. This corresponds to select-
ing points close to the current classifier decision boundary; for
example, one would select point 1 rather than point 8 to be la-
beled. Our present work attempts to improve active learning
by further using information about the data distribution to guide
selection for labeling. For example, if you were allowed to label
only 4 points, baseline active learning would pick points 1, 2, 3,
and 4 because they would have the lowest confidence (posterior
probability). One may be able to improve upon this selection by
preferring dense regions near the boundary, such as points 6 and
7. In addition, once a point from a cluster has been picked (e.g.
4), it may be advantageous to exclude the neighboring points (
e.g. 5) since they may give similar information. Thus a good
set of points to pick could be points 1, 4, 6, and 7. This is only a
heuristic picture motivating our work and does not completely
correspond to the actual mathematical formulation of selecting
points based on the criterion of minimizing the expected error.

There have been previous attempts to address this is-
sue [2, 3, 4], e.g. Zhu et. al. [4] described a point selection
procedure where the selection was carried out to try to directly
minimize the expected error on the entire data set. Their proce-
dure is appealing in that they define a global objective to guide
the point selection procedure. In this paper we discuss a point
selection procedure that is motivated by this minimum expected
error criterion. We attempt to derive some heuristic simplifica-
tions to speed up the selection process and also address the issue
of batch selection of points that is not handled in [4].
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2. Active Learning with Minimum
Expected Error

2.1. Brief Review of Method of Zhu et. al. [4]

Let L = (xi, yi), i = 1..L denote a set of L data points xi and
their corresponding class labels yi. The class labels yi belong
to a discrete finite set C = {C1, C2, ..., C|C|}. For the user
intent classification problem considered in this paper, xi would
be a written user utterance (or spoken utterance transcribed into
text), and yi would be a value from a set of possible intents. xi

is typically represented as a feature vector consisting of counts
of features such as word and word pairs – this is the vector space
model commonly used in information retrieval.

In many practical situations, in addition to the labeled set
L, we often have a much larger set U = {xj}, j = 1..U of
un-labeled data points. Due to limited labeling resources, only
a fraction of these points can be labeled and hence a subset of
U needs to be selected for labeling.

Let P (y|x) denote an estimate of the class posterior proba-
bilities; it could be learnt using labeled set L. Let δ(x) denote
a labeling rule; this could also be learnt using the labeled set L
and it could utilize P (y|x). For labeled data set, δ(x) matches
the assigned labels.

The estimated risk (expected error) on entire (labeled + un-
labeled) data set under P is

R̂(δ) =

L+U�
k=1

(1 − P (δ(xk)|xk)) (1)

Using Q(δ(xk)) = (1−P (δ(xk)|xk)) to denote the proba-
bility that δ(xk) is in error, the above equation can be re-written
as

R̂(δ) =

L+U�
k=1

Q(δ(xk)) (2)

Now, if a point xs is selected and labeled with ys,
this would allow us to update the labeler to δ+(xs,ys)

and also to improve our estimate of error probabilities to
Q+(xs,ys)(δ+(xs,ys)(xk)). The new estimate of risk would
then be

R̂(δ+(xs,ys)) =

L+U�
k=1

Q+(xs,ys)(δ+(xs,ys)(xk)) (3)

Thus, assuming that point xs will be labeled as y with prob-
ability P (y|xs), the expected value of risk for selecting xs to
be labeled is

R̂(δ+xs

) =
�

y

P (y|xs)R̂(δ+(xs,y)) (4)

The point with the least value of R̂(δ+xs

) is chosen for
labeling.

For applicability to practical problems, this method has
two potential shortcomings. First, it requires estimating labels
δ+(xs,y) and posteriors P+(xs,y) for all data points and for all
possible labelings of xs. This could be expensive to compute
in many situations. In Zhu et. al., a random field over graph
is considered, and efficient updates for labels and posteriors are
presented. In this paper we explore some (ad-hoc) alternatives
that could potentially be less computationally intensive.

Second, in many practical situations, it is desirable to select
a batch of points to be labeled. Computing new data set labels
and posteriors for all possible labelings of all possible selected
batches would be computationally prohibitive in most cases. In
this paper we explore a greedy approach for batch selection.

2.2. Our Sample Selection Procedure

We use the following model to estimate the effect of labeling a
point xs on the probability of error of another unlabeled point
xk:

Q+(xs,ys)(δ+(xs,ys)(xk)) = (5)

= (1.0 − sim(xk, x
s))Q(δ(xk)),

where sim(xk, x
s) is a measure of similarity between xk and

xs. Intuitively, if xs is very similar to xk, we expect labeling
xs to reduce the probability of error for xk.

For the intent classification task considered in this paper,
the similarity measure is the square of the normalized dot prod-
uct between xk and xs, clipped at a threshold θ, i.e. given the
normalized dot product between the two points,

〈xk, x
s〉 =

xk · xs

‖xk‖‖xs‖ (6)

the similarity measure is defined as:

sim(xk, x
s) =

� 〈xk, x
s〉2 if 〈xk, x

s〉 ≥ θ
0 otherwise

(7)

The threshold θ specifies the size of the neighborhood around
point xs in which points xk may be influenced by the labeling of
xs in terms of their estimated probability of error. Therefore, in
this model, labeling xs exerts a nonzero influence on the prob-
ability of error for point xk only if the similarity between the
two points exceeds θ2.

The model of Equation 5 is used in Equation 4, resulting in

R̂(δ+xs

) =

L+U�
k=1

(1.0 − sim(xk, x
s))Q(δ(xk)). (8)

The point xs with the smallest value is then selected for label-
ing. Labeling this point results in the minimum risk (total ex-
pected error), according to our model; alternatively, it can be
thought of as the point that has the largest error correcting po-
tential.

2.2.1. Special Cases

We first re-write Equation 8 as

R̂(δ+xs

) =
�
x∈S

(1.0 − sim(x, xs))Q(δ(x))c(x). (9)

where S is the set of unique data points and c(x) denotes the
count of point x.

Now, if we set the threshold θ = 1.0 in Equation 7, we get

R̂(δ+xs

) = K −Q(δ(xs))c(xs) (10)

where
K =

�
x∈S

Q(δ(x))c(x). (11)

Thus, choosing xs that minimizes R̂(δ+xs

) amounts to simply
selecting the point with largest value of c(xs)Q(δ(xs)).

Furthermore, if the c(x) term is dropped from Equation 10
our selection procedure reverts to selecting points with largest
Q(δ(xs)), or equivalently with smallest P (δ(xs)|xs) values,
the points in which the classifier has least confidence. This
certainty-based selection criterion is commonly used for active
learning, and we will call this the baseline active learning (AL)
method.



2.2.2. Batch Selection

For selecting many points in one shot, we take a greedy ap-
proach where the point with the smallest value of R̂(δ+xs

)

is selected first. We then update Q+(xs,ys)(δ+(xs,ys)(xk))
according to Equation 5 for all data points xk for which
sim(xk, x

s) > 0, and set

Q+xs

(δ+xs

(xk)) =
�

y

P (y|xs)Q+(xs,y)(δ+(xs,y)(xk))

(12)
to be the new probability of error for point xk after xs has been
selected. The Q values are used in selecting the next point. The
process repeats till the desired number of points is selected.

3. Experimental Setup
The experiments reported in this paper were conducted on cor-
pora used for automated natural language call routing for call
centers serving large companies, including Fortune 500 com-
panies, to provide services such as technical support hotline
and transaction services. Two different tasks, which we will
call Task A and B, were used. For Task A, there are 34 call
types, and the training set has 26,662 sentences containing
178K words. Out of these sentences, about 17K are unique.
The vocabulary is about 3.6K in size. A separate test set has
5644 sentences, of which 4K were unique. For Task B, there
are 72 call types. The training set has 46,059 sentences con-
taining 254K words. Of these sentences, about 21K are unique.
The vocabulary is about 3.3K in size. A separate test set has
5085 sentences, about 3K of which are unique. For Task A, we
assume that an initial set of 1000 training sentences are labeled,
and we can ask for 500 more to be labeled in each iteration.
For Task B, the initial labeled set was chosen to have only 500
sentences.

In this paper, we used a maximum entropy model [5] as the
statistical classifier P (Ck|xi) used for call classification. Max-
imum entropy modeling is a flexible modeling framework that
allows the combination of multiple overlapping (and possibly
statistically non-independent) features. The features are com-
bined in an exponential model:

P (C|W ) =
e
�

i λifi(C,W )

�
C′ e

�
j λjfj(C′,W )

, (13)

which describes the probability of a particular class C (e.g. call
type or caller intent) given the word sequence W spoken by
the caller. Notice that the denominator includes a sum over
all classes C′, which is essentially a normalization factor for
probabilities to sum to 1. The fi are indicator functions, or fea-
tures, which are “activated” based on computable features on
the word sequence, for example if a particular word or word
pair appears, or if the parse tree contain a particular tag, etc. In
our experience, using both single word and word pair features
(also called by some authors as unigram and bigram features)
results in slightly better performance than word features alone
or if word triplet (trigram) features were also used. Thus in all
our experiments we use feature sets consisting of both single
word and word pair features.

4. Results
For all experiments in this paper, we pre-process the sentences
so that identical copies need not be re-labeled. The number of
copies of each sentence is recorded so that proper weighting is
used when training the call classifier. In Figure 2, we show clas-
sification accuracy on the held-out test set for the call classifier
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Figure 2: Comparing certainty-based (baseline) active learning
with minimum error active learning on Task A.
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Figure 3: Improvement over certainty-based active learning on
Task A.

when trained on different numbers of labeled sentences. First of
all, certainty-based active learning (line labeled “AL baseline”)
is clearly superior to random selection (line labeled “Random”),
able to reduce the amount of labeling by more than a factor of
2, confirming results previously reported [1]. In this paper, we
focus on improving on top of this baseline AL performance.
Another baseline to beat is a heuristic neighborhood exclusion
algorithm (line labeled “AL nbhd θ = 0.6) that is essentially
the same as certainty-based AL but within each iteration, as
each sample is selected, would exclude a neighborhood of sam-
ples from consideration (samples whose normalized dot product
with the chosen sample is greater than a particular threshold θ.)
Lines labeled “AL minErr θ = 0.8” and “AL minErr θ = 0.99”
denote our selection procedure with two values of threshold θ.

Figure 3 shows the difference in classification accuracy be-
tween the new methods proposed in this paper and baseline AL.
Results for the heuristic neighborhood exclusion algorithm are
not significantly better than that for baseline AL. On the other
hand, AL with minimum expected error provides a significant
improvement over baseline AL in some regions. The improve-
ment is up to 2% in absolute accuracy, when the amount of la-
beled data is small. For example, with a similarity threshold of
θ = 0.8, AL with minimum expected error outperforms base-
line AL by 2% when 1500 sentences are labeled. The perfor-
mance advantage decreases as more samples are labeled, but
even at 5000 labeled samples, there is an absolute gain of 0.5%
over baseline AL.

The performance with similarity threshold θ = 0.99 is al-
most as good as that for θ = 0.8. Recall that a high threshold
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Figure 4: Comparing certainty-based (baseline) active learning
with minimum error active learning on Task B.
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Figure 5: Improvement over certainty-based active learning on
Task B.

implies minimal influence of samples with their neighbors, es-
sentially ignoring the similarity metric. In this case, the main
effect is from the number of times this sentence appears in the
training set. Thus the improvement can be mainly attributed
to count weighting. Only a marginal improvement over count
weighting is achieved by including the effects of neighbors on
the error correction potential of a sample, and pushing down the
probability of errors of neighbors after selecting a sample.

For Task A, although AL with minimum expected error
clearly outperforms certainty-based AL at the beginning, the
difference disappears with many additional labeled samples. In
terms of labeling cost savings, one can argue that a cost saving
of about 500 labels can be achieved at the beginning. However,
if peak classification accuracy is desired, AL with minimum ex-
pected error does not seem to provide any cost savings on top of
certainty-based AL. Further research is needed to see if a better
similarity metric can help. Even so, under a different set of as-
sumptions, these results can be very useful. For example, if it is
only feasible to label only 10% of the training data, we would
clearly use this new algorithm to achieve better performance
than certainty-based AL. This is especially true if the task is
scaled up by a factor of 10, e.g. with 350 classes and total train-
ing set of 250K sentences, such that the cost of labeling more
than 10% of the data (25K sentences) would be prohibitive.

In addition, we have so far studied only the closed-set prob-
lem where all the data is available from the beginning, and there
is no new data. In this case, the asymptotic performance of all
selection algorithms is the same. In reality, the data may contin-

ually arrive in blocks. Future work includes studying whether
AL with minimum expected error would continue to outperform
certainty-based AL as fresh new data keep arriving.

Figures 4 and 5 show the results for Task B. The improve-
ments for AL with minimum expected error are even more im-
pressive, almost a 5% absolute difference. In addition, the gain
decreases more slowly with increasing number of labeled sam-
ples, so that a significant amount of labeling cost savings is
possible (about 2000 labels) even for peak performance. For
example, in Figure 4, the peak performance achieved by AL
baseline is at around 12000 labeled sentences; a comparable
performance is reached by AL with minimum expected error at
about 8000-10000 labeled sentences. For Task B, a tighter sim-
ilarity threshold θ = 0.99 is better than θ = 0.8, implying that
the neighborhood influence is weak or inaccurate; this is col-
laborated by the fact that the neighborhood exclusion method is
not even marginally better than baseline AL.

Our model for neighborhood influence and the heuristic
neighborhood exclusion algorithm do not seem to make a sig-
nificant difference. Most likely, the similarity metric used in
this paper is not good enough. For example, the normalized dot
product between one sentence in the training data “I NEED A”
(labeled as “UNKNOWN”) and another “I NEED A REPRE-
SENTATIVE” (labeled as “OPERATOR”) is greater than 0.8,
even though the two sentences have completely different labels.
The similarity metric does not include any notion of what words
or features might be important and what might be irrelevant.
Future work may include using some form of weighting such as
idf (inverse document frequency), although this weighting will
then have to be estimated from labeled data.

5. Conclusions
We have presented an active learning procedure that is moti-
vated by a minimum expected error criterion. This procedure
attempts to select the sample that is likely to correct the most
training errors. In the case of batch selection, after selecting
one sample, it also reduces the probability of error for its neigh-
bors to make them less likely to be selected. We compared this
procedure with certainty-based active learning on two natural
language call routing tasks. On both tasks a significant gain
(up to 5% absolute for systems with over 80% accuracy) over
baseline active learning was seen at small sample sizes. The
gain, however, diminished with increasing sample sizes, and no
significant labeling saving was observed in achieving the maxi-
mum accuracy levels.
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