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Abstract 

In this paper we describe the design of a voice-enabled 
interface embedded in a Personal Digital Assistant (PDA). It 
is a component of a more complex system which allows the 
access to real-time information (for example, prices on stock 
exchange) via the General Packet Radio Service (GPRS). 
Specifically, we have focused on the Automatic Speech 
Recognition (ASR) module: we have implemented a fixed-
point version of the whole ASR system and recognition 
results showed that its performance is very similar to that 
achieved with its floating-point implementation. In addition, 
with the purpose of facilitate as much as possible the 
portability of the ASR system to other hand-held devices, we 
have dealt with the problem of adapting a set of general 
acoustic models to match a specific acoustic environment 
when few adaptation data is available. 

1. Introduction 
Nowadays, portable devices (in particular mobile phones and 
Personal Digital Assistants (PDAs)) are part of our daily life 
and have enough (computational and memory) resources to 
allocate and enjoy quite complex applications. Furthermore, 
the potential connectivity of this type of devices with a wide 
range of services through wireless communication networks 
has triggered the creation of a rich variety of applications. 
However, the reduced size of portable devices actually makes 
it difficult to use many of these applications. In fact, there is 
very limited space to  locate buttons or unfold menus. 

Voice-enabled interfaces are the solution to efficiently 
combine both, the possibility of taking advantage of the 
inherent potentiality of these devices and their small size. 
Some years ago, to embed speech recognition algorithms was 
unconceivable due to the high computational demands of such 
a technology. However, nowadays, embedded speech 
recognition is feasible, for limited vocabulary sizes and tasks 
( [1],  [2],  [3], , [4],  [5],  [6] or  [7] are good examples). 

In order to improve the capabilities of embedded 
Automatic Speech Recognition (ASR) systems, some 
research is needed. In particular, recognition systems should 
be optimized in terms of memory and computational 
resources, so that recognition engines consume only a low 
percentage of the device capabilities. 

In this paper we describe the design of a voice-enabled 
interface embedded in a PDA. Though the Text-To-Speech 
(TTS) system has also been implemented, we have paid much 
more attention to the ASR system. Specifically, we have 
implemented, using fixed-point arithmetic, both the 
parameterization and the classification modules. We have 

optimized the fixed-point implementation by selecting the 
best arithmetic precision for every stage. The final 
implementation has been assessed in terms of recognition 
performance, showing that it is very similar to the floating-
point implementation of the same ASR system. In addition, 
with the purpose of facilitate as much as possible the 
portability of the ASR system to other hand-held devices (as, 
for example, other types of PDAs or mobile phones), we have 
dealt with the problem of adapting a set of general acoustic 
models to match a specific acoustic environment when few 
adaptation data is available. 

This paper is organized as follows. Section 2 describes 
both the whole system and the voice-enabled application 
selected for this development. The TTS subsystem is briefly 
presented in Section 3. The ASR subsystem, the main topic of 
this paper, is explained in detail in Section 4. Experiments 
and results are described and discussed in Section 5. Finally, 
conclusions and further work are outlined in Section 6. 

2. System description 
The system is composed of two main modules: the server and 
the client, which is running on a personal portable device as 
shown in Figure 1. Both modules are connected via GPRS 
(General Packet Radio Service), which allows information to 
be sent and received across a wireless network. The adopted 
solution takes advantage of the wireless channel provided by 
GPRS to distribute the functionality among both modules. 

The interaction between the user and the system is carried 
out through the spoken interface composed by the TTS and 
ASR subsystems. 

2.1. Server 

The server application manages the different data services 
provided to users. Its basic functions are: 

Dialogue management. It is responsibility of the server to 
dynamically control the application dialogue. This submodule 
determines and coordinates the actions to be carried out by 
the TTS and ASR subsystems, interprets the application 
commands and dynamically builds a specific vocabulary for 
the ASR system according to the application state. 

Device adaptation. The server must be simultaneously 
reachable from different types of hand-held devices. The 
server provides transparently the adaptation of the services to 
these terminals without any intervention from the users. 

Interaction between content sources and applications. The 
voice-enabled interface can be used for the access to various 
content sources and the execution of different applications. 
The server manages these functionalities, adapting the system 
to the characteristics of each service. 
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Figure 1. Block diagram of the system showing the client and server modules. 

 
Communication with the portable device. The server, 

which is connected to Internet, is assigned to an IP address in 
order to be located by the portable device. This 
communication protocol and all the functions related are 
performed by the communication sub-module. 

Server kernel. It implements the system kernel which 
coordinates the rest of the functions as, for example, users, 
groups and permissions management. 

2.2. Client 

The client manages the dialogue with the user, performs the 
communication with the server through the GPRS network 
and controls the local information which has to be saved in 
the portable device. It is composed of the following systems: 

ASR module. It takes speech signals from the device 
microphone, produces word strings and sends it to the server. 

TTS module. It receives text information and converts it 
to synthesized speech to be sent to the portable device 
loudspeakers. 

Communication with the server. It implements all the 
functions related to data communication with the server. 

Client kernel. It implements the logic of the client 
application, coordinating the rest of functions. 

In our case, the portable device we have used is a 
standard PDA (PocketPC - PW10A1) with a 16-bit, fixed-
point CPU at 206 MHz and a 32 MB memory. 

2.3. An example of application: Remote access to Stock 
Exchange 

The voice-enabled application selected for showing the 
performance of our system is called “Securities Portfolio”. 
This application makes possible for a user to access to real-
time prices on stock exchange of the Spanish Market (in 
particular, IBEX-35 indice). In addition, the system manages 
the information related to the user’s Securities Portfolio and it 
allows him/her to perform on-line different operations such as 
selling or buying company stocks and shares. 

The basic dictionary of the application is composed of 60 
words: 25 Spanish command words (“Principal”, “Abrir”, 
“Cerrar”, …) and 35 proper names corresponding to the 35 
companies included in IBEX-35. The ASR system considers 
multiple pronunciations or synonyms per word (for example, 
the company “Red Eléctrica de España” can also be named as 
“REE”), so the effective lexicon size increases. Nevertheless, 
the full dictionary is not always active; in fact the dialogue 
manager selects the allowable words at each application state.  

3. TTS Subsystem 
Our TTS is a concatenative system which generates a male 
voice in Spanish language. In order to reduce its footprint for 
hand-held device usage, the TTS uses a repertory of 545 
diphones recorded at 8 KHz and it has been implemented in 
fixed-point arithmetic. For prosody generation, the system 
uses a parametric model of F0 based on sequences of peaks 
and valleys. The considered parameters are mainly: the first 
tonic F0-value, the declination of F0-contour and the sentence 
length. For phonemic durations, a simple multiplicative 
model has been developed. 

Taking into account the limited resources of the PDA and 
the scarce quality of its loudspeakers, the intelligibility and 
naturalness of the TTS system is quite reasonable. 

4. ASR Subsystem 
The ASR subsystem is an isolated-word, speaker-independent 
HMM-based system, which is composed of two main 
modules: the parameterizer and the back-end classifier. 

4.1. Parameterization module 

The front-end module of the ASR system is based on the 
standard developed by ETSI  [8]. In particular, the 
parameterizer extracts 12 MFCCs and a log-energy 
coefficient every 10 ms using a Hamming window of 25 ms. 
Finally, 12 delta-MFCCs and a delta log-energy coefficient 



are appended, so the complete feature vector contains 26 
components. 

In order to reduce the dimensionality of these feature 
vectors, a Principal Component Analysis (PCA) 
transformation is applied. Preliminary experiments showed 
that original feature vectors can be reduced to 18 PCA-
transformed components without a significant degradation in 
the system performance. 

4.2. Classification module 

The classification module uses the well-known Viterbi 
algorithm to perform the acoustic decoding. The 30 
allophone-like units included in the alphabet are modeled 
with context-independent CDHMM with three states and 
three Gaussian mixture per state. In order to reduce the effect 
of end-pointing inaccuracies one silence unit is added. 

4.3. Considerations about fixed-point implementation 

Portable devices, like mobile phones or PDAs, are limited in 
computational capacity, memory and power consumption. 
Most of them have a CPU which works with 16-bit fixed-
point arithmetic. Since the speech recognition is a 
computationally demanding task, its implementation in these 
devices should be in fixed-point arithmetic; otherwise, it 
would not be efficient enough and it could not work in real-
time. Nevertheless, although fixed-point algorithms exhibit 
lower cost and power consumption, they should deal with 
several difficulties, like quantization and truncating noises, 
control of under- and over-flow, etc. 

The fixed-point representation of integer numbers 
involves (virtually) placing the point that defines the integer 
and decimal parts somewhere in the binary representation of 
the number. So, a fixed-point data with Qn resolution means n 
bits to the right of the (hypothetical) point. 

The fixed-point recognizer implementation needs two 
optimization stages: algorithmic and architectural. The first 
one, consist on replacing functions like Natural Logarithm or 
Square Root with fixed-point approximated algorithms  [9], 
 [10],  [11]. In the second one, we have considered some 
criterions like data representation in 16-bit integers, use of 
pre-calculated Look-Up Tables (LUT), overflow control and 
search the best Qn resolution in every step. 

4.4. Environment adaptation 

As we need the ASR system to be portable to different 
situations: different devices, microphones, speakers, noises, 
etc. and it is not efficient to collect a different database for 
each, we have studied acoustic model adaptation techniques. 
Our goal was to adapt general acoustic models to match the 
operating environment (PDA microphone, room, task-
dependent dictionary, etc.) where the ASR application will 
presumably work. For this purpose, a specific database 
(called BDPDA and described in subsection  5.1) was 
recorded. 

In particular, we have applied the Maximum Likelihood 
Linear Regression (MLLR) algorithm  [12] implemented with 
the HTK tool HEAdapt  [13]. We have explored two different 
alternatives: global adaptation and adaptation with regression 
classes. In the last case, the regression tree was also obtained 
using HTK. The initial size of the tree is 11 nodes when using 
the entire BDPDA database for the adaptation. However, the 

MLLR algorithm is capable of selecting the more adequate 
distribution and number of transformations between the tree 
nodes when less data is used for the adaptation process. 

5. Experimental results 

5.1. Database 

In our experiments, we have used the speech database called 
BDPDA, developed by Signal Theory and Communication 
Department (EPS – Universidad Carlos III de Madrid, Spain) 
for the task described in subsection  2.3. It consists of 6300 
isolated word utterances pronounced by 50 Spanish speakers, 
with up to three recordings from each speaker in a noisy-free 
environment. The words were recorded in Spanish and at 8 
kHz in a noiseless office environment and using a standard 
PDA. Since the database is quite limited to achieve reliable 
results, we have used a 10-fold cross validation to artificially 
extend it. Specifically, we have split the database into 10 
balanced groups; 9 of them for training (or adapting) and the 
remaining one for testing, averaging the results afterwards. 
All the results shown in subsections  5.2 and  5.3 have been 
obtained following this procedure. 

In the adaptation experiments, we have used the 
commercial database Spanish SpeechDat DB-1, distributed by 
ELDA  [14] and recorded at 8 kHz in a telephone 
environment. We have only used a subset of this corpus 
composed of 5053 isolated words pronounced by 700 
speakers for training baseline acoustic models. The dictionary 
of this training set contains approximately 2600 words. 

5.2. Floating-point vs. fixed-point implementation 

In order to compare the performance of both, the fixed- and 
floating-point implementations of the ASR systems, we 
carried out a set of experiments with the BDPDA database 
and different resolutions (Q7, Q9 and Q11) for the fixed-point 
feature vectors. 

Table 1 shows the word recognition rates achieved with 
these different implementations. As it can be observed, the 
performance of the ASR system is very similar for all the 
cases. For the experiments showed in the rest of the paper we 
decide to work with a Q7 resolution. 

Table 1. Recognition rates for the fixed-point and 
floating-point implementations of the ASR system. 

Fixed-Point 
Floating-Point 

Q7 Q9 Q11 

96,81% 96,85% 96,85% 96,71% 

5.3. Adaptation experiments 

These experiments were carried out for studying the 
performance of environment adaptation techniques as a 
function of the amount of available adaptation data. As 
mentioned before, baseline acoustic model were trained using 
the SpeechDat and both, the adapting and testing data were 
subsets of the BDPDA database. Note that utterances used for 
adapting are not used for testing and vice versa.  

Figure 2 shows the recognition results achieved in the 
following conditions: 



- “No adaptation”: The acoustic models were trained 
using only the SpeechDat database. 

- “Training with BDPDA”: The acoustic models were 
trained using different subsets of the BDPDA training corpus, 
each one with different amount of data, as indicated in the 
horizontal axis of Figure 2 (in seconds). 

- “Global adaptation”: The baseline models were adapted 
through the MLLR algorithm (global adaptation) using 
adaptation data (from the BDPDA) database of different 
length as indicated in the horizontal axis of Figure 2. 

- “Regression classes adaptation”: This case is similar to 
the previous one but the adaptation were performed by means 
of several transformations instead of a global one. 

As it can be seen in Figure 2, there is an important 
mismatch between SpeechDat-models and BDPDA 
utterances, yielding to a poor performance of the ASR system 
in the case of “No adaptation”. Regarding the comparison 
between the alternative “Training with BDPDA” and the two 
types of adaptation we can extract two conclusions: when we 
have enough data of the operating environment, training with 
these data is better than the adaptation with the same data. 
However, when the amount of data decrease, adaptation 
results remain while those achieved by training goes down. 
Finally, we can also observe that adaptation with regression 
classes is better than the global one but both tend to converge 
when there are few adaptation data. That is because the 
regression tree method can not generate multiple 
transformations with few data and the algorithm becomes the 
same as the global one. 

 

 

Figure 2: Results for environment adaptation for 
adaptation data of different lengths. 

6. Conclusions and further work 
In this paper we have described the design of a voice-enabled 
interface embedded in a Personal Digital Assistant (PDA). 
Specifically, we have implemented a fixed-point version of 
the whole ASR system and we have showed that its 
performance does not suffer any significant degradation in 
comparison with its floating-point implementation. 

In addition, we have performed the adaptation of general 
acoustic models to a PDA acoustic environment using the 
MLLR algorithm. Results suggests that when few adaptation 
data is available, performing the adaptation with these data is 
better than training with the same data. 

As further work, we plan to use context-dependent 
models and to develop several methods for reducing their 
complexity in memory and computational requirements. We 
will also study the integration in the system of several low-
cost robust algorithms for improving its performance in noisy 
scenarios. 
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