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Abstract

Handset and channel mismatch degrades the performance of
automatic speaker recognition systems significantly. This pa-
per enhances the feature mapping technique by proposing an
iterative clustering approach to context model generation which
offers an improvement in the performance of feature mapping
trained on labelled data and offers the potential to train feature
mapping in the absence of correctly labelled background data.
The performance of the clustered feature mapping models is
demonstrated on an expanded version of the NIST 2003 Ex-
tended Data Task (EDT) protocol.

1. Introduction
Automatic speaker recognition is the process of identifying or
verifying a person based on an example of their speech. The ap-
plications for this technology range from forensic identification
to access control, where a person claims an identity and speaker
verification tests the strength of that claim in order to deter-
mine if the claimant should be granted access to information
or services. One realm of particular interest is telephony-based
speaker verification — due to the lack of physical proximity be-
tween the claimant and the service provider — but speaker veri-
fication has been shown to be one of the most secure biometrics
in general [1].

In order to actually perform automatic speaker verification a
sample of speech from the claimant must be gathered via some
form of transducer, and potentially transmitted across a chan-
nel, before it can be processed. Variations in transducers and
channels, however, are significant and cause degradation in per-
formance when mismatch between the enrolment and verifica-
tion sessions occurs. Making speaker verification systems more
robust to these mismatched conditions has been the subject of
research for some time, and a number of different methods have
been proposed. The bulk of these methods attempt to compen-
sate for the mismatch at the input stage of the verifier by pro-
ducing more robust features. These include Cepstral Mean Sub-
traction (CMS), RASTA filtering [2], spectral subtraction and
feature warping [3], though it is also common to include output
score normalisation, such as Hnorm and Tnorm [4], to further
address the issue. The third possible form of compensation is
in the model domain which addresses the variation in the verifi-
cation models due to channel and transducer effects directly —
Speaker Model Synthesis (SMS) [5] is the most relevant exam-
ple of this.

This paper extends the feature mapping technique proposed
by Reynolds [6] which was motivated by the SMS approach and
is applied at the input to the speaker verification system. The
extension to the feature mapping technique proposed utilises

iterative clustering and model adaptation to improve the per-
formance of systems using feature mapping with partially or
incorrectly labelled data, and to provide a method of incorpo-
rating feature mapping in systems when the training data was
obtained from an unknown set of handset and channel condi-
tions.

In section 2 the common topology of the speaker verifica-
tion systems compared is described and the variation from the
baseline system to the system incorporating feature mapping
is specified. Section 3 reviews the originally proposed feature
mapping technique and the extension to the technique which is
novel to this paper. The evaluation protocol, based on NIST
2003 Extended Data Task (EDT) is set out in section 5. This is
followed by the results of the experiments, their discussion and
the conclusions that can be drawn from them.

2. System Description

This paper focuses on the inclusion of Feature Mapping in
speaker verification using the common GMM-UBM topol-
ogy [7]. GMM-UBM systems utilise a Universal Background
Model (UBM), intended to represent the universe of interest,
and adapt from this UBM to speaker specific Gaussian Mixture
Models (GMM) based on enrollment utterances. For both the
baseline system and experimental systems the topology of the
GMMs were the same, each utilising 512 mixture components
and using iterative MAP adaptation for enrollment [8].

The underlying acoustic features used for both the baseline
and experimental systems are Mel Frequency Cepstral Coeffi-
cients (MFCC) [9]. 12 MFCCs, along with their corresponding
delta coefficients, are extracted using 32 ms frames of speech
at a rate of one every 10 ms. After these features are extracted
feature warping using a 5 ms window is applied [3]. The fea-
ture extraction used for the experimental systems was modified
to include feature mapping and the details of the variations are
presented in section 4.

3. Feature Mapping

Feature mapping is a context normalisation technique that
learns a set of non-linear transforms for mapping a context-
dependent feature space to a context-neutral feature space. This
is achieved by training a context-free GMM based on examples
of data from all available contexts, and then adapting context-
dependent GMMs from this root model.

Having a set of context-dependent GMMs, utterances can
be tested against each of them to determine their most likely
source context and then the mapping to warp that context to the
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neutral context can be applied as such;
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The generation of the context-dependent GMMs is the key
focus of this paper. Reynolds originally used labelled utterances
to form training sets for these contexts [6] — splitting the utter-
ances by gender and handset type. This approach relies firstly
on having channel- and gender-labelled background data and
secondly that these labels are accurate.

This paper presents an iterative clustering method which re-
fines the context membership of the training data to overcome
inaccurate labels. It also demonstrates how this iterative ap-
proach can generate a set of contexts without the need for labels
of any kind.

3.1. Clustered Feature Mapping Training

The iterative clustering approach employed improves the
context membership of the training data by repeatedly re-
classifying the training utterances and updating the context
memberships. The training of the feature mapping models in
its entirety becomes;

1. Select a set of utterances which span the universe of in-
terest.

2. Train a root GMM from all the utterances to represent
the neutral context.

3. Divide the training utterances into context specific sets.

4. Train context specific models by adapting the neutral
context model using the context specific sets of utter-
ances.

5. Classify the training utterances using the set of con-
text specific models and update each utterance’s context
membership.

6. If at least one utterance changed context go back to 4.

As with any iterative refinement algorithm the loop should also
be guarded by a maximum number of iterations and minimum
cluster size condition, however it may be noted that during the
following experiments the loop always converged in no more
then 20 iterations.

Several variations are possible with this approach that will
often be dictated by the availability of labelled data. Specifi-
cally, the way in which the context specific sets are initialised
in step 3 and the initial selection of training utterances in step 1
were the subject of the experiments that follow.

4. Experiments
The initial experiment involved the replication of Reynolds’
feature mapping method and the incorporation of the iterative
refinement algorithm to investigate if this provided any per-
formance improvements. The utterances used to train the fea-
ture mapping models and the system UBMs were selected as a
balanced set of 150 utterances each from four gender/handset
contexts to provide 600 utterances for background training.
The set of utterances used were selected from Switchboard-II,
Phases 2 & 3 and were independent of the evaluation set.

The acoustic features used to cluster the feature mapping
contexts did not include feature warping, as feature warping it-
self is designed to provide environmental normalisation. Instead
Cepstral Mean Subtraction (CMS) was incorporated to com-
pensate for environmental noise. After the clustering algorithm

converged, the final feature mapping contexts were trained us-
ing the acoustic features used for verification.

In addition to replicating the traditional feature mapping
approach, the first experiment investigated seeding the training
of the contexts randomly rather then according to their labels.
In addition to determining whether randomly seeded training
could automatically generate effective contexts, the effect of
varying the number of clustered contexts was investigated.

For the first experiment the utterances used for training the
UBM and feature mapping models were selected as a balanced
set of 600 utterances equally representing the 4 known contexts
in the data. Due to this, the investigation of random clustering
is biased by this initial utterance selection. The second experi-
ment addresses this bias by investigating random feature map-
ping contexts when the training utterances for the UBM and the
feature mapping models are selected blindly from a set of utter-
ances independent of the evaluation set.

In the second experiment the performance of blindly trained
feature mapping models was evaluated with a single UBM and
with a pair of UBMs trained based on gender designations.

5. Evaluation Protocol
The feature mapping algorithms were evaluated and compared
using data from the NIST 2003 Speaker Recognition Evaluation
Extended Data Task (EDT) [10]. The evaluation data is a sub-
set of the Switchboard-II, Phase 2 & 3 database. To mirror the
NIST 2004 evaluation conditions, the NIST EDT ’03 evalua-
tion procedure was restructured to include three training length
conditions: one, three and eight conversation sides. The train-
ing and testing lists for the new 1- and 3-side conditions were
derived from the existing four conversation side lists. More im-
postor trials were also added to the evaluation to better reflect
the minimum DCF operating region. This modified protocol
is referred to as the QUT EDT ’03 and during the experiments
only the 1-sided evaluations were considered.

6. Results and Discussion
6.1. Experiment 1

Figure 1 presents the Detection Error Trade-off (DET) curves
for the first experiment. The baseline system is presented as the
dashed line while the solid curves represent the performance of
all the systems which incorporate feature mapping. The tradi-
tional feature mapping is referred to as ‘labelled’ on the DET
plot and the performance of each of the clustered feature map-
ping systems are generally difficult to separate, except for the
4 context randomly seeded feature mapping system. Table 1
details the minimum DCF values and EERs for the systems
investigated. From these figures no significant difference can
be found between the 6 and 8 context, randomly seeded fea-
ture mapping systems and the traditionally labelled contexts,
although it is apparent that all variants provided a significant
boost over the baseline system.

6.2. Experiment 2

Figure 2 presents the results of the second experiment, com-
paring the systems that used the biased background data to
the blindly selected (unbiased) background data and randomly
seeded contexts. From the DET curves and the data presented in
table 2 the systems with unbiased background data performed
as well as the traditional feature mapping system and the sys-
tems using randomly seeded contexts from biased background



Minimum
DCF

Rel. DCF
Improvement
from Baseline

EER
Rel. EER

Improvement
from Baseline

Baseline 0.0465 - 13.98% -

4 Labelled Contexts 0.0392 15.7% 11.30% 19.2%

4 Labelled Context Clus-
ters

0.0391 15.9% 11.27% 19.4%

4 Randomly Seeded
Clusters

0.0422 9.2% 12.30% 12.0%

6 Randomly Seeded
Clusters

0.0387 16.8% 11.07% 20.8%

8 Randomly Seeded
Clusters

0.0383 17.6% 10.90% 22.0%

Table 1: Minimum DCF values and Equal Error Rates
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Figure 1: Comparing Different Numbers of FM Clusters

data. Small deviations in the DCF region of the DET curves
indicate that the blindly trained feature mapping contexts falls
behind the other systems slightly, but the the deviation was not
significant.

The system using gender specific UBMs was similarly not
significantly different from the system which used the unbiased
single UBM or the traditionally trained feature mapping system,
which also used gender differentiated UBMs.

7. Conclusions

This paper presents a method for adapting the original feature
mapping method presented by Reynolds to allow for effective
training of feature mapping models in the absence of context

  0.1   0.2  0.5   1   2   5   10   20   40

  0.1 

  0.2 

 0.5

  1

  2

  5

  10

  20

  40

False Alarm probability (in %)

M
is

s 
pr

ob
ab

ili
ty

 (
in

 %
)

baseline
labelled
biased 8
unbiased 8
gender biased 8

Figure 2: Comparing Biased FM Models to Unbiased FM Mod-
els

labels for background data. The experiments presented demon-
strated the performance of systems incorporating data driven
feature mapping models and found that the performance pro-
vided with blindly selected background data was not signifi-
cantly different from systems utilising the traditional approach
to feature mapping training.
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Minimum
DCF

Rel. DCF
Improvement
from Baseline

EER
Rel. EER

Improvement
from Baseline

Baseline 0.0465 - 13.98% -

4 Labelled Contexts 0.0392 15.7% 11.30% 19.2%

8 Biased Clusters 0.0383 17.6% 10.90% 22.0%

8 Unbiased Clusters 0.0401 13.8% 10.82% 22.6%

12 Unbiased Clusters 0.0403 13.3% 10.82% 22.6%

8 Unbiased Gender La-
belled Clusters

0.0390 16.1% 11.02% 21.2%

Table 2: Minimum DCF values and Equal Error Rates
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