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Abstract

In this work, we present an innovative approach for
grapheme to phoneme conversion, which achieves very low 
error rates for languages like British English, American
English and Dutch, and gives good generalization
performances. One of the basic steps in the text-to-speech
conversion performed by the speech synthesis systems is the 
phonetic transcription of the input text that can be
considered as an intermediate symbolic representation
between the graphemic text and the phones sequence that
must be generated. Nevertheless, the definition of explicit
rules can be very difficult for some languages. For this
reason using a tool able to automatically compress and
generalize the lexical knowledge into rules is very useful. In 
the multilanguage development of the Loquendo speech
synthesis system, a machine-learning algorithm applied to
the problem of phonetic transcription and extraction of
grapheme-phoneme association rules has been developed.
The algorithm runs on a training set built up by a lexicon 
made of words stored in two forms, orthographic and
phonetic, and is able to learn and/or predict the phonetic
form starting from the previous information: the prediction 
error on the training set proves to be very low (restricted to 
some words managed as exceptions), assuring the absolute 
reliability of the result on the lexicon words; with words
that do not occur in the lexicon, the algorithm predicts
correct or acceptable transcriptions.

Introduction

The correspondence between graphemic symbols (alphabet
letters and punctuation marks) and language sounds
(represented by phonetic symbols) generally is not univocal 
and often it is not based on simple rules. Different
languages show different levels of complexity in the
relations joining graphemes to phonemes. With languages
like English, the grapheme-phoneme relation is very
complex and depends, besides on the type of adjacent
phonemes, also on words morphology and etymology. In the 
speech synthesis systems the phonetic transcription of the
text is obtained by transcribing, at the first step, each single 
word. In a second step, phonetic change rules at the words 
boundaries could eventually be applied. Whereas the second 
step can generally be obtained through simple rules, the
first step, i.e. the word phonetic transcription, often depends 
strongly on the lexicon. The same sequence of graphemes

can correspond to different phonemes according to the
word, till the extreme case of homography when identical
words (in the spelling form) correspond to different
pronounces, according to the meaning. Synthesis systems try 
to solve homography problems by applying contextual rules 
and undertake the word transcription with different
strategies according to the language complexity. The typical 
solution is a synergy between explicit rules and searching
on look up tables. But the simple search in a words lexicon, 
containing the phonetic transcriptions, is considered
insufficient and inefficient:

• insufficient, because the synthesis system should
be able to pronounce also the words that do not
occur in the lexicon, for instance proper names,
toponyms, acronyms, invented words, spelling
mistakes;

• inefficient, because the lexicon of the language
can contain million of flexions, and it would be
too large to be stored as a table inside the system. 

Nevertheless, the definition of explicit rules can be very
difficult for some languages. For the same reason even if
the making of a complete and reliable lexicon is also a
demanding goal, it's very useful to have a tool able to
automatically compress and generalize the lexical
knowledge into rules. In the multilanguage Loquendo
speech synthesis system a machine-learning algorithm
applied to the extraction of grapheme-phoneme association 
rules has been developed. The algorithm runs on a training 
set of lexicon words represented with orthographic and
phonetic forms, and is able to learn and/or predict the
phonetic form. The system, which contains this algorithm,
has been named “AutomaPhonetica”. 

1. The AutomaPhonetica System

In this section the general ideas on which the
AutomaPhonetica system proposed in this paper is based,
will be explained. In the following paragraphs we will
describe the structure of the phonetic transcription system, 
the machine learning methods of phonetic rules, and the
basic tools that allow the evaluation in terms of predictive 
capability. At the moment the AutomaPhonetica system is
used in the Loquendo speech synthesis system to generate
the phonetic transcription rules for the British English, the
American English, and the Dutch languages.
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1.1. The system structure

AutomaPhonetica system consists of two different parts: the 
lexicon analysis plus phonetic rules generation module
(G2P-Analysis), and the actual phonetic transcription
module (G2P-Phonetica). The first module performs the
analysis and the processing of a lexicon made up of words 
with their respective phonetic transcription, and the
generation of the translation rules with their exceptions.
The step of lexicon generation and analysis will be
described in detail in the next paragraphs. The second
module is integrated into the speech synthesis system and
uses the rules previously inferred from lexicon by the G2P-
Analysis, to perform the actual phonetic transcription. It
uses the phonetic transcription rules. In some cases the
grapheme form is made by a different number of symbols
with respect to the phonetic one. To achieve the alignment, 
extra symbols are to be inserted: these are the null phoneme
and the null grapheme. The null symbol allows the presence 
of graphemes that are not transcribed into a phoneme (so
they are mute) or graphemes that are associated to more
than one phoneme. The purpose of a good alignment must 
be to limit the number of null graphemes; otherwise the
aligned data would be unusable. In fact, a phonetic
transcription system is not able to insert null graphemes (if 
necessary), in order to infer the phonetic rules. On the
contrary, the G2P-Phonetica module is able to propose a
phonetic transcription including null phonemes.

2. Lexicon Alignment

The alignment process is based upon a statistical model
allowing the evaluation of the most likely association
between grapheme and phoneme. The model describing the 
most likely alignment is obtained through the application of 
a Dinamic Programming algorithm applied to the input
lexicon. So the alignment is based on association
probability computed from rough lexicon data: the model
convergence is obtained by applying the algorithm in an
iterative way. The G2P-Analysis module uses this strategy
adding some improvements explained in the following
sections. After the data alignment, it is necessary to infer
from the data the phonetic rules of the present language.
Phonetic transcription rules are worked out by the analysis 
of the aligned training lexicon. For each grapheme of the
language, left and right contexts are created to make the
association grapheme-phoneme unambiguous. The steps to
obtain a transcription rule are the following:

• all the instances of the ‘focus’ grapheme are
searched into the aligned lexicon ;

• all the phonemes associated to it are considered;
• the graphemic context making unambiguous the

association grapheme-phoneme is searched for
each phoneme;

• the left-right context is coded as the phonetic
transcription rule;

• all the cases the rule can be applied are searched 
into the words of the aligned lexicon;

• the grapheme that meets the rule will not take
part to the definition of other new rules.

The evaluation of appropriate rules and ending methods
needs a careful analysis of the performances obtained in the 
generalization step and depends substantially on:

• the graphemic symbols number;
• the phonemic symbols number;
• the regularity of phonetic transcriptions;
• the presence of stress in the phonetic

transcription;
• the training lexicon richness.

The high number of freedom degrees does not allow the
system optimization at a global level, but suggests an
approach targeted to the local optimization. Tests have been 
made on the single rules and on the whole graphemic
strings. G2P-Analysis module has the task to carry out
performances tests on the single rules whereas G2P-
Phonetica module allows the generation of performances
tests on whole word degree among the other functionalities. 
Tests on single rules and tests on whole words evaluate and 
classify the transcription errors without considering the
importance level – for example some vocal substitution
(especially allophones) mistakes sometimes can be less
serious than other ones. Also the presence of the stress error 
is not distinguished from other kinds of phonetic
transcription error. Practically, all errors have the same
importance in the results report. In a first step,
performances are computed in the worst possible
conditions, in order to have a clear indication about the real 
capabilities of the transcription system and its phonetic
rules. To evaluate the performances of generalization of
phonetic rules, lexicon is divided into two parts, the first
containing 80% of words (training lexicon), the second the 
remaining 20% (test lexicon). The performancies measured 
on the training lexicon allow the evaluation of the learning 
degree related to the rules and other parameters. The
performance measured on the remaining 20% allows
evaluating the prediction and the generalization capabilities 
of phonetic rules with words never seen before (during the 
training step).

2.1. The Statistical Model

In the previous paragraph we emphasized the need to get,
from the starting lexicon, a good alignment, as far as
possible unambiguous and homogeneous. That need derive 
from the necessity to cope with the case when there is a
different number of symbols between orthography and
phonetic. Moreover, the presence of repeated and coherent
grapheme-phoneme associations is necessary with machine
learning algorithms to allow the system detecting the
statistical importance of associations. The learning diagram 
of the statistical model for the alignment can be divided into 
three steps:

• step 1: initialization of the statistical grapheme-
phoneme association model;

• step 2: alignment of lexicon;
• step 3: computation of association probability.



To produce the probabilistic model that joins graphemic to
phonemic symbols, a matrix of probability P has been built 
up where the line indexes i represent the phonetic symbols 
and column indexes j the graphemic ones. The component
of matrix pij contains the probability that a grapheme i
would be joined to phoneme j. Steps 2 and 3 are iterated a 
sufficient number of times to get a converging association
model, that is a stable probability matrix. The probability
matrix allowing the making of grapheme-phoneme
associations should be computed starting from data
available at the beginning of the elaboration. The first step 
is the creation of the data alignment starting from the
equiprobable matrix and the computation, for each
grapheme, of the phonemes occurrences the grapheme has
been aligned to. The probability matrix will be at first
mainly influenced by the alignments of words that present 
the same number of graphemes and phonemes, and in
different cases the proposed alignment will tend towards the 
association of the first graphemes with the available
phonemes (and vice versa) and then assigning the remaining 
phonemes to the graphemic deletion signs (or insertion
signs). The second step consists of the iteration of steps of
alignment followed by a probability matrix updating,
performed a sufficient number of times to converge to a
stable matrix. The convergence principle used here is based 
on Levensthein distance defined as:
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where T stands for the current step of the probability
computation, and T-1 stands for the previous step. The
distance D is computed at each step, as well as its variation
between one step and the next one. The trend of the
distance D could differ from decreasing monotonic slope, so 
a local minimum could occur. Our tests highlighted this
non-monotonic slope in the specific case, with presence of a 
minimum after very few steps. This is the reason why we
have employed a convergence principle not limited to the
distance D computation, but including also a minimum
number of iterations that guarantees a sufficiently stable
matrix by overcoming possible local minima. These tests
have shown that 10 iterations of the probability matrix
computational algorithm are sufficient to reach a good level 
of stability for the matrix.

2.2. Polarization of the Statistical Model

As shown in the previous paragraph, the algorithm
computing the grapheme-phoneme association probability
matrix starts from a first step where the association
probabilities are equiprobable. To avoid this drawback, a
different strategy was chosen dividing the convergence
process into two different parts. A first step computes the
association model by only considering that couples of
graphemic/phonemic transcriptions having the same number 
of graphemes and phonemes. So starting from equiprobable 
matrix, the algorithm elaborates a grapheme-phoneme
association model polarized on the alignment of the
considered transcription couples only. A second step is
performed using the previous step product as starting
matrix, so the equiprobable matrix is avoided. In this case 

computation is performed considering the whole available
lexicon, but starting from a matrix already containing a
degree of polarization. A number of tests has shown that a 
strategy based on the bootstrap matrix generation, starting
from a well limited data sample with clear features, allows 
a final probability distribution on the whole data less
scattered than in the previous case. Some associations,
mainly between consonantic graphemes and phonemes,
resulted much more stable proving good fitting point for the 
alignment of vocalic graphemes-to-phonemes couples. With 
English language, where several vocalic sequences can
make a lot of different phonetic transcriptions, the chance of 
having some strong fitting points in terms of association
probability is useful in order to have a correct alignment.

3. Automaton Creation Process

After the lexicon alignment step, we are able to perform the 
rules extraction process. For every grapheme, all its
instances are searched into the aligned lexicon. When the
focused grapheme corresponds to more than one phoneme,
we search for each phoneme, inside the lexicon, the shortest 
graphemic context, which is making unambiguous the
grapheme-phoneme association. The found left-right
contexts are coded as the phonetic rules. In Figure 1 some 
rule examples are shown. For achieving generalization
capabilities of this rule set, and improve speed search
during the transcription process, a finite-state automaton is 
built. Every grapheme of the language generates a start
node of the automaton. The rules force the generation of the 
intermediate nodes. The target phoneme is stored in the end 
node. At every intermediate level, the phoneme having the 
highest probability is associated to the intermediate node
and it is updated during the path construction. At runtime, 
for each grapheme of the word to be transcribed, the
automaton is browsed, using the left-right context, looking
for the best path through the intermediate nodes since a
final node is reached. If no final node is found, the highest 
probability phoneme, coming from the deepest node, is
chosen as the target phoneme.

Focus Left Context Right
Context

Phoneme
SAMPA

a a b - “A:
a e e “aU
… … … …
z r k t+s

Figure 1: Examples of grapheme to phoneme rules

4. Training Lexicons

The characteristics of the phonetic lexicon, used during the 
training phase, have a deep impact on the process of
automatic generation of the transcription rules, and on the
performance results. All the phonetic information that the
algorithm could learn is hidden inside the training lexicon. 
In our experiments, we used phonetic lexicons of different 
size, ranging from 77002 words for British English, and
119080 words for American English, up to the 294659
words for Dutch. Besides the dimensions, also other lexicon 
parameters count, like the inclusion of allophones, or the



inclusion of foreign phonemes, but the basic parameter is
the coverage of the most important phoneme sequences of
the language. The coverage degree of the phonetic
sequences can be statistically computed using a large and
varied texts collection. The texts collection must big,
modern and coming from different sources (for instances,
several newspapers and magazines). In this way, the
statistical coverage computation will not be affected by
typographical errors or foreign rare words. The text
collections used to evaluate the coverage degree have the
following dimensions:

Table 1: Text database dimension

MB M-words Different
words

American
English

43,91   7,61  112.243 

British English 39,36   6,83  106.728 
Dutch 69,75  11,01  247.360 

The percentages of coverage, at word level, for the three
lexicons, are the following:

Table 2: Lexicons versus Text word coverage

American English: 49.95%  (56067/112243)
British English: 47.16%  (50334/106728)
Dutch: 31.46%  (77824/247360)

The statistical coverage, computed taking into account the
frequency of every word, is the following:

Table 3: Lexicons versus Text statistical coverage

American English: 96.37%
British English: 95.92%
Dutch: 76.50%

The statistical coverage percentages are quite high, with
some limitations for Dutch, because it is a more inflected
language than the others.

5. Experimental Results and Discussion

The above-described learning scheme has been extensively
tested to evaluate the robustness of the technique both
respect to the applicability to different languages, and the
transcription accuracy, which should be adequate to the
requirements of TTS systems. We investigated three
languages: British English, American English and Dutch.
For each of them a training lexical database was created
starting from several sources, and merging them together.
The idea was to cover all the relevant words of each
language, including not only the headwords, but also their
inflected forms. As seen before, text corpora were collected, 
containing samples of newspapers and contemporary
literature and these text data were used to perform a
statistical assessment of the coverage provided by our
lexicons. The most frequent words of a given language,
when missing in the lexicon, were transcribed by hand by
phonetic experts and added to the lexicon. Table 4 reports

the summary of our lexical databases in terms of number of 
records. For each language the whole lexicon was split into 
3 sets: the first contains all the available words (Trn100),
while the others two contains the 80% (Trn80) and the
remaining 20% (Tst20) of the whole lexicon, respectively.
The Trn100 database is used to extract the final
transcription rules and to evaluate their coverage. The other 
two databases are used to evaluate the generalization
capability of the method: rules are extracted using 80% of
the data (Trn80) and tested on the remaining 20% (Tst20).
Table 5 report coverage (TRN100 and TRN80 columns) and 
generalization (TST20 column) performances of our
algorithm. Performances are computed at word level. At
word level, a word is correctly transcribed when all
phonemes involved are correct.

Table 4: Lexical database size

Language TRN100 TRN80 TST20
American 119080 95071 24009
British 77002 61470 15532
Dutch 294659 235610 59049

Table 5: Coverage and generalization performances

Language TRN100 TRN80 TST20

American 96.8% 95,8% 56,2%
British 99.3% 98,6% 66,4%
Dutch 99,9% 99,8% 86,8%

6. Conclusions

We introduced an automaton based approach to grapheme-
to-phoneme conversion, which has been tested and used in a 
text-to-speech system for three languages: British English,
American English and Dutch. The results obtained present
good coverage and generalization capabilities. In the future, 
new languages and more specialized lexicons are going to be 
assessed, in order to understand if this kind of algorithm can 
cope with varied lexicons, both for linguistic origin and
domain.
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