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Abstract
This paper investigates the task of speaker verification in noisy
conditions, assuming no prior knowledge about the noise. To
achieve this we use subband features which can isolate band-
limited corruption and allow verification to be performed on
mainly clean subbands. To further improve speaker verification
performance, we propose a novel method to model correlation
between subband feature streams. In this method, all possible
combinations of subbands are created and each combination is
treated as a single frequency band by calculating a single feature
vector for it. The resulting feature vectors capture information
about every band in the combination as well as the dependency
across the bands. Experiments conducted on the NIST 1998
database demonstrate improved robustness for the new model,
in the presence of both stationary and non-stationary noise.

1. Introduction
In this paper we study the task of speaker verification in noisy
conditions, assuming no prior knowledge of the noise struc-
ture. The traditional noise-reduction techniques used in speech
recognition may be applied to the problem of speaker verifica-
tion. These techniques generally fall into two categories, speech
pre-processing (feature-based methods) and adaptation of the
recognition stage (acoustic modelling methods). The feature-
based methods include speech enhancement, for example, spec-
tral subtraction [1][2]. Other techniques in this category in-
clude the work in [3] which proposes the use of fundamental
frequency (F0) in combination with spectral/cepstral features,
since F0 features are less sensitive to channel distortions or ad-
ditive noise than spectral/cepstral features. Studies have also
been conducted into improved acoustic modeling for enhanced
noise robustness. Examples of these methods include HMM
composition [4] and parallel model combination [5], and miss-
ing feature methods [6][7].

The work in this paper is a complement to the missing-
feature methods. To accommodate band-limited noise cor-
ruption, subband feature streams are extracted to characterize
speech utterances. Ideally, verification is performed on least-
contaminated subbands thereby obtaining improved robustness.
To achieve this without assuming knowledge of the noise struc-
ture, and to optimize speaker verification performance, two
strategies are proposed and combined. Firstly, we propose a
novel method to model correlation between the subbands. Our
previous experiments for speech recognition indicated that ig-
noring correlation between subband feature streams causes per-
formance to degrade rapidly as the number of subbands in-
creases [8]. In this paper, a feature extraction approach to mod-
eling subband correlation is employed. To isolate noise, we
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create all possible feature combinations between the subbands,
assuming there is at least one combination containing all the re-
liable subbands. To capture correlation between the subbands,
we treat each of these combinations as a single frequency band
and calculate a single feature vector for it. The obtained feature
vector therefore captures information about every band in the
combination as well as the dependency across the bands. Sec-
ondly, a new algorithm, derived from the probabilistic union
model [9], is developed to select from all the combinations the
best combination for verification, assuming no knowledge of
the noise structure.

2. Modeling subband correlation
The proposed method is based on a filter-bank cepstral anal-
ysis approach. Traditional fullband speaker verification sys-
tems extract feature vectors by applying a discrete cosine trans-
formation (DCT) across all the filter-bank energies (FBEs) to-
gether, obtaining the fullband cepstral feature vector. Tra-
ditional subband systems assume independence between sub-
bands and extract feature vectors by applying the DCT within
separate groups (i.e., subbands) of FBEs, e.g., [9]. This paper
proposes to model subband correlation by applying the DCT to
combinations of subbands taken as single bands.

To illustrate this technique let us assume that for each frame
of speech there are 8 FBEs (f1f2f3f4f5f6f7f8) to be grouped
uniformly into four subbands: Band 1 = (f1f2), Band 2 =
(f3f4), Band 3 = (f5f6) and Band 4 = (f7f8), and that there
is one band, Band 2 say, which is corrupted by noise. Bands
1, 3 and 4, therefore, correspond to the clean bands that should
be utilized for verification. Instead of processing these three
bands independently, they are grouped together into a single
band (f1f2f5f6f7f8) and the DCT is applied to the combined
bands taken as a single band. This produces C134, which repre-
sents the correlated cepstral feature vector for bands 1, 3 and 4.
This vector not only features the individual bands in the com-
bination but also captures the correlation between them. The
identity of the corrupt band will not normally be available a
priori so we must apply this principle to all possible combi-
nations of three bands, assuming that there is one combination
that contains all clean subbands. The resulting feature set is de-
noted by {Cijk} for all combinations of i, j and k in the range
1 ≤ i, j, k ≤ 4.

In a similar way, let us assume that there are two bands,
Bands 1 and 3 say, corrupted by noise. Bands 2 and 4 will
therefore correspond to the clean bands that should be utilized
for recognition. These two bands are grouped together into a
single band (f3f4f7f8) and the DCT is applied. This creates
C24, which represents the correlated cepstral feature vector for
bands 2 and 4. Again, since the identity of the two corrupt bands
will not normally be available a priori, we must apply this prin-
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ciple to all possible combinations of two bands, assuming that
there is one combination that contains the remaining two clean
subbands. The resulting feature set is denoted by {Cij} for all
combinations of i and j in the range 1 ≤ i, j ≤ 4.

In general, to account for M band corruption with unknown
identities in a system with N subbands, we create all possible
combinations of N −M bands and treat each combination as a
single band by calculating a single vector for each combination.
The resulting feature set is denoted by {Cn1...nN−M }, for all
combinations of ni in the range 1 ≤ ni ≤ N . When the num-
ber of corrupted bands is unknown, this feature set is created
for every possible M from 0 to N − 1, assuming zero or partial
band corruption, and that there is thus one feature vector within
these feature sets that corresponds to all the remaining N − M
clean bands. The overall feature set containing all these sub-
sets of feature vectors can be denoted by C = { Cn1 , Cn1n2 ,
Cn1n2n3 ,. . . ,Cn1...nN } for all combinations of ni in the range
1 ≤ ni ≤ N . This feature set includes the feature vectors
for each of the individual subbands (as used in the independent
subband system) and also a feature vector for the complete band
(as used in the fullband system), to account for the situations in
which there are N − 1 corrupt bands and zero corrupt bands
respectively. This correlated subband system therefore includes
both the independent subband system and the fullband system
as special cases.

3. Selecting subband combination for
verification

Given the feature set C that contains feature vectors correspond-
ing to all possible combinations between the subbands, verifica-
tion should be ideally based on the feature vector corresponding
to the combination containing all clean subbands and no others.
In this paper an algorithm derived from the probabilistic union
model is used to select the best combination. The advantage of
this algorithm is that knowledge of the structure of the noise is
not required.

Let C = {Cn1 , Cn1n2 , Cn1n2n3 ,. . . ,Cn1...nN } represent
the entire feature set for a given frame in a system consisting
of N subbands, where, as described earlier, each Cn1...nb cor-
responds to a feature vector capturing correlation for a certain
combination of b subbands, i.e., bands n1, . . . , nb, in the range
1 ≤ ni ≤ N . Assume that there are M bands being corrupted
by noise (assuming that 0 ≤ M ≤ N − 1 for partial frequency-
band corruption), and that Xn1...nN−M ∈ C is the feature vec-
tor modeling the remaining N − M clean subbands. The task
is then to select from C this clean vector for verification, as-
suming no knowledge about its identity. The union model deals
with the uncertainty of Xn1...nN−M by assuming that it can be
any of the feature vectors Cn1...nN−M for N − M subbands,
i.e., it can be expressed as a union of all possible random vec-
tors Cn1...nN−M . Based on the union model, the conditional
probability of Xn1...nN−M given a speaker λ can be written as

P (Xn1...nN−M |λ) = P (
∨

n1...nN−M

Cn1...nN−M |λ)

≈
∑

n1...nN−M

P (Cn1...nN−M |λ)(1)

where ∨ denotes the union (i.e., “or”) operator, which is applied
over all possible feature vectors of (N −M) distinct subbands.

Assume a sentence consisting of T frames XT
1 =

{X1
n1...nN−M1

, ..., XT
n1...nN−MT

}, where Xt
n1...nN−Mt

is the

frame at time t and Mt is the number of corrupted subbands
within frame t. A likelihood ratio L(XT

1 , MT
1 , λ) for a claimed

speaker λ, based on the union probabilities (1), can be defined
as the score for verification decisions:

L(XT
1 , MT

1 , λ) =

T∏
t=1

L(Xt
n1...nN−Mt

, λ)

=
T∏

t=1

P (Xt
n1...nN−Mt

|λ)

P (Xt
n1...nN−Mt

|UBM)
(2)

where MT
1 = (M1, ..., MT ) and L(Xt

n1...nN−Mt
, λ) is the

frame-level likelihood ratio defined as

L(Xt
n1...nN−Mt

, λ) =
P (Xt

n1...nN−Mt
|λ)

P (Xt
n1...nN−Mt

|UBM)
(3)

where P (Xt
n1...nN−Mt

|UBM) is the probability of frame vec-

tor Xt
n1...nN−Mt

over a universal background model (UBM).
As we assume no knowledge of the structure of the noise,

Mt (i.e., the number of noisy subbands in each frame) is not
available. To overcome this problem, we suggest to use the
maximized likelihood ratio, maxMt L(Xt

n1...nN−Mt
, λ), for

verification. For the true speaker, it may be assumed that the
combination Xt

n1...nN−Mt
containing all the clean subbands

and no others will produce the highest ratio L(Xt
n1...nN−Mt

, λ)
since it contains maximum discriminative information. There-
fore for true speakers, the maximized likelihood ratio represents
an optimal verification score in terms of the Mt leading to the
maximization being most likely to be the actual number of un-
reliable subbands. However, this maximization may also lead to
an Mt that tends to favor impostors. But it is expected that this
effect will be outweighed by the maximization of the likelihood
ratio for the true speaker.

Four variants of the above model have been studied. Firstly,
there are two ways of forming the UBM probability, either by
using a single model trained from pooling all the speaker data
or by using the sum of all the individual speaker probabilities.
The single model approach has the advantage of being much
more efficient. Secondly, the maximization over Mt can be
performed at frame-level (as outlined above) or sentence-level.
The choice depends on the noise structure; sentence level max-
imization is more suited to noisy conditions where the number
of corrupted subbands is fixed for the duration of the utterance,
while frame-level maximization is better suited to conditions
with varying numbers of corrupted subbands.

We show the experimental results below based on a single
UBM and the frame-level maximization over Mt (resulting in
an estimate denoted by M̂t). The likelihood ratio for verifica-
tion, with normalization for duration, can be written as:

L(XT
1 , M̂T

1 , λ) =

[
T∏

t=1

max
Mt

P (Xt
n1...nN−Mt

|λ)

P (Xt
n1...nN−Mt

|UBM)

]1/T

(4)
In the following we refer to model (4) as the maximized likeli-
hood ratio (MLR).

4. Experimental results
4.1. Conditions

Experiments were conducted on the NIST 1998 one-speaker
SRE corpus [10]. Individual speaker models were trained using



two 1min sessions from the same phone number and handset
type. The UBM was trained using three hours of data made up
of two 1min sessions from the same phone number and hand-
set type for equal numbers of randomly selected male speakers
and female speakers (90 in total). Testing was performed using
500 randomly selected 10s test segments from the same phone
number (“same number” condition).

DET curves were plotted to show system performance.
From these plots, the minimum decision cost function (DCF)
was also obtained as a performance measure. This is defined as
the weighted sum of the miss and false alarm error probabilities
as follows [11]:

DCF = CMiss × PMiss|Target × PTarget

+CFA × PFA|NonTarget × PNonTarget (5)

where PTarget and PNonTarget represent the a priori probabil-
ity of target and impostor speakers respectively, and CMiss and
CFA represent the costs of miss and false alarm errors respec-
tively. We set PTarget = 0.5, PNonTarget = 0.5, CMiss = 1 and
CFA = 1.

The speech was segmented into frames of 20ms with a
frame rate of 10ms. Each frame was divided into 5 subbands,
from which the combinations of 1, 2, 3, 4 and 5 subbands were
formed and the method described in Section 2 was applied to
calculate the correlated subband features. For each individ-
ual subband, 6 MFCCs (3 static and 3 delta) were used. For
each combination of 2, 3, 4 and 5 subbands, 10, 14, 18 and 22
MFCCs (half static and half delta) were used respectively. For
comparison, a baseline fullband GMM-based system was also
implemented, using 22 MFCCs (the same as the feature for the 5
subband combination). Each speaker was modeled by a 32 mix-
ture GMM and the UBM was modeled by a 512 mixture GMM,
with diagonal covariance matrices. For the training stage and
clean speech experiments, an energy threshold was applied to
every frame of speech to remove silence frames.

Verification experiments were conducted for both clean
speech utterances and the same utterances corrupted by vari-
ous stationary and non-stationary noises. To generate stationary
noise, Gaussian white noise was passed through a band-pass
filter with a bandwidth of 100Hz at various central frequen-
cies to create the effect of 1 or 2-band corruption within the
five subbands. The noise was added to the clean test utterances
at signal-to-noise ratios of 10, 15 and 20dB, respectively. For
non-stationary noise, two different mobile phone ringtones were
sampled at 8kHz and added to the clean test utterances at signal-
to-noise ratios of 10, 15 and 20dB, respectively.

4.2. Results

Tables 1– 3 show the minimum decision costs achieved by
the proposed method, MLR, and the baseline fullband model
in clean and noisy verification experiments. Figure 1 shows
the DET curves obtained by the two models in clean condi-
tions (Fig. 1(a)) and in selected noisy conditions at 10dB SNR
(Figs. 1(b)–1(d)).

The results in Table 1 show that in clean conditions, the
MLR method achieves a 28.93% reduction in the minimum de-
cision cost compared to the fullband model. Table 2 shows the
minimum decision cost achieved for experiments conducted in
simulated stationary narrow-band noise conditions where 1 and
2 bands respectively are corrupted. A reduction in the minimum
cost is achieved in all noise conditions, particularly in the pres-
ence of 1-band noise corruption, and greater reductions are gen-
erally achieved at higher signal-to-noise ratios (e.g., a 29.73%

reduction in minimum cost is achieved for 2000Hz noise at
20dB SNR). Table 3 shows the minimum decision cost achieved
for experiments conducted in real-world noise conditions with
mobile phone ringtones. A reduction in the minimum cost is
achieved in all conditions, particularly for Ringtone 1. The mo-
bile phone ringtones used as real-world noise are non-stationary
and have a dominant band-selective nature. The MLR performs
well in non-stationary noise, because it estimates the number of
noisy subbands on a frame-by-frame basis based on the decision
in (4).

The results therefore show that the proposed MLR model
improves verification performance in clean conditions and in
all tested types of noisy conditions. The results obtained by the
MLR assume no knowledge (i.e., identity and number) of the
noisy subbands.

Table 1: Minimum decision cost and percentage reduction (%R)
achieved by the new MLR and the baseline fullband model (FB)
in clean conditions.

Model Cost
MLR 0.12062
FB 0.16971
%R 28.93

Table 2: Minimum decision cost and percentage reduction (%R)
achieved by MLR and fullband model (FB) in simulated nar-
row band noisy conditions with different central frequencies as
shown in the table.

1-band noise 2-band noise
SNR Model 1200Hz 2000Hz 1500Hz 2500Hz
10 MLR 0.2627 0.2371 0.2743 0.2567

FB 0.3173 0.3108 0.3142 0.2962
%R 17.22 23.70 12.69 13.35

15 MLR 0.2293 0.2150 0.2392 0.2383
FB 0.3076 0.2919 0.2970 0.2890
%R 25.44 26.34 19.45 17.53

20 MLR 0.2096 0.1914 0.2220 0.2239
FB 0.2967 0.2724 0.2788 0.2690
%R 29.36 29.73 20.37 16.77

Table 3: Minimum decision cost and percentage reduction (%R)
achieved by MLR and fullband model (FB) in real-world noise.

SNR Model Ringtone 1 Ringtone 2
10 MLR 0.2278 0.3791

FB 0.3176 0.4430
%R 28.27 14.42

15 MLR 0.1958 0.3429
FB 0.2717 0.4252
%R 27.93 19.36

20 MLR 0.1709 0.2972
FB 0.2332 0.4021
%R 26.73 26.08



5. Conclusions
This paper proposed to investigate speaker verification in noisy
conditions, assuming no prior knowledge about the noise. To
achieve this we used subband features to isolate band-limited
corruption and proposed a novel method to model correlation
between subbands. The resulting feature vectors capture in-
formation about every band in the combination as well as the
dependency across the bands. A new algorithm, the maxi-
mized likelihood ratio (MLR), was derived from the probabilis-
tic union model to select the features to use for verification. Ex-
periments conducted on the NIST 1998 database demonstrate
improved robustness for the new model, in the presence of both
stationary and non-stationary noise and in noise-free conditions.
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(a) Clean

(b) 1-band corruption (1200Hz), SNR=10dB

(c) 2-band corruption (2500Hz), SNR=10dB

(d) Ringtone 1, SNR=10dB

Figure 1: DET curves showing speaker verification perfor-
mance for a system of N=5 number of subbands, using 500
same-number, 10s test segments. Line curve = MLR, Dashed
curve = Baseline fullband model.


