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Abstract 

This work proposes a method to predict the fundamental 
frequency and voicing of a frame of speech from its MFCC 
representation. This has particular use in distributed speech 
recognition systems where the ability to predict fundamental 
frequency and voicing allows a time-domain speech signal to 
be reconstructed solely from the MFCC vectors. Prediction is 
achieved by modeling the joint density of MFCCs and 
fundamental frequency with a combined hidden Markov 
model-Gaussian mixture model (HMM-GMM) framework. 
Prediction results are presented on unconstrained speech using 
both a speaker-dependent database and a speaker-independent 
database. Spectrogram comparisons of the reconstructed and 
original speech are also made. The results show for the 
speaker-dependent task a percentage fundamental frequency 
prediction error of 3.1% is made while for the speaker-
independent task this rises to 8.3%. 

1. Introduction 

A recent advance in distributed speech recognition (DSR) is 
the ability to reconstruct a time-domain speech signal from the 
transmitted feature vector stream [1]. This is motivated by 
several reasons and in particular from legal and security 
requirements where it may be necessary to listen to the speech 
signal being input into the recogniser in cases of dispute. 

Several methods have been proposed for speech 
reconstruction and use either the source-filter model or 
sinusoidal model of speech production [1,2,3]. In both cases 
speech reconstruction is facilitated by using MFCC vectors to 
provide spectral envelope information. To provide excitation 
information the fundamental frequency and voicing of the 
speech are estimated on the terminal device and transmitted as 
additional parameters for back-end reconstruction. 

The aim of this work is to facilitate speech reconstruction 
from only the MFCC vectors. The advantages of this are 
twofold; first it is unnecessary to modify the terminal device to 
extract fundamental frequency and voicing information and 
secondly the bandwidth required for their transmission can be 
saved. Within the ETSI Aurora standard, 800bps are used for 
the transmission of fundamental frequency and voicing 
parameters. To enable speech reconstruction from only MFCC 
vectors it is proposed to predict the fundamental frequency 
and voicing from the MFCC vectors themselves. 

Prediction of the fundamental frequency and voicing from 
MFCC vectors has been shown effective in earlier work [4] on 
speech constrained to connected digits. This work extends the 
grammar to unconstrained speech using first speaker-
dependent speech and then speaker-independent speech. 
Prediction of the fundamental frequency is motivated by 

several studies which have indicated that class-dependent 
correlation exists between the spectral envelope, or formants, 
and the fundamental frequency [5]. In particular it was 
observed that the first formant tended to increase in response 
to increases in the fundamental frequency. Knowledge of this 
correlation has been successfully exploited in several speech 
recognition and speech synthesis applications [6,7]. 

The remainder of this work is arranged as follows. 
Prediction of the fundamental frequency is described in 
section 2 and prediction of the voicing is described in section 
3. Prediction results on both speaker-dependent and speaker-
independent speech are given in section 4 together with 
spectrograms showing reconstructed speech. Finally a 
conclusion is made in section 5. 

2. Fundamental frequency prediction 

Prediction of the fundamental frequency of a frame of speech 
from its MFCC representation is discussed in this section 
through modeling of the joint density of fundamental 
frequency and MFCCs. The covariance between fundamental 
frequency and MFCCs is not constant across all speech sounds 
but does exhibit local correlation. To model this local 
correlation a set of hidden Markov models are used with 
Gaussian mixture models in each state to model the joint 
density of fundamental frequency and MFCCs. 

2.1.  Joint feature space 

The joint density of MFCC vectors, x, and fundamental 
frequency, f, is modeled through the creation of an augmented 
feature vector, y, defined, 

[ ]Tf,xy =  (1) 

In this work both a speaker-dependent and a speaker-
independent database have been used with specific details 
given in section 4. The MFCC vector is extracted according to 
the ETSI Aurora standard which comprises static coefficients 
0 to 12 [1] - details are given in section 4. The fundamental 
frequency coefficient is taken from a laryngograph for the 
speaker-dependent database and from comb function 
estimation [1] for the speaker-independent database. For 
unvoiced frames and non-speech the fundamental frequency 
coefficient is set to zero. 

2.2. HMM-GMM modeling of the joint density 

The first stage of modeling the joint density of fundamental 
frequency and MFCCs requires a set of monophone-based 
HMMs, ΛΛΛΛ={λ1,λ2,..,λW}, to be trained using the MFCC 
component, x, of the augmented feature vector, y, together 
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with its velocity and acceleration derivatives. In this work a set 
of 44 3-state diagonal covariance matrix monophone HMMs 
and a 3-state silence HMM are used to give W=45 models. 

Using this set of HMMs the second stage of training 
creates a set of state-specific GMMs that model the local joint 
density of fundamental frequency and MFCCs within each 
state. This is achieved by re-aligning the training data vectors 
to the HMMs using Viterbi decoding. Therefore for each 
training data utterance X=[x1, x2, .., xN], which comprises N
MFCC vectors, an associated model allocation, m=[m1, m2,  
…, mN], and state allocation, q=[q1, q2, …, qN] for each MFCC 
vector, are computed. This indicates the state, qi, and model, 
mi, to which the ith MFCC vector, xi, is allocated, where  mi = 
{1, .., W} and qi = {1, ..,

imS } with W indicating the number of 

models and 
imS  the number of states in model mi.  

Voiced vectors belonging to each state, s, of each model, 
w, are then pooled together to form state and model dependent 
subsets of voiced feature vectors, Ωs,w, from the overall set of 
feature vectors, Z, made from all training data utterances, 

{ }wmsqfZ iiiiws ==≠∈=Ω ,,0:, y   

WwSs w ≤≤≤≤ 1,1   (2) 

Similarly unvoiced vectors belonging to each state and model 
are pooled together to form subsets of unvoiced vectors, Ψs,w,    

{ }wmsqfZ iiiiws ===∈=Ψ ,,0:, y   

WwSs w ≤≤≤≤ 1,1   (3) 

For fundamental frequency prediction the unvoiced vector 
pools are not used, however they will be necessary for the 
voicing classification discussed in section 3. 

To model the localized state-specific joint density of 
fundamental frequency and MFCCs, expectation-maximisation 
(EM) clustering is applied to each set of voiced augmented 
vectors to create a series of voiced model and state-dependent 

GMMs, v
ws,Φ , which are represented by mean vectors, v

wsk ,, , 

covariance matrices, v
wsk ,, , and prior probabilities, v

wsk ,,α , 

corresponding to the kth cluster of state s of model w, 
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2.3. Prediction of fundamental frequency 

The first stage of fundamental frequency prediction from a 
stream of MFCC vectors, X=[x1, x2,…, xN], is to localize the 
region from which prediction is made. This is achieved by 
decoding the MFCC vectors into a model sequence, m=[m1, 
m2,…, mN], and state sequence, q=[q1, q2,…, qN]. This will 

determine the individual state-specific voiced GMM, v
ws,Φ , 

that will be used for fundamental frequency prediction for 
each MFCC vector, xi. In this work the speech recogniser is 
configured to decode the MFCC vectors into unconstrained 
monophone sequences. Although the monophone accuracy is 
relatively low (65%), it does enable prediction to be made 
from unconstrained speech input.  

For a state-specific GMM the maximum a posteriori 
(MAP) prediction of the fundamental frequency from an 
MFCC vector can be found as, 
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For a single cluster in the GMM the predicted fundamental 
frequency is given as,  
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The fundamental frequency predictions from each of the Kv

clusters in the GMM can be combined by their posterior 
probabilities of the MFCC vector, xi, belonging to that cluster, 
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where the posterior probability, ( )imqk xh
ii ,, , is given, 
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and ⎟
⎠
⎞⎜

⎝
⎛ Φ xv

mqki
ii

p ,
,,x  is the marginal distribution of the MFCC 

vector in the kth cluster of the GMM in state qi and model mi. 

3. Voicing prediction 

This section introduces a method to classify MFCC vectors as 
representing voiced frames of speech. This is necessary to 
restrict fundamental frequency prediction to only those 
MFCCs identified as being voiced. A prior voicing probability 
is first introduced which is computed from voicing 
information extracted from the states of the HMMs. This is 
then incorporated into a posterior voicing probability which is 
used to identify voiced MFCC vectors. 

3.1. Prior voicing probabilities 

The set of phoneme-based HMMs that provide the localization 
from which fundamental frequency is predicted contain useful 
prior voicing information. In the Baum-Welch training of the 
HMMs there will be a set of voiced vectors, Ωs,w, and a set of 
unvoiced vectors, Ψs,w, allocated to each state, s, of each 
model, w, as defined in equations (2) and (3). From the 
proportion of voiced and unvoiced vectors a prior voicing 
probability, vs,w, can be computed for each state s of each 
model w, 
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       (9) 

For illustration figure 1 shows prior voicing probabilities 
computed for the 3 states of phoneme models /ow/, /uw/, /s/ 
and /f/ from the speaker-independent database. The two voiced 
phonemes /ow/ and /uw/ show very high prior voicing 
probabilities while the unvoiced phonemes /s/ and /f/ have 
very low probabilities. It is interesting to observe that the first 



state, and to some extent the last state, of the models do not 
exhibit the same strong voicing class as the central state. This 
is attributed to the first and last states being transitional states 
from one model to another where minor errors in state 
alignment dilute the voicing in comparison to the central state. 
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Figure 1: Prior voicing probabilities within 3-state HMMs for 
phonemes: a) /ow/, b) /uw/, c) /s/, d) /f/ 

3.2. Posterior voicing probabilities  

A simple method of identifying voiced MFCCs is to use the 
prior voicing probability of the state that the MFCC vector is 
allocated together with an appropriate threshold. This is 
effective for states which are either strongly voiced or strongly 
unvoiced but is less accurate for states with mid-range prior 
voicing probabilities. In addition the voicing classification is 
also reliant on Viterbi decoding providing accurate model and 
state sequences. 

The effect of these problems can be reduced by computing 
a posterior voicing probability for an MFCC vector. In section 

2 state-dependent GMMs, v
ws,Φ , were trained from the sets of 

voiced MFCC vectors, Ωs,w, within each state and model. To 

enable voicing classification a further set of GMMs, u
ws,Φ , 

are now trained from the set of unvoiced MFCC vectors, Ψs,w, 
in each state of each model. This produces a set of unvoiced 

means, u
wsk ,, , covariances, u

wsk ,, , and priors, u
wsk ,,α , 

associated with each cluster, k, state, s, and model, w, which 
model unvoiced speech.  

For an MFCC vector, xi, allocated to a particular state, qi, 
and model, mi, the probability of it belonging to the kth cluster 

in the voiced GMM, xv
mqk ii

,
,,Φ , can be computed as, 
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Similarly the probability of the MFCC vector belonging to the 

kth cluster in the unvoiced GMM, xu
mqk ii

,
,,Φ , can be computed, 
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From these two probabilities the MFCC vector can be 
classified as, 
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For each MFCC vector a voicing decision is made and for 
those identified as voiced the fundamental frequency is 
predicted. 

4. Experimental results 

The aim of these experiments is to examine the accuracy of 
fundamental frequency prediction and voicing classification. 
This is measured on both a speaker-dependent task and on a 
speaker-independent task. To further examine the accuracy of 
prediction, time-domain speech signals are reconstructed from 
the MFCC vectors and compared to the original speech signal. 

4.1. Speaker-dependent prediction 

The tests in this section use a single US female talker speaking 
unconstrained speech. A set of 803 phonetically rich sentences 
form the training data and a further set of 246 sentences form 
the test set. Each sentence is approximately 5 seconds in 
duration and from these 13-D MFCC vectors have been 
extracted from 25ms duration frames at a rate of 100 vectors 
per second in accordance with the ETSI Aurora standard [1]. 
The reference fundamental frequency and voicing has been 
provided by laryngograph recordings that were made during 
the creation of the database. These were subsequently 
manually checked and corrected where necessary. 

The accuracy of prediction is measured on both the 
accuracy of classifying MFCC vectors as being voiced and on 
the fundamental frequency prediction error for voiced frames. 
The percentage voicing classification error is defined, 

%100×
+
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N
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where NV|U is the number of unvoiced frames classified as 
voiced, NU|V is the number of voiced frames classified as 
unvoiced and NTotal is the total number of frames in the test. 
For frames correctly classified as voiced, the percentage  
fundamental frequency prediction error, Ep, is computed as, 
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where if̂  is the predicted fundamental frequency from the ith

frame and 
if  is the reference fundamental frequency for the ith

frame. To avoid large errors distorting Ep, frames with a 
prediction error of greater than 20% are not included in the 
calculation of Ep. Instead a third error measure is used, E20%, 
which indicates the percentage of voiced frames where the 
fundamental frequency prediction error is greater than 20%. 

Table 1 shows prediction accuracies using the HMM-
GMM described in sections 2 and 3. The state and model 
allocation of each MFCC vector was obtained by applying an 
unconstrained monophone grammar to the input speech which 
had a 65% phoneme accuracy. Prediction accuracy is shown 
for voiced and unvoiced clusters sizes, Kv and Ku, from 1 to 16 
in the state-specific GMMs.

Kv Ku Ec Ep E20%

1 1 5.84 % 4.59 % 1.35 % 
2 2 5.51 % 3.90 % 1.11 % 
4 4 5.52 % 3.34 % 1.07 % 
8 8 5.56 % 3.11 % 1.07 % 

16 16 5.62 % 3.06 % 1.13 % 

Table 1: Predicted voicing and fundamental frequency using 
speaker-dependent speech 

a) b)

c) d)



The results show that using GMMs with only one cluster gives 
good identification of voiced MFCC vectors and low  
fundamental frequency prediction error. As the number of 
clusters in the GMMs increase the fundamental frequency 
prediction errors reduce – from an error of 4.59% with one 
cluster to 3.06% with 16 clusters. This is attributed to the 
more detailed modeling of the joint density of MFCCs and 
fundamental frequency. However, only a slight reduction of 
voicing classification is observed – from 5.84% to 5.51% with 
2 clusters and then an increase to 5.62% with 16 clusters.  

4.2. Speaker-independent prediction 

The tests in this section now consider the more difficult task 
of predicting the fundamental frequency and voicing using 
speaker-independent, unconstrained speech. The speech in 
this test comes from the male part of the WSJCAM0 database. 
A set of 1167 sentences from 13 male speakers has been used 
as training data and a set of 100 sentences from 10 different 
speakers has been used for testing. The speech has been 
downsampled to a rate of 8kHz and MFCC extraction applied 
as described in section 4.1. No laryngograph data was 
available for this data so the reference fundamental frequency 
and voicing were estimated using the tools provided in the 
ETSI Aurora front-end [1]. 

Table 2 shows prediction accuracy using the HMM-GMM 
with varying numbers of voiced and unvoiced clusters. As in 
section 4.1 the state and model allocation of MFCC vectors 
was obtained from an unconstrained monophone grammar. 

Kv Ku Ec Ep E20%

1 1 8.88 % 8.35 % 7.58 % 
2 2 8.90 % 8.35 % 7.20 % 
4 4 8.82 % 8.29 % 6.65 % 
8 8 9.12 % 8.27 % 6.59 % 

16 16 9.32 % 8.27 % 6.59 % 

Table 2: Predicted voicing and fundamental frequency using 
speaker-independent speech 

The results reveal worse performance than obtained on the 
speaker-dependent speech. This is expected and is attributed 
to the wider variation of intonation styles encountered in the 
speech. The prediction accuracies reflect similar structure as 
for the speaker-dependent speech. Increasing the number of 
clusters improves fundamental frequency prediction while 
voicing prediction remains relatively constant. 

4.3. Speech reconstruction 

One of the motivations for predicting the voicing and 
fundamental frequency of speech from MFCCs is to enable 
speech reconstruction solely from a stream of MFCC vectors. 
This section compares spectrograms of original speech with 
that reconstructed from MFCC vectors and predicted voicing 
and fundamental frequency. In the ETSI Aurora extended 
front-end [1] reconstruction is achieved from MFCC vectors 
and fundamental frequency estimates within the framework of 
a sinusoidal model of speech. The MFCC vectors provide 
spectral envelope information while the fundamental 
frequency estimates provide harmonic structure.  

Figure 2a shows the spectrogram of the sentence 
“Accepted bids ranged from six point two two five percent” 
taken from the speaker-independent database. Figure 2b 
shows the same sentence but reconstructed from MFCC 
vectors and the predicted voicing and fundamental frequency. 
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Figure 2: Spectrogram comparison of speaker-independent 
speech for; a) original, b) reconstructed 

The spectrograms reveals close similarity between the original 
and reconstructed speech. The harmonic structure shows the 
predicted fundamental frequency follows closely the reference 
fundamental frequency. Listening to many pairs of original 
and reconstructed speech confirmed the accuracy of 
prediction in terms of good and intelligible reconstruction. In 
some instances the reconstructed speech had a monotone 
sound where large variations in the fundamental frequency 
were not predicted. This was more evident for the more 
difficult task of speaker-independent prediction and rarely 
occurred for speaker-dependent prediction. 

5. Conclusion 

This work has shown that the voicing and fundamental 
frequency of a frame of speech can be predicted from its 
MFCC representation. Experimental results have shown that 
prediction of voicing and fundamental frequency is accurate 
when constrained to a single speaker (Ec=5.62% and 
Ep=3.06%) but reduces when the prediction task is made 
speaker independent (Ec=8.82% and Ep=8.29%). This is 
expected and arises from the wide variation of intonation 
found across different speakers. Spectrogram analysis and 
listening tests comparing the original speech with 
reconstructed speech had similar findings. It is interesting that 
the localization of prediction using the unconstrained 
monophone grammar was only 65% accurate but still lead to 
accurate prediction of voicing and fundamental frequency. 
This implies that identifying the exact phoneme for prediction 
is not essential although a finding similar sound is important.   
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