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Abstract
In this paper, models are investigated which aim at predicting 
quality perceived during the interaction with spoken dialogue 
systems, on the basis of instrumentally or expert-derived 
interaction parameters. More specifically, it will be evaluated 
how generic model predictions are when going from one 
system or user group to the next. In two experiments, user 
quality judgments have been collected according to a recently 
standardized framework, and a large number of interaction 
parameters have been extracted. The results show that both 
changes in the user group and in the system configuration 
significantly impact prediction performance. Potential reasons 
for the observed limitations are discussed. 

1. Introduction
Spoken dialogue systems (SDSs) have attracted both scientific 
and economical interest in the past years. They offer access to 
different types of services for their human users (e.g. train and 
flight information, telephone banking, control of devices) 
through direct interaction or through the telephone network. 
The more systems and services become available, the higher 
the need for the assessment of system component performance 
and the evaluation of overall quality and user satisfaction. 

Quality can ultimately only be measured by asking real or 
test users about their perceptions while using the service. 
Judgments are commonly collected on a number of different 
scales and reflect different aspects of quality, like speech 
input and output quality, the cooperativity of the system, the 
efficiency, or the expected future use. Examples of such 
methods are provided in the SASSI questionnaire [1] or in 
ITU-T Recommendation P.851 [2]. 

The set-up and run of such scaling experiments 
unfortunately requires high monetary and time efforts. 
Therefore, system developers prefer to get estimations of 
quality on the basis of parameters which can be extracted 
without directly asking test subjects. These so-called 
“interaction parameters” describe the behavior of the system 
and the one of the user in a quantitative way. They can partly 
be extracted instrumentally (like the dialogue duration or the 
number of turns), and partly require a transcription and/or 
annotation by a human expert (like the word error rate). 

The most popular approach for estimating quality on the 
basis of interaction parameters is the PARADISE model 
proposed by Walker et al. [3]. It combines a set of input 
parameters (interaction parameters) to predict a target 
variable called “user satisfaction” which is an estimate of the 
arithmetic mean over several user quality judgments. The 
algorithm supposes a linear superposition of the (normalized) 
input parameters in the following way: 

n

i
ii cNwTSNUS

1

)()(  (1) 

with TS an interaction parameter or a subjective judgment 
related to task success (i.e. whether the user achieved his/her 
task goals), ci the other interaction parameters, and N(·) the z-
score normalization function.  and wi are weighting 
coefficients which can be determined on the basis of a 
controlled laboratory experiment, collecting both user 
judgments and interaction parameters, by using a multivariate 
linear regression analysis. Once the coefficients and the 
relevant interaction parameters have been determined, 
equation (1) can be used to predict “user satisfaction” for 
other interactions and systems, without directly asking the 
user any more. 

Although the PARADISE model is very helpful in the 
system design cycle, its predictive power is still limited. 
Usually, about 40-60% in the variance of the user judgments 
used for training can be covered by the linear model. Only 
few examples have been reported where a model derived 
from one specific system and user group has been tested on a 
different system and/or user group [4]. In those investigations, 
the extrapolation was limited to telephone-based systems 
developed at the same laboratory, presumably with similar 
system components. To fill this gap, the present investigation 
focuses on the question how generic quality predictions can 
be, when changing the system and the user group. 

For this aim, two experiments have been carried out, 
involving two systems with different architecture and 
functionality: A telephone-based restaurant information 
system [5] and a home-based system for controlling domestic 
devices developed in the EC-funded IST project INSPIRE1.
The systems and the experimental conditions are described in 
Section 2. From the obtained data, a number of models have 
been calculated, see Section 3. The models have been applied 
across systems and user groups in order to test their 
genericness. The main findings are summarized in Section 4, 
and future research directions are outlined. 

2. System and experimental set-up 
In order to collect both subjective quality judgments and 
interaction parameters, two controlled laboratory experiments 
have been carried out. The first experiment addressed a 
telephone-based restaurant information system called BoRIS. 
The second experiment was carried out with a smart-home 
system for controlling domestic devices, developed in the 
INSPIRE project. The following paragraphs provide brief 
                                                          
1 INfotainment management with SPeech Interaction via 

REmote microphones and telephone interfaces; see 
www.inspire-project.org. 
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descriptions of both systems, followed by an overview of the 
experimental procedure which was similar in both cases. 

2.1. BoRIS restaurant information system 

With the help of BoRIS, a user is able to search for restaurants 
in the town of Bochum, Germany, and its surroundings. The 
system is implemented as a finite-state machine and optionally 
uses an explicit confirmation strategy. Because the speech 
recognition accuracy was foreseen to be too low when the 
experiment was carried out, the speech recognition module 
was replaced by a transcribing wizard producing a close-to-
perfect transcription of the user speech. On this transcription, 
errors have been generated in a controlled way, leading to an 
adjustable recognition performance between 60 and 100%. 
Speech output is implemented either via pre-recorded 
messages from two non-professional speakers (1 male, 1 
female), or via a text-to-speech (TTS) system. The individual 
system options have been combined in order to generate 10 
system configurations differing in speech recognition 
performance, speech output, and confirmation strategy. 

2.2. INSPIRE smart-home system 

The INSPIRE system provides speech control over a number 
of domestic devices (TV, video recorder, electronic program 
guide, lights, blinds, fan, answering machine) through a 
unique interface with speech input and speech/audio-visual 
output. In addition, the user will directly experience the 
device feedback (TV switching, blinds operation, etc.) when 
operating the system in the home environment. 

As with the BoRIS system, the speech recognizer was 
replaced by a transcribing wizard, but the transcription was 
left unmodified, leading to a recognition performance of close 
to 100%. The dialogue with the user is managed via a 
distributed dialogue manager which co-ordinates a number of 
web services. On the information output side, the system is 
embodied via a speaking avatar visualized on a screen, via an 
immaterial assistant providing feedback through a set of 
loudspeakers in the whole home environment, or via 
“intelligent devices” where a specific voice is connected to 
each individual device. For each of these “metaphors”, either 
pre-recorded natural speech or synthesized speech can be 
selected. 

2.3. Experimental design 

Two experiments have been carried out to assess the 
performance of the system components and to evaluate 
different quality aspects experienced by the user. In exp. 1, 
test subjects interacted five times with the BoRIS system over 
a simulated phone connection in an office environment, 
following five different scenarios (tasks for obtaining 
restaurant information). In exp. 2, test subjects were asked to 
solve three scenarios in a simulated home environment, 
including the operation of several domestic devices each (12-
14 tasks per scenario). The experiments were carried out with 
different user groups, at distant points in time and in different 
room environments. 

Following each interaction with the system, the subjects 
had to rate 26 (37 in exp. 2) different statements or questions 
referring to different quality aspects. The questionnaires were 
designed according to ITU-T Rec. P.851 [2], and the 

collected judgments will serve as target variables for the 
PARADISE models described in the next section. 

During each interaction, a log file was produced by the 
system. This file has been annotated by four different experts 
(one for exp. 1, three for exp. 2) using a specifically designed 
Tcl/Tk tool [5]. The tool extracts 52 (53 for exp. 2) 
interaction parameters related to speech input (word accuracy, 
word error rate, concept accuracy, understanding error rate, 
parsing errors), cooperativity (contextual appropriateness, no. 
of user/system questions, correctness of system answers, 
DARPA measures), meta-communication (help requests, 
speech recognizer rejections, system error messages, barge-
ins, cancel attempts, system/user correction turns, implicit 
recovery) and the overall dialogue and communication 
situation (dialogue duration, system/user turn duration, no. of 
system/user turns, words per system/user turn, system/user 
response delay). For task success, either a weighted task 
success measure was been calculated, or a subjective 
judgment has been solicited from the user (as in the original 
application of the PARADISE model). Details on the 
parameters and the annotation procedure are given in [5]. 

2.4. Test subjects 

40 subjects (11 f, 29 m) interacted with the BoRIS system in 
exp. 1. They were between 18 and 53 years old, with a mean 
of 29 years. The majority of subjects did not have any 
experience with spoken dialogue services, but most of them 
knew the town of Bochum and some of the local restaurants. 
In exp. 2, 24 subjects (10 f, 14 m) interacted with the 
INSPIRE system. They were mostly students or employees of 
the university and were between 19 and 29 years old (mean: 
23.7 years), and the majority had some prior knowledge of 
SDSs. All subjects were paid for their participation. 

3. Prediction model derivation and analysis 
On the basis of the collected information, quality prediction 
models have been calculated, following the PARADISE 
approach of equation (1). The following paragraphs describe 
the data used as the basis for model derivation (Section 3.1), 
the input and output parameters (3.2), and the resulting basic 
models (3.3). The models are compared with respect to the 
amount of variance in the subjective ratings they account for 
(R2

corr or R2). In Section 3.4, the model performance is 
analyzed for different sets of training and test data, in order to 
test how generic the predictions are. 

3.1. Database

All data has been aggregated in SPSS tables for a 
statistical analysis. For exp. 1, the data includes 26 quality 
judgments and 52 interaction parameters for each of 197 
dialogues from 40 test subjects; 3 dialogues had to be stopped 
due to system breakdowns. For exp. 2, the set contains 37 
quality judgments and 53 interaction parameters for each of 
68 dialogues carried out by 24 subjects; four dialogues could 
not be annotated due to logging problems. Unfortunately, not 
all subjects rated all questions, leading to slightly less ratings 
(66) in some cases of exp. 2. The subjective ratings have been 
transformed into numbers between -2 and +2, the latter 
corresponding to the most positive (shortest, quickest) rating. 
All judgments and interaction parameters have been z-score-
normalized to show a mean of zero and unity variance. 



3.2. Input and output parameters 

The models have been derived using different input and 
output parameters. With respect to the input parameters, those 
parameters have been deleted which show only zero values, 
namely 4 parameters related to the contextual appropriateness 
of system utterances for both experiments, and the number of 
incorrect system answers for exp. 1. From the remaining 
parameters, two sets have been built: 
Set 1: Contains all remaining parameters (47 for exp. 1, 49 

for exp. 2) 
Set 2: Contains only those parameters of the set which have 

been used in the original version of the PARADISE 
model, namely the dialogue duration, the number of 
turns and barge-ins, and the concept accuracy 

In addition to these parameters, different measures of task 
success have been used as an input to the models, namely a 
weighted task success TSw annotated by an expert, the 
coefficient proposed in [3], or a subjective rating TSr of task 
success (as actually used in [4] and [3]). 

On the output (target variable) side, the following targets 
have been used in the regression analyses: 
Target A: Overall quality rating 
Target B: Arithmetic mean over all quality ratings collected 

in the respective questionnaire 
The regression algorithm performed a stepwise (forward-
backward) inclusion of parameters for set 1 and a forced 
inclusion for set 2, did not include a constant term, and 
replaced missing values by their respective means. 

3.3. Basic prediction models 

Using the different sets of input parameters and target 
variables defined above, the models listed in Table 1 have 
been obtained for the two systems. 

Table 1: Model performance on training data. 

Input Model System 
Set Task 

success 

Output
target R2

corr n 

BoRIS 1 TSw A 0.165 3 
BoRIS 1 TSw B 0.309 6 
BoRIS 1 A 0.165 3 
BoRIS 1 B 0.279 5 
BoRIS 1 TSr A 0.356 2 
BoRIS 1 TSr B 0.597 11 
BoRIS 2 TSw B 0.159 5 
BoRIS 2 B 0.115 5 
BoRIS 2 TSr B 0.419 5 
INSPIRE 1 TSw A 0.247 2 
INSPIRE 1 TSw B 0.420 4 
INSPIRE 1 TSr A 0.436 3 
INSPIRE 1 TSr B 0.509 4 

From the table, it can be seen that the models reach best 
performance (highest R2

corr values) when the entire set of 
input parameters (set 1) is available, because it provides more 
information than the limited set 2. The amount of covered 
variance in the training data does not seem to depend on the 
number of input parameters selected by the regression 
algorithm, but on their informative value.

This is well illustrated by the input parameter related to 
task success: R2

corr can be increased with the user’s subjective 

judgment of task success (as in [3]) compared to the expert-
derived TSw and  values; however, in this case the idea of a 
quality prediction model – namely to get independent of 
direct user judgments – is lost. 

The prediction performance for the INSPIRE system is 
usually slightly higher than for the BoRIS system, 
irrespective of the input parameters and target variables; only 
in one case (model with 11 input parameters) the BoRIS 
model shows a higher R2

corr. It has to be emphasized that all 
values given so far refer to the prediction performance on the 
training data; different training and test sets are analyzed in 
the following paragraph. 

3.4. Analysis of genericness 

It can be expected that the prediction accuracy changes when 
the group of test subjects or the system characteristics change. 
Thus, it has to be analyzed how generic quality predictions are 
with respect to the user group and system characteristics. 

The effect of the user group is analyzed for the INSPIRE 
system, taking the full set of interaction parameters (set 1) 
and TSw as an input, and target B as the output of the model. 
For this configuration, four different models have been 
calculated, omitting a random group of six subjects in the 
regression analysis (6 subjects in the test group, 18 subjects in 
the training group), and calculating the (uncorrected) R2 for 
the training and the test sets separately. The results are shown 
in Table 2. 

Table 2: Prediction accuracy for different user groups. 

Training Test 
Subj. no. R2 n Subj. no. R2

7-24 0.421 3 1-6 0.203 
1-6 & 13-24 0.529 3 7-12 0.116 
1-12 & 19-24 0.425 3 13-18 0.124 
1-18 0.536 5 19-24 0.025 

Apparently, the prediction accuracy strongly depends on 
the subject group. Whereas the R2 values for the training set 
are close to the ones observed for the entire subject group 
(sometimes even higher), the prediction accuracy drastically 
decreases for unseen subjects. In particular, part of the 
predicting variables change, which makes the stepwise 
inclusion method of the multivariate regression vulnerable to 
subject group changes. 

A similar analysis is carried out for the BoRIS system, 
this time separating the data according to system 
configurations. Here, a model has been trained for all 
conditions with either perfect recognition accuracy, purely 
natural speech output, or explicit confirmation strategy, and 
then tested on the remaining conditions with lower 
recognition performance, TTS or mixed (natural/TTS) speech 
output, or no confirmation. The results are shown in Table 3. 

Table 3: Prediction accuracy for different system 
configurations.

Training Test 
Condition R2 n Condition R2

WA = 100% 0.042 1 WA=90% 0.272 
   WA=80% 0.299 
   WA=70% 0.228 
   WA=60% 0.204 



Training Test 
Condition R2 n Condition R2

Natural voice 0.564 8 TTS only 0.259 
   mixed 0.012 
Confirmation 0.604 6 No Confirm. 0.008 

Compared to the baseline of R2
corr = 0.309 / R2 = 0.330 

with n = 6 variables, the overall (mean) quality for the 
conditions not used in the training is predicted with less 
accuracy. This effect can be observed for all changes in the 
system configuration (word accuracy, speech output and 
confirmation). Due to the large amount of input information 
available to the regression analysis, the stepwise inclusion 
algorithm of the multivariate regression sometimes selects 
parameters which may be specifically good for certain system 
configurations, but less adequate for others. 

Finally, the models are applied across systems, i.e. a 
model trained for the BoRIS system is applied to the 
INSPIRE system and vice-versa. For this purpose, both 
targets (A and B) are predicted on the basis of the common 
set 1 and the TSw input parameters, with models being 
determined on one or the other system. 

Table 4: Prediction accuracy for cross-system models. 

Training Test Target
System R2 n System R2

A BoRIS 0.181 3 INSPIRE 0.108 
A INSPIRE 0.283 2 BoRIS 0.001 
B BoRIS 0.331 6 INSPIRE 0.011 
B INSPIRE 0.452 4 BoRIS -- 

Table 4 shows that the prediction accuracy suffers 
severely in these cases. A meaningful prediction is no longer 
possible, as the correlations between subjective judgments 
and predictions get very low. The last case (target B, training 
with INSPIRE and test with BoRIS data) could not be 
calculated as the stepwise inclusion algorithm selected the 
number of help requests as an input parameter, which was not 
extracted in exp. 1. 

4. Conclusions and outlook 
The present investigation focused on the question in how far 
the overall quality experienced by the user of an SDS can be 
predicted on the basis of instrumentally or expert-derived 
interaction parameters, using a linear regression approach. For 
this aim, a case study has been carried out with two SDSs 
offering different functionality (restaurant information vs. 
smart-home control) and different type of access to the user 
(through the telephone vs. direct feedback in the home 
environment), and involving different system components and 
configurations.

The results show that prediction accuracy for the training
data is in the range of what has been observed earlier for the 
PARADISE model. About 36 to 60% of the variance in the 
mean quality judgments could be covered by models 
including subjective judgments of task success, and slightly 
lower values when only expert-derived task success measures 
are available. The accuracy was observed to be slightly higher 
for the INSPIRE than for the BoRIS system. Compared to the 
original PARADISE approach, it could be significantly 
increased by the large set of interaction parameters extracted 
in this study. 

When models are tested on independent data, the 
prediction accuracy dramatically decreases. This was 
observed for changes in the user group, changes in the system 
configuration (recognition accuracy, speech output and 
confirmation strategy), as well as when moving to a 
completely different system (BoRIS vs. INSPIRE). 

This result is in contrast to what has been observed in [4], 
where the accuracy suffered from changes in the user group, 
but not from changes between systems. Two reasons may be 
responsible for this astonishing finding. Firstly, the systems 
and system configurations evaluated in the present case study 
differed to a high degree, higher that it can be expected for 
the three systems described in [4] which are presumably 
based on the same system components, and were all operated 
over the telephone channel. Secondly, a much larger number 
of interaction parameters have been collected in the present 
study, offering more information to the regression algorithm. 
The selected values may therefore be more specific for the 
system configurations considered in the training, and thus 
provide less generic predictions. 

The results do not falsify the PARADISE approach per 
se. Instead, further effort is needed to put the results of the 
present case study on a more thorough basis, by carrying out 
further evaluation experiments with other systems. For 
example, it would be interesting to evaluate different systems 
with the same user group(s), and analyze the impact of the 
user group and the system configuration independently of 
each other. In addition, the linear superposition of interaction 
parameters may not sufficiently describe potential 
interrelationships between interactions parameters. Non-linear 
modeling approaches may be more adequate for predicting 
quality in a generic way, across systems and user groups. 
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