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Abstract
Algorithm design and analysis rapidly attained maturity with
the introduction of time and space complexity measures. Di-
alogue call-flow design and analysis for pervasive devices is a
relatively nascent art, complicated by the variation in resource
constraints. We investigate the problem of dialogue call-flow
characterisation for pervasive devices, with the objective of
defining complexity measures for dialogue call-flows.

A dialogue call-flow executing on a pervasive device is
an interplay among the device, the human and the speech
system, and can therefore be completely characterised by the
〈resource,usability,technology〉 triple. Typical examples of re-
source are memory and energy; usability is indicated in the
number of questions; and technology is exemplified in the ac-
curacy of the speech recognition system. These are charateris-
tics of the call-flow, but the call-flow characterisation itself is
{device,human,speech system}-independent.

We instantiate 〈r,u,t〉 with 〈memory,questions,accuracy〉 to
introduce the 〈m,q,a〉-characterisation of dialogue call-flows.
We select m,q, a metrics to define various 〈m,q,a〉-complexity
measures for a call-flow. Every call-flow thus has a complex-
ity measure associated with it – a feature indispensable for the
systematic analysis and design of dialogue call-flows.

1. Introduction
The proliferation of a variety of pervasive devices has stimu-
lated the development of applications that support ubiquitous
access via multiple modalities. Speech as a medium is espe-
cially convenient for mobility. Therefore, more and more ap-
plications are becoming speech-enabled. Speech-enabling an
application requires designing a dialogue call-flow. Dialogue
call-flow design is an art. One of the primary reasons for this is
the inherent challenge of designing human interfaces. The intri-
cacies of usability, which has many subjective elements, have to
be carefully considered while designing a call-flow. Designing
dialogue call-flows for pervasive devices is further complicated
by the resource restrictions imposed by the pervasive device,
and the increasing variety in the capabilities of such devices [1].
From this pervasive point of view, what essentially characterises
a call-flow ? The isolation of the characteristics that distinguish
one call-flow from another would greatly facilitate the analyses
and design of “pervasive” call-flows.

An algorithm is a computer-independent abstraction of a
computer program. An algorithm is characterised by the mem-
ory it uses and the time (number of steps) it takes to execute.
Since the actual memory and actual time it takes depends upon
the implementation (program) and the machine on which it runs,
the machine-independent characterisation of memory and time
give the space-complexity and the time-complexity of the algo-
rithm. These complexity measures are useful for comparing the

complexity of two algorithms, and have systematised algorithm
analysis and design [2].

The goal of this paper is to identify analogous parameters
and define complexity measures for dialogue call-flows. Unlike
algorithms, a dialogue call-flow is an interface for interacting
with humans, therefore subjective and hard-to-quantify factors
— whether the call-flow is intuitive, the conversation fluent, the
voice pleasing — become important. However, our primary in-
terest is in identifying quantifiable characteristics of call-flows
designed for interactions on pervasive devices.

The contribution of our paper is two-fold – the identifica-
tion of a characterisation of dialogue call-flows, and the defi-
nition of various complexity measures based on this character-
isation. A characterisation defines a template which is filled
Since we want to characterise call-flows, the characterisation it-
self should be device(human,system)-independent. In the case
of time and space characterisations of algorithms, an abstract
machine is considered, so that the characterisation is not spe-
cific to any implementation or machine. Our characterisation
is fundamental, but not exhaustive. It is fundamental because
it captures the primary design trade-offs1, and not exhaustive
because it does not include the subjective but important factors
mentioned above. This also suggests a two-stage approach to
call-flow design. Once the primary parameters have been de-
termined, the second stage can involve decisions on the “soft”
subjective considerations. The dialogue call-flow complexity
measures provide a quantifiable basis for comparison between
two dialogue call-flows. It is possible to define various com-
plexity measures based on a characterisation. The selection of
the appropriate complexity measure depends upon application
requirements. The fact that the characterisation is be device-
independent also implies that the units of complexity measure-
ment should be abstract.

Many approaches have been suggested for evaluating call-
flows. Since a complete evaluation must include the subjec-
tive factors mentioned above, one cannot expect a consensus
on these evaluations. The evaluations are likely to depend on
the particular application being designed. PARADISE [3] is
a well accepted evaluation framework which has been used to
compare dialog systems [4]. It provides a framework whose
parameters can be configured to meet the specific evaluation re-
quirements. Authors in [5] have suggested metrics that should
be used to evaluate and compare dialog strategies. However
these evaluation metrics and the framework have been applied
on a deployed system with the aim of capturing the effective-
ness with which the user responds to these system. Though this
is the final goal of any voice application, we propose to intro-
duce characterisation to aid the call-flow design process before
it is actually implemented and deployed. A key feature of our

1Fewer questions imply larger grammars and require more memory.
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attempt is the identification of quantifiable, fundamental design
considerations. In the design lifecycle, this can be followed by
soft design, and then evaluated by any measure that is deemed
appropriate for the application.

The next section presents the details of the characterisation
and the complexity. Section 3 illustrates the effectiveness of a
characterisation based approach for evaluation and shows how
to compute the complexity of a dialogue call-flow through an
example. Section 4 concludes the paper.

2. Dialogue Call-flow Characterisation
We first describe the features of a call-flow. Then we intro-
duce the 〈m,q,a〉-characterisation of a call-flow, and show how
the characterisation parameters are derived from the features.
Based on the characterisation, various 〈m,q,a〉-complexity mea-
sures can be defined. We conclude this section with a sketch of
where this analysis fits in the voice application lifecycle.

2.1. Call-flow Features

The structure of the call-flow decides the order in which the
questions are going to be asked. A call-flow structure can be
sequential, so that the next question to be asked is always fixed.
On the other hand, for a tree-structured call-flow, the next ques-
tion to be asked will depend on the user input to the previous
question. The questions are represented through prompts. The
expected answers are encapsulated in a grammar. Each prompt
has a grammar associated with it, unless the prompt is only pro-
viding some information to the user, without expecting any in-
puts. The prompts, grammars and the structure are the features
of a call-flow. The characterisation parameters will be extracted
from one or more of these call-flow features.

2.2. 〈m,q,a〉-Characterisation

A dialogue call-flow executing on a pervasive device is an
interplay among the device, the human and the speech sys-
tem, and can therefore be completely characterised by the
〈resource,usability,technology〉 triple. For a pervasive device,
the memory size and energy are the main resource constraints.
From the usability perspective, two objective considerations are
the number of prompts and the time it takes to execute the call-
flow. A speech recognition system (technology) is largely char-
acterised by its accuracy, which depends upon multiple factors
including the size of its vocabulary, the training set, and the
particular grammar in question. The energy consumed by a di-
alogue call-flow is likely to be a complex function of the mem-
ory and the duration of a call-flow. The number of questions
is roughly an indicator of the time it takes for the call-flow to
execute. We consider 〈m,q,a〉 “fundamental” for two reasons:
one, their direct correspondence with call-flow features (taken
together they cover all the call-flow features), and two, because
other parameters (such as energy) may be complex, albeit un-
known, functions of these. Informally, these three independent
factors define a 3-dimensional space where other factors can be
expressed as functions of these.

• Memory m: We consider the measurement of maximum
memory that is required by the call-flow at a particular
point of execution. For this, we identify the various call-
flow features that lead to change in memory requirement
within the call-flow. The only call-flow feature due to
which there is a change in the memory requirement is the
grammar. The number of choices in a grammar has a di-

rect correlation with the memory that is required to pro-
cess the utterance. A speech recognition system matches
the user utterance with the choices provided by the gram-
mar and so if there are more choices in the grammar,
the recognition system requires more memory to gener-
ate confidence scores for all those choices. We define
the maximum memory m of a call-flow as the maximum
number of choices in a particular grammar of the call-
flow.

m = max
i

(ci),

where, ci is the number of choices in grammar Gi. This
number is specific to a particular grammar within the
call-flow. It limits the execution of the call-flow on de-
vices that can support the memory required by this gram-
mar. Moreover, by measuring the memory in terms of
number of choices, the characterisation parameter m is
independent of the lower level speech recognition imple-
mentation and device details.

• Questions q: By q, we represent the number of questions
that a call-flow has to execute. The q value of a call-flow
thus measures the order of time that is required for the
call-flow to execute. The number of questions that are
asked in order to perform a task defines the length of the
call-flow. A sequential call-flow has a fixed length for q.
For a tree-structured call-flow, since the number of ques-
tions asked depends upon the answers given by the user,
various measures, such as the maximum value, average
value, median value, of the length of a call-flow may
be meaningful. Therefore, following are sample ways
(there may be other statistical measures, for example) to
measure the characterisation parameter q.

q = Nq

q = max
i

Ni

q =

Pn
i Ni

n

where,
Nq is the number of questions in a sequential call-flow.
Ni is the number of questions in the ith path for a tree-
type call-flow.

• Accuracy a: The perplexity of a grammar is a representa-
tion of the speech recognition accuracy at the text level:
higher the perplexity, lesser the accuracy. For a given
a call-flow, the grammar with the maximum perplexity
provides the lower bound for speech recognition accu-
racy of the call-flow. This provides a measure of the
characterisation parameter a. Alternatively, for a given
call-flow, the total number of unique words contained in
all the grammars represent the size of the acoustic space
of the call-flow. Clearly, larger the acoustic space, harder
the recognition task. Perplexity captures the recognition
hardness for a particular grammar in the call-flow, and is
therefore a local measure, while the acoustic space size
provides a global measure. These measures provide a
quantification of the characterisation parameter a.

a = max
i

Pi

a = |
[

i

wi|

where,
Pi is the perplexity for grammar i



and, wi is the set of unique words in grammar i

Table 1: Characterisation parameters and their dependency on
the call-flow features.

Characterisation Parameters
Call-flow Memory Questions Accuracy
features m q a

prompt *
grammar * *
structure * *

Table 1 summarises the relationship between the character-
isation parameters and call-flow features. It shows that while
memory is dependent only on the grammar, the accuracy is a
function of grammars as well as the structure of the call-flow.

VUI
Specifi cation Design Implementation Testing

Deployment

Evaluation

Call-flow
Characterisation

Device
Profi les

Figure 1: The voice application lifecycle.

2.3. 〈m,q,a〉-Complexity

The 〈m,q,a〉-characterisation provides a basis to define vari-
ous 〈m,q,a〉-complexity measures. An 〈m,q,a〉-complexity mea-
sure is a tuple of quantities that can be associated with a
call-flow. While the characterisation identifies the parame-
ters, the complexity quantifies the numbers associated with
a particular call-flow. Since multiple quantities may be re-
quired for expressing a single parameter, there is no gener-
ally unique 〈m,q,a〉-complexity. For example, a tree-structured
call-flow has an average length as well as a maximum length.
Depending upon the particular application, any subset of
these might be required to adequately capture the complexity
of call-flows. Two sample 〈m,q,a〉-complexity measures for
a tree-structured call-flow are: 〈m, Nq , 〈maxi Pi, |

S
i wi|〉〉-

complexity and 〈m, 〈maxi Ni,
Pn

i Ni

n
〉, maxi Pi〉〉-complexity.

The former example includes, in addition to perplexity, a global
parameter – number of words in a call-flow – to capture the
overall accuracy of the call-flow. The latter measure uses two
parameters for questions – the maximum number of questions
which is the upper-bound on the length of the call-flow, and the
(global) average length of the call-flow.

2.4. Role of characterisation in the application lifecycle

Figure 1 shows the typical lifecycle of a voice application. The
application is defined through a set of VUI (Voice User Inter-
face) specifications. The design of the application uses the VUI
specifications and then the design is implemented. The feed-
back of the testing phase is passed on to the implementation

team and the cycle takes a few iterations. Typically, once the
testing is over, the voice application is deployed. It is only after
deployment that the various evaluation (usability) experiments
are performed and the user feedback is obtained. The evalua-
tion provides a mechanism for comparing different call-flows
and the feedback can be used to improve the design and imple-
mentation. In the case of call-flow design for pervasive devices,
there are two additional components. First, the device profiles,
which consist of the capabilities of devices including details
such as screen size, battery life, memory, GPRS-enablement,
etc. From the set of device profiles, we can extract a “lowest
common denominator”, for example, the lowest memory among
all the devices, and use this to drive the call-flow design. This
requires the proper parameterisation of 〈m,q,a〉-complexity of
the call-flow being designed. Thus the second additional com-
ponent, call-flow characterisation/complexity is intrinsic to the
design phase of the lifecycle.

3. Call-flow analysis using
〈m,q,a〉-complexity

A call-flow design follows the VUI specifications that are usu-
ally provided by VUI experts after taking into consideration the
functionality of the voice application. Once the specifications
are laid out, the structure, the grammars and the prompts of the
application are known. These features complete the require-
ments for characterisation of the call-flow. The characterisation
of call-flows at the design level provides a mechanism to com-
pare call-flows at a much higher level of abstraction, without
going into details of its implementation. Here we present two
application call-flows to demonstrate the inferences that can be
drawn by analysing their 〈m,q,a〉-complexity.

Date (396)

Airline name (10)

Source Airport name (14807)

Destination Airport name (14807)

Figure 2: A sample airline enquiry call-flow design

Figures 2 and 3 show the call-flows of an airline enquiry
system. The application requires four values from a user: date
of travel, departure airport, arrival airport and the preferred air-
line. Based on the input received, the application forms a query
and fetches relevant results from the backend. Though both
the call-flows have the same functionality, they have been de-
signed separately so that they have different memory require-
ment and different usability features. While the first call-flow
is more concise in its conversation, the call-flow in Figure 3
has a lesser memory requirements since it uses smaller gram-
mars. The numbers in parentheses in Figure 2 and 3 represent
the memory (in terms of number of choices) of the grammar
for that particular question. We now show how to compute the
m, q, a values for these two call-flows. Four different gram-
mars are used in Figure 2. The characterisation parameter m is
the maximum number of choices in a particular grammar within
the call-flow i.e. max(24, 10, 14807, 14807) = 14807. The pa-



Date (396)

Airline name (10)

Source State name (50)

S1 (20) S2 (17) S3 (1) . . Sn (5)

C1
1 (3) C1

2 (2) C1
3 (4) Cn

1 (7) Cn
2 (1) Cn

3 (3)

Destination Airport name (14807)

...

Figure 3: Tree-structured call-flow design for airline enquiry.
Si represents a state and Ci

j is a city within this state.

rameter q in case of this sequential call-flow is 4, the number
of questions in the call-flow. To measure a’s perplexity compo-
nent, we have to measure the perplexity of each grammar and
the grammar with highest perplexity will reflect this component.
The second component, acoustic space size, can be measured by
counting the total number of unique words that exist in all the
grammars in the call-flow. The perplexity for the four grammars
used in Figure 2 are (24, 10, 14807, 14807), assuming that there
is no language syntax associated with the airline and the airport
grammars, and that the date grammar specifies the structure of
specifying a date. The total number of unique words combining
all the four grammars are 14912. Thus, a can be captured by
〈14807,14912〉. Note that an ideal call-flow should have lower
numbers for each of the three parameters, irrespective of the
way they are measured, i.e. minimum memory requirement m,
minimum number of questions q in the call-flow and a very high
accuracy, i.e. less perplexity or less number of words in the
call-flow, a. The 〈m,Nq , 〈maxi Pi, |

S
i wi|〉〉-complexity of

the call-flow is 〈14807, 4, 〈14807, 14912〉〉.
On the other hand, similar calculations for the call-flow in

Figure 3 yield an 〈m,q,a〉-complexity of 〈396, 6, 〈50, 15763〉〉
(assuming there is total of 50 states and 500 cities). The call-
flow does not use a airport grammar since there are a large num-
ber of airports and this increases the memory requirement of the
call-flow. So it first asks the user for the state in which the air-
port exists. Knowing the state, it asks for a city name within this
state and so it uses a smaller state specific grammar. Once the
city has been provided, the system uses a city specific grammar
that has the names of airports only in that city. This reduces
the number of choices in the eventual airport grammar. Similar
technique can be used while asking for the Destination airport
too, however this has not been specified in the figure. This call-
flow asks a maximum of 6 questions. As seen in Figure 3, some
of the questions may not be required, i.e. the ones shown by
dashed lines in the figure. In case there is only one city in a par-
ticular state, the user will not be asked for specifying the city
within the state. Similarly, if there is only one airport within a

city, then too, the user will not be asked for the airport name.
Depending on the user answer, the call-flow may require only
4 questions for completion. Thus, an average number of ques-
tions can also be used as a measure for q for this tree-structured
call-flow.

From the complexities of the two call-flows, it is clear
that while the first call-flow requires fewer questions, it re-
quires more memory, the opposite of that in the second call-
flow. Moreover, although the second call-flow has a better ac-
curacy (perplexity), it requires more number of questions and
a larger acoustic space to complete the dialog. These two call-
flows prominently illustrate the fundamental trade-offs in dia-
logue call-flow design.

4. Conclusions
We present the 〈m,q,a〉-characterisation of dialogue call-flows
for pervasive devices. Based on this characterisation, it is pos-
sible to define a family of 〈m,q,a〉-complexity measures. Once
a suitable complexity measure has been defined for an applica-
tion, we have a basis to compare two dialogue call-flows. This
is a crucial step in dialogue call-flow design. This forms the
basis of call-flow adaptation for pervasive devices. We believe
that our approach is a first step towards the systematisation of
the analysis and design of dialogue call-flows, and hopefully
will play a role akin to time and space complexity in the case of
algorithms. It is important to reiterate that this characterisation
although fundamental, is not complete. A complete characteri-
sation requires the consideration of subjective factors which are
beyond the scope of this paper. We consider this characterisa-
tion fundamental because it takes into account the very basic
elements of a call-flow, and illustrates the trade-offs involved
among them.
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