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Abstract

We present a system developed for fully automated processing 
of Czech spoken broadcast programs. It includes modules for 
unsupervised segmentation of audio stream, speaker and 
gender recognition followed by speaker adaptation, and own 
speech decoder designed for extremely large vocabularies. 
Compared to our previous results reported in 2004, the new 
system reduced the WER (evaluated on the Czech part of the 
European COST Broadcast News Database) from 28.5 % to 
18.4 %. This significant improvement was accomplished 
namely due to the larger lexicon (312K) with multiple text and 
pronunciation variants and multi-word entries, speaker and 
gender adapted acoustic matching and improved language 
modeling. Besides the results achieved in the Broadcast News 
task we refer also about the performance in other similar jobs, 
like the transcription of a talk show or parliament speech. 

1. Introduction

During the last five years a lot of research effort has been 
devoted to the application of speech technologies in automatic 
processing of broadcast programs, mainly news. Several well 
established transcription systems exist now for major 
languages, like English, Spanish, French or Japanese [1-3]. 

On the other side, there are languages where the progress 
goes on in somewhat slower pace. This applies namely to the 
tongues whose lexical inventories grow significantly beyond 
64K items, which is a typical upper limit for most 
commercially or freely available systems.  

Extremely large lexicons appear due to various linguistic 
phenomena, namely derivation and conjugation (which is 
typical for Slavic languages, like Russian, Polish, or Czech 
[4]), compounding (frequently occurring in Germanic 
languages [5]) or agglutination (in Finnish [6], Hungarian or 
Turkish). The size of lexicons in these languages can grow 
from some 100,000 items to more than 1 million. Such a large 
inventory not only influences the word matching and 
decoding process but also complicates the construction as 
well as storage of the corresponding language model. 

Several approaches have been investigated to cope with 
extremely large vocabularies at one side and apparent 
sparseness of the n-gram LM at the other side. They included 
techniques like word decomposition into morphemes, or 
language models working with class based n-grams or class 
based smoothing methods. Yet, practical experiments show 
that the classic word based approaches outperform the 
previously mentioned ones. The reason is that the words are 
natural linguistic units carrying semantic, syntactic and 
grammatical information encoded into a string of phonetic 
events. All these four attributes (semantic, syntactic, 

morphological and phonological) are closely interrelated and 
can be uniquely represented on the word level rather than on 
sub-word (morpheme) or super-word (class) levels. Our own 
experience shows that for the inflected Czech language the 
word based recognition system performs better in case we 
have sufficiently large lexicon and we are able to provide an 
adequate text corpus for building a probabilistic LM. 

In this paper, first we describe the complete broadcast 
processing system. After that we focus on the problem of 
building a Czech vocabulary with multiple word, text and 
pronunciation entries and a corresponding language model. In 
section 4 we present the results obtained in experimental 
evaluation done with broadcast programs of several types - 
TV news, talk shows and broadcast parliament sessions. 
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Figure1: Schematic diagram of the complete system 

2. Broadcast stream processing 

The recent version of the broadcast transcription system 
operates in off-line mode. It means that the selected program 
is recorded first and then it passes through unsupervised 
process that consists of several steps (as shown in Fig.1): 
signal processing, stream segmentation into utterances, 
speaker and gender identification, adaptation of acoustic 
models, speech recognition and final post-processing of the 
output text. Here is a brief description of the individual steps: 

2.1. Signal processing and feature extraction 

Broadcast signal is captured by a standard TV/radio card and 
sampled at 16 kHz/16 bit rate. Parameterization is done 100 
times per second within 25 ms long frames. Each frame is 
represented by 40 features – 39 MFCC parameters and log 
energy. The latter is used only for identifying speech activity 
when segment boundary hypothesis is to be refined. Cepstral 
mean subtraction is done separately for each segment, i.e. at 
the end of the following step. 
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2.2. Acoustic stream segmentation 

The goal of this step is to split the stream into parts that are 
more or less homogenous with respect to their acoustic 
characteristics. In particular, we search for speaker turns, 
transitions between speech and music chunks and possibly 
also between wide-band and narrow-band signal. 

In the recent version we use the algorithm that is based on 
the evaluation of the BIC (Bayesian Information Criterion) 
curve computed for the given signal. The evaluation is done 
in hierarchical way: First, the point with the largest BIC value 
is found to split the signal into two parts. Then each part is 
processed in the same manner, which is repeated until the 
BIC curve remains below a specified threshold ([7]). 

2.3. Speaker and gender identification 

Each segment initially passes through a speaker identification 
procedure. This is based on the scheme, in which the most 
frequently occurring persons have their acoustic models 
(GMMs) stored in a speaker catalogue. The catalogue has 
been prepared for those people who have at least one minute 
recording in the speech training database. 

The speaker recognition is performed in two stages. First, 
the GMM matching procedure produces an ordered list of 
candidates and after that the identity of the top candidate is 
verified using the Universal Background Model (UBM). For 
those speakers who were rejected in the previous stage we 
employ at least the information about his/her gender. This is 
determined according to a simple majority rule that is applied 
to the list of the candidates from the first stage. 

2.4. Speaker adaptation 

For those segments where the speaker verification result is 
positive (i.e. the segment belongs most probably to one of the 
speakers in the catalogue), the corresponding speaker adapted 
(SA) model is used for speech recognition.  

In the other case, two possible approaches are available:  
either gender dependent model is applied or unsupervised on-
line adaptation can be performed. In the latter case, a cohort 
of the nearest speakers (of the same gender) is determined  
using the results from speaker identification step and then the 
mean vectors belonging to cohort speakers get combined to 
create the final adapted model – for details see [8].  

2.5. Speech decoding 

When developing the speech decoder for an inflected language 
like Czech the crucial request was its ability to work with very 
large vocabularies. The recent version of our system is capable 
of accepting up to 400,000 vocabulary items together with 
additional 100,000 alternative pronunciations variants. 

Phonetic mapping of speech uses 41 symbols, 7 symbols 
are used for different types of noises [4]. All these 48 acoustic 
units are modeled by three state left-to-right HMMs with 
multiple Gaussians (up to 100 per state). The models have 
been trained on 35 hours of annotated speech recordings that 
was a mix of microphone and broadcast signal.

The decoder is based on the time synchronous one-pass 
Viterbi search. Its parameters, i.e. the number of word-end 
hypotheses, pruning and LM weighting factor, etc, had been 
optimized earlier on the development data and remained 
constant for all experiments. The decoder consumes 360 MB 
operational memory for the largest (312k) lexicon. 

Typical broadcast speech consists of utterances with 
widely varying length. This may range from one word to 
several tens or even hundreds of words. Because the 
utterances are determined automatically in the process of 
audio stream segmentation, the Viterbi search must cope with 
this phenomenon. Our decoder can process speech that is up 
to 5 minutes long and contains maximum 500 units (words or 
noises). 

2.6. Post processing and evaluation  

The internal output of the decoder is a string of recognized 
words coded in lower case. It passes through a simple post-
processing scheme that capitalizes the initial letter of the 
utterance, makes the same with the potential proper names 
(using their list and corresponding bigrams) and adds the 
punctuation (periods and commas) at least to the points where 
their appearance is very probable. 

The evaluation, however, is done in a case-insensitive and 
punctuation-less way. All tests mentioned in this paper were 
evaluated using the WER (Word Error Rate) that takes into 
account substitutions, deletions and insertions. Recognition 
time was quantified by the real-time factor measured on a PC 
with a 3.0 GHz Intel processor. 

3. Language specific issues 

In principle, the system described in the previous section is 
language independent. However, its practical performance 
depends on language specific knowledge represented by the 
properly built lexicon and language model.  

3.1. Text corpus 

For inflected languages the size of the corpus plays very 
important role – not only for estimating n-gram probabilities 
but also for deciding which words and word-forms should be 
included in the lexicon to the get the minimal OOV rate.  

Our corpus has been built and regularly updated from 
almost all text sources available in electronic format. 
Recently it contains about 2.6 GB of plain text data, 
originating mainly from Czech newspapers (84 %), transcripts 
of TV and radio news (9 %), parliament speeches (4 %) and 
others (electronic books) – all from 1992 - 2004 period. A 
special program was developed for cleaning the raw data. It 
deletes all formatting tags, expands abbreviations, replaces 
digits by their proper spelling and finally converts all text into 
lower case [5]. 

After this cleaning the corpus used in the evaluation 
experiments consisted of 360,104,333 tokens, from which 
2,099,353 were distinct. In order to filter out accidental 
typing errors and very rare items we considered only those 
words that occurred at least 3 times and successfully passed 
through a Czech spell-checker. In this way we obtained the 
total number of 856,232 potential vocabulary candidates. 

Using another smaller evaluation corpus of 10M words 
we got the text coverage curve depicted in Fig.2. It shows that 
even a 800K vocabulary covers only 97.5 % words in texts. 
Fortunately, this rather pessimistic conclusion does not apply 
to spoken language. If we repeated the evaluation for the 
collection of our spoken data (about 3M transcriptions of 
broadcast programs of different type) we obtained another 
curve – see Fig.2. It tells us that a 300K lexicon might be 
large enough to get the 98 % coverage rate and that another 
500K or so would be needed to reach 99 %.
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Figure 2: Coverage rate for written and spoken Czech 

3.2. Lexicon size 

With respect to the above conclusions we decided to build 
a lexicon containing 300 to 400 thousands items. A detailed 
analysis made within this vocabulary range discovered about 
30,000 semantically and lexically equivalent words with 
minor variations in spelling. The less frequent alternative 
forms were removed from the lexicon and a special routine 
was written that replaces these variants by standardized 
forms. It is used in two situations: a) for normalizing the text 
corpus before the language model is computed and b) for 
normalizing the reference transcriptions before evaluating 
recognition tests. 

The practical output of this rather tedious work is an 
optimized lexicon with 310K words. It should guarantee the 
OOV rate below 2 % for most practical tasks, namely in the 
broadcast transcription domain. 

3.3. Adding multi-word items 

Even though we aimed at making the lexicon compact and 
optimized both for the size and OOV rate, we found several 
good reasons for adding multi-word items to the lexicon:  

1. Words in strings like ‘New York’, ‘Addis Abeba’, or ‘au
pair’ usually (in Czech) do not appear separately and 
therefore these strings should be handled as single items.

2. Some frequent Czech words (namely prepositions and 
conjunctions) are very short (one or two phonemes) and 
when pronounced together with the following word they 
are often omitted by the recognizer. Using the bigram 
statistics we compiled a list of the most frequent 
collocations of this type and added them to the lexicon. 

3. The same procedure was applied also to those frequent 
word strings in which pronunciation of the individual 
words differ significantly (due to the co-articulation 
effect) from the regular one (e.g. ‘devatenáct set’
pronounced as ‘devatenácet’).

By applying the 3 above mentioned criteria we identified 
1708 two-word strings and added them to the baseline 310K 
lexicon. (The new one is referred to as the 312K lexicon.) 

3.4. Pronunciation variants 

In Czech language, the relation between the text and phonetic 
form is rather straightforward and the pronunciation of most of 
the words can be derived automatically using several tens of 
major rules complemented by about 200 minor sub-rules. 
Obviously, words and names with foreign origin must be 
identified and transcribed manually.  

Yet, alternative pronunciation variants had to be added to: 
1. Homonymes, i.e. words that have the same spelling but 

different pronunciation (like ‘byty’ pronounced as ‘biti’
and ‘bajti’)

2. Words where standard and colloquial pronunciation 
differs significantly (like ‘diskuse’ pronounced either 
‘diskuse’ or ‘diskuze’)

3. Words whose initial and/or final consonants are 
modified due to assimilation (e.g. ‘led’ pronounced 
either ‘let’ or ‘led’)

The most recent version of the 312K lexicon contains 
331,195 different phonetic forms, i.e. 1.06 per item. 

3.5. Language model 

The language model is based on bigrams. In the 360-milion-
word text corpus, the total number of 60,228,569 different 
word-pairs was found. Due to the large lexicon size and the 
apparent data sparseness, the use of a trigram LM was not 
applicable, yet.  

However, it should be noted that the 312K lexicon (that 
with the multi-word items) together with the bigram LM 
actually operates with the context that is longer than two 
words - at least for the most frequent word strings. After 
analyzing the above mentioned 60M bigrams we found that 
9,645,458 bigrams belong to 3-word strings and 348,465 
bigrams to the 4-word ones. This may be another reason why 
adding these 1708 multi-word items significantly increased 
recognition performance as it is shown in the following part.

4. Experimental evaluation 

The pilot series of experiments was performed on the Czech 
part of the COST Broadcast News database, which was 
collected for 9 European languages in 2003 [9]. The Czech 
part consists of three complete TV shows from three different 
national stations (1 hour in total, 8451 words). Only the 
opening and closing jingles were removed, the rest was 
segmented according to speaker changes. In initial tests this 
segmentation was done manually, in the final experiment the 
fully automated approach was applied. Also, it should be 
noted that the same test data was used in our previous work 
([4] published in 2004) where the best WER (28.5 %) was 
achieved with a lexicon containing 199,138 Czech words. 

4.1. Impact of lexicon size 

In the first experiment series we studied the impact of the 
lexicon size on the WER and OOV. The 310K lexicon served 
as the ‘parent’ from which smaller lexicons were derived. This 
was done by choosing only those words whose rank (average 
word frequency in bigrams) exceeded a given threshold. 

Table 1: WER, OOV and speed vs. lexicon size 
Lexicon Min. word rank  WER [%] OOV [%] xRT 
Lex64K 300 31.5 5.2 1.73 
Lex100K 140 28.8 3.3 2.52 
Lex149K 70 26.9 1.9 3.39 
Lex195K 40 25.9 1.3 4.17 
Lex257K 20 25.0 1.0 5.04 
Lex310K 10 24.5 0.8 5.72 

The table clearly shows that the lexicon size plays a 
significant role in reducing both the WER and OOV values. 



This is evident even in case of the two largest lexicons. 
Adding another portion of 50K words to Lex257K reduced the 
OOV by 0.2 % but improved the WER by 0.5 %.  

4.2. Lexicon and acoustic model refinement 

The effect of adding multiple pronunciations and multi-word 
expressions into the largest lexicon is shown in Table 2. We 
can see that both the lexicon refinements led to 2.7 % absolute 
improvement of the WER. 

Yet, the most considerable reduction of the WER was 
achieved by implementing the speaker identification and 
adaptation module. In the given experiment, the speaker 
catalogue contained data of 117 speakers, from which 13 
occurred in the test. (Their speech made 34 % of all spoken 
data.) The remaining speakers were unknown to the system 
and their SA models were created from the closest cohorts. 

Table 2: Lexicon improvements and speaker adaptation
Lexicon Additional improvements WER [%] 
Lex310 Baseline 24.5 
Lex310 + additional 19,890 pronunc. variants 23.1 
Lex312 + additional 1708 multi-words 21.8 
Lex312 + speaker adapted models 18.4 

4.3. Manual vs. automated segmentation 

In the final experiment we evaluated the performance of the 
complete system, i.e. that with automatic segmentation of the 
audio stream. Table 3 shows 1.4 % worse WER compared to 
the case when the segments were prepared manually. The 
difference is mainly due to the errors caused by segmentation 
cuts made within words and by putting together very short 
utterances spoken by different speakers. The latter case had 
impact on the speaker model selection and on the performance 
of the language model. 

Table 3: Manual vs. automatic segmentation of broadcast 
news stream (WER is shown for Lex312K) 

Segmentation method # segments WER [%] 
Manual 339 18.4 
Automatic 331 19.8 

4.4. Other transcription tasks 

In order to see how well the complete system works on other 
types of broadcast programs, we prepared several other test 
sets from different areas. Here is their list: 

Radio news: The set includes 7 complete evening news 
shows (2 hours) from Radiozurnal (December 2004). 
Parliament debates: Two hours of TV broadcast of 
parliament interpellations. It is mostly prepared (but not 
read) expressive speech, not always well captured by 
microphone. None of the speakers (MPs) was in the 
speaker catalogue. 
Political talk-show: A talk show at TV Prima with two 
politicians and a moderator. Mostly spontaneous speech, 
with frequent double-talks (about 8 % of all data). 
Cultural talk-show: One part from TV series ‘Na
Plovarne’ - a rather familiar talk between a moderator 
and a professional musician. Mostly spontaneous 
speech, with frequent pauses, hesitation and laugh. 

Tab. 4:  Other automatically transcribed broadcast programs

Transcription task # words WER 
[%] 

OOV
[%] 

TV news 8451 18.4 0.8 
Radio news 16677 19.5 1.48 
Parliament debates  16624 29.5 1.17 
Political talk-show 6308 36.9 0.90 
Cultural talk-show 467 37.8 1.71 

5. Conclusions

The paper describes the design of the first fully automated 
transcription system developed for Czech. It is capable of 
processing complete broadcast programs, namely news. These 
are automatically segmented into utterances and converted 
into text form. The performance for TV and radio news has 
been significantly improved (the WER slightly below 20 %) 
due to the optimized lexicon containing 312K words with 
multiple spelling and pronunciation forms as well as most 
frequent multi-word collocations. The collocations slightly 
enhance the role of the bigram LM, which was estimated 
from a 360M word corpus of mostly newspaper texts. 
Obviously, such a LM (made of mostly formal Czech) does 
not fit so well to spontaneous speech that occurred in the 
other tested broadcast programs like debates and talk-shows.
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