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ABSTRACT

In this paper we describe the role of multilingual models
in the creation and deployment of unit selection based bilin-
gual speech synthesizers. We first review the definition of a
multilingual phonetic alphabet for the simultaneous recog-
nition of up to fifteen languages, and then discuss synthesis
specific modifications that allow a more detailed descrip-
tion of the synthesizers’ unit inventories. Furthermore, we
investigate on the use of multilingual phonological decision
trees for a fast identification of candidate segments, and for
the prediction of pitch and duration targets during synthesis.
Experimental results for two different combinations of lan-
guages demonstrate the feasibility of multilingual modeling
for speech synthesis.

1. INTRODUCTION

Speech recognition and synthesis have turned out to be key
technologies for an easy and natural access to information
from anywhere for everyone. Broadening the scope and in-
creasing the usability of applications such as voice driven
tourist or stock information systems, speech enabled Inter-
net portals, or automated directory assistance systems im-
poses several challenges on these technologies, of which the
proper recognition and pronunciation of foreign words are
amongst the most important.

Recently, multilingual acoustic modeling has been suc-
cessfully used for the recognition of non-native speech [1],
the simultaneous recognition of speech from several lan-
guages, and for the development of speech recognizers for
languages for which only little training data is available [2,
3]. In contrast, multilingual modeling is an only emerging
concept in the field of corpus based speech synthesis, al-
though a better utilization of speech recognition techniques
for the development of more advanced speech synthesis sys-
tems has been suggested, cf. [4]. Whereas a common di-
phone inventory for a seamless multilingual (or polyglot)

speech synthesizer has been proposed in [5], and work to-
wards a multilingual front-end is described in [6], speech
output in multiple languages is usually still achieved by the
use of two or more monolingual synthesizers (see, for ex-
ample, [7]), and is frequently accompanied by switching to
a different voice.

Based on these considerations, the work described here
aims at both improved speech synthesis capabilities for words
from foreign languages and a less complex architecture for
applications that require synthesis in more than one lan-
guage. For that purpose, we employ multilingual acoustic
models for the construction of unit selection based bilin-
gual speech synthesizers, and discuss the use of multilingual
(phonological) decision trees for the selection of candidate
speech segments as well as for the prediction of pitch and
duration targets by the synthesizers’ text analysis module.

The remainder of the paper is organized as follows: In
Section 2 we review the design of a common phonetic al-
phabet that is used for the recognition of up to fifteen lan-
guages and discuss modifications required for a more ac-
curate phonetic description of the synthesizers’ unit inven-
tory. Section 3 briefly sketches the current status of the IBM
trainable speech synthesizer and points out the use of mul-
tilingual models during both the construction of the synthe-
sizers’ back end speech data base and runtime. In Section 4
we report on some experimental results obtained for two
different bilingual synthesizers (German or Spanish, com-
bined with English), and in Section 5 we conclude with an
outlook for future work.

2. COMMON PHONOLOGY

The definition of a common phonetic alphabet for multi-
lingual speech synthesis has to deal with two conflicting is-
sues: on the one hand the sounds of each language should be
separated in order to create synthetic speech of high quality
in all languages involved, while on the other hand a more
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aggressive sharing of phonemes across languages may re-
sult in a broader variety of the individual synthesis units.
In particular for small-sized segment databases, the latter
may help to better match the targets requested by the syn-
thesizer’s front end during synthesis (see also Section 3).
Note that a similar tradeoff between recognition accuracy
and training data utilization exists also in the field of multi-
lingual speech recognition [2, 3].

Based on these considerations we have designed two
versions of a common phonetic alphabet for the recogni-
tion and synthesis of up to fifteen languages [3]. For that
purpose, we first simplified the existing phonetic alphabets
for seven languages (Arabic, British English, French, Ger-
man, Italian, (Brazilian) Portuguese, and Spanish) follow-
ing available SAMPA transcription guidelines [8], and then
merged language specific phones assigned to the same SAM-
PA symbol into a common unit.

While the variant of the common phonetic alphabet used
for speech synthesis is more detailed — for example in the
distinction of long and short vowels, or the separate mod-
eling of diphthongs — the speech recognition variant aims
to cover a maximum of languages with a rather small num-
ber of phonemes and allows to integrate 8 more languages
(Czech, Danish, Dutch, Finnish, Greek, Norwegian, and
Swedish) with little or no changes at all [3]. Table 1 sum-
marizes the number of vowel and consonant phones for both
approaches.

(a) total En Fr Gr It Es Pt Ar

vowels 65 20 17 23 14 10 20 14
cons. 56 24 19 26 32 30 22 29
total 121 44 36 49 46 40 42 43

(b) total En Fr Gr It Es Pt Ar

vowels 31 13 15 17 7 5 12 11
cons. 45 24 19 23 28 24 22 28
total 76 37 34 40 35 29 34 39

Table 1. Number of vowels and consonants for seven lan-
guages (British English (En), French (Fr), German (Gr),
Italian (It), Spanish (Es), Brazilian Portuguese (Pt), Ara-
bic (Ar)) for two version of a common phonetic alphabet:
(a) detailed version used for speech synthesis, (b) reduced
version used for speech recognition.

3. BILINGUAL SYNTHESIZERS

In this section we briefly review the trainable text-to-speech
system developed at IBM (cf. [9, 10] for a more detailed

description), and discuss the use of multilingual phonetic
alphabets and statistical models in the construction of bilin-
gual synthesizers.

The training of the system relies on a script of about
10.000 sentences (15 hours of speech, including silence)
that include approximately 2000 phonetically balanced sen-
tences as well as a variety of newspaper articles, emails
about different topics, proper names, digits and natural num-
bers, and a number of prompts that are related to popu-
lar voice driven applications (e.g. air travel information).
While the native languages’ recording scripts already in-
clude some English words, for the construction of bilingual
voices each script was augmented by 2000 phonetically bal-
anced English sentences that were read by the same voice
talents under the same recording conditions.

Since most accurate alignments are an important pre-
requisite for the creation of the acoustic unit inventory from
the recorded speech, the alignment procedure is divided into
two steps: First, a phonetic alignment is produced by us-
ing speaker independent, time-synchronous, 3-state Hidden
Markov Models, and a speaker dependent acoustic model
is constructed. Subsequently, the speaker dependent set of
HMMs is used for a pitch-synchronous alignment, and pho-
netic context clustering is applied to create acoustic deci-
sion trees. The leaves of these trees correspond to context-
dependent HMM states, which are the basic synthesis units;
each of the leaves holds a set of subphoneme-sized speech
segments from which the output speech is generated.

For the creation of bilingual Spanish/English and Ger-
man/English voices, we have utilized common phonetic units
to a different degree. For Spanish/English we followed a
more conservative design and kept the vowels separate, while
all of the consonant phonemes were merged. In contrast, a
more aggressive strategy was followed for the construction
of a bilingual German/English synthesizer, where we de-
cided to share not only all consonants between the two lan-
guages, but also all vowels, nasal vowels and diphthongs.
Table 2 gives a summary for these two approaches. Note,
however, that phoneme sharing does not necessarily imply
sharing of synthesis units, since the acoustic contexts used
for the identification of candidate synthesis segments vary
from one language to the other; in Section 4 we will report
on some statistics that measure the real amount of speech
data shared between two languages, and its usage during
synthesis.

During synthesis, a rule-based, language specific front-
end is used to perform text normalization, text-to-phone con-
version, and phrase boundary generation. Language switches
require to switch from one front end to another and are tradi-
tionally achieved by using markup. However, more recently
we have developed a trainable language identification mod-
ule that uses a combination of a transformation-based learn-



(a) Spanish English bilingual
vowels 10 20 30
cons. 30 24 32
total 40 44 62

(b) German English bilingual
vowels 23 20 32
cons. 26 24 26
total 49 44 58

Table 2. Size of phoneme sets for two bilingual synthesiz-
ers: (a) Spanish/English, (b) German/English.

ing algorithm and stochastic character n-grams [11]. Pre-
processed phrases are passed to the back-end that employs
a Viterbi beam-search to generate the synthetic speech. The
cost function has been revised recently, and now tends to fa-
vor long contiguous segments which produces fewer splices
and allows preservation of the natural prosody.

In the system framework sketched so far, we have made
use of different kind of multilingual models, both being
based on the common phonetic alphabet described in the
previous section. On the one hand we created a set of multi-
lingual Hidden Markov Models for the initial phonetic align-
ment of the recorded speech against its transcription. For
the training of these speaker-independent HMMs we used
50.000 sentences uttered by approx. 1000 speakers from five
different languages (English, French, German, Spanish, and
Italian). The benefits of doing so are that we can use the
same Markov models for the labeling of both the native and
the foreign language part of the recording script, and we
can easily provide a more accurate phonetic transcription of
foreign words which helps to avoid segmental errors during
synthesis.

On the other hand, we are experimenting with multilin-
gual models for the creation of speaker dependent prosody
targets in order to overcome data sparseness for the non-
native part of the voice data base. For that purpose, sets of
features extracted from each language’s front-end are mapped
to pitch and duration targets for each syllable or phone by
means of a bilingual decision tree that was trained on both
the native and non-native part of the speech database. We
feel that data sharing is the appropriate method given both
the fact that we have recorded only a small amount of non-
native data so far and that our current focus is on the im-
provement of short embedded phrases or words from a sec-
ond language (English) when synthesizing text from a pri-
mary language (German or Spanish).

However, since our synthesizer also allows to switch be-
tween different decision trees for the prediction of pitch and
duration targets, we may deeper explore mono-lingual mod-
els, once we have more English data available.

4. EXPERIMENTS

Following the procedure outlined in the previous section we
built both German/English and Spanish/English bilingual
synthesizers from approx. 10000 native and 2000 English
sentences. Since — as described above — we used slightly
different strategies for the design of the synthesizer’s com-
mon phoneme sets, in a first experiment we were interested
in the percentage of synthesis units that can be shared by
both languages. Table 3 shows these numbers for both the
Spanish/English synthesizer and three German/English syn-
thesizers with a different size of the acoustic context tree. It
turned out that for decision trees of regular size (approx.
40000 leaves, 5 phone context) the units from both lan-
guages are well separated by their acoustic context, only
if the less aggressive merging strategy is employed.

(a) Es/En Gr/En
leaves 44394 35776 25342 15321
main lang. 83.84 88.49 84.02 78.43
English 14.80 0.40 0.50 0.65
both 1.36 11.11 15.47 20.92

(b) Es/En Gr/En
main lang. 86.72 82.61 78.61 73.54
English 11.99 0.50 3.80 3.82
both 1.29 16.04 17.60 22.64

Table 3. Amount of shared data in bilingual synthesizers.
Percentage of acoustic context tree leaves with data from
only the main language (Spanish or German) or English,
or data from both languages (a); percentage of speech seg-
ments attached to these leaves (b).

In a second experiment we were interested in how much
monolingual synthesis in the main language (either German
or Spanish) is affected by the common back end database
approach. For that purpose, we synthesized 500 sentences
in each of the languages and analyzed the number of syn-
thesis units selected from this language’s part of the cor-
pus. This may only happen if we reach a shared synthesis
leaf and the other language’s acoustic unit best matches the
search criteria as defined by the cost function; it does not
necessarily lead to the selection of a wrong sounding unit.
In both experiments we also measured the average number
of non-contiguous segment concatenations (the splice rate),
since high quality synthetic speech is known to come along
with a low splice rate.

Table 4 shows that the number of English segments used
for the synthesis of either German or Spanish text is negligi-
ble. The quite small amount of English data and the fact that
the search strongly favors long contiguous segments read-
ily explain these figures for both synthesizers. For the Ger-
man/English synthesizer the picture does not change, even



(a) Es/En Gr/En
leaves 44394 35776 25342 15321
main lang. 100.00 100.00 100.00 100.00
English 95.58 18.76 17.42 21.21

(b) Es/En Gr/En
leaves 44394 35776 25342 15321
main lang. 20.55 12.92 12.80 11.11
English 31.80 38.63 36.52 31.95

Table 4. Statistics for the synthesis of either German or
Spanish (main language), or English: (a): Percentage of
segments from the synthesis language; (b): average num-
ber of non-contiguous concatenations (splice rate).

if we increase the chance to use segments from the English
part of the database by creating smaller phonetic context
trees.

While these results suggest that synthesis in the main
language is not affected by the degree to which phones are
shared across the languages, the situation appears to be dif-
ferent when English text is synthesized. Whereas in case of
the Spanish/English synthesizer the lower phoneme sharing
rate results in the usage of only a small number of Span-
ish segments (4.42 %), the more aggressive merging strat-
egy followed for German/English yields to a segment usage
statistic that roughly reflects the number of segments per
language in the data base.

Finally, throughout all experiments, the splice rate is
significantly higher when synthesizing English text, which
can be explained easily by the much smaller size of the En-
glish part of the data base. Note, however, the significant re-
duction that is achieved by the use of smaller decision trees
for candidate segment selection.

5. CONCLUSION

In this paper we have described the role of multilingual Hid-
den Markov Models and decision trees for the construction
and deployment of unit selection based, bilingual speech
synthesizers. The design and use of a multilingual phone al-
phabet provided several advantages, ranging from the seam-
less creation of bilingual voices and the faster development
of voices in new languages to a better agreement between
the speaker’s actual pronunciation of foreign words and the
lexicon. While the former is a strong requirement for ap-
plications that target an audience in bilingual areas such
as Northern America (Canadian French, North American
Spanish) or Switzerland, the latter is important even in the
case of monolingual synthesis.

Whereas a less aggressive phonology design resulted in
almost no degradation when synthesizing text from either

language, we found a larger cross language usage of synthe-
sis units when data is sparse and a more aggressive strategy
is employed. While the latter is a clear indication for the ef-
ficiency of the approach, both a more formal evaluation and
the proper integration of findings into the synthesizer’s cost
function remains subject to future work.
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