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Abstract 
This paper describes our experiments to overcome the problem 
of inputting unknown words in a voice-only application by 
spelling. As the paper demonstrates, this is achieved by post-
processing the speech recognition result to attempt to recover 
from possible recognition errors that occurred during the 
spelling phase. Since the post-processing does not involve any 
additional user input, it not only increases the robustness of 
voice spelling, but it also reduces the cognitive burden put on 
users and increases the overall usability of systems that require 
spelling by voice.  

1. Introduction 
One of the inherent limitations of current speech recognition 
technology is that the application developers must know in 
advance the vocabulary that users are going to utilize to 
interact with the system. This is required in order to build 
grammars that will be used for speech recognition. Unknown 
words, that are not included in the grammars, will be rejected 
by the speech recognizer.  

In some cases, the solution might be trying to foresee all 
the expressions a user might want to employ and building a 
very big grammar that includes all these possibilities (e.g. 
dates, times). However, this might not always be the optimal 
solution as the increase in perplexity brings with it a decrease 
in speech recognition accuracy.

Even though the application developer knows the domain 
that the application will handle, there are however several 
cases where he/she cannot foresee in advance the exact 
vocabulary that will come up during the interaction. Take for 
example the case of an application where the user has to enter 
a name for making a reservation (for example, a plane ticket 
reservation) or for indicating the receiver of a goods 
shipment. It is virtually impossible to build a grammar that 
will cover all possible first names and surnames, as new 
entries come up all the time. Moreover, most proper names do 
not even appear in the lexicon of speaker-independent 
recognizers. 

A solution to this problem would be that, in cases where 
unknown vocabulary has to be used in order to provide some 
information required by the application, users would use 
spelling. However, this is an extremely difficult task to carry 
out effectively. Although the perplexity in the alphabet is 
manageable (26 in the case of English), many of the letters in 
the alphabet are easily mistaken for each other, as their 
sounds are highly confusable. In addition, misrecognitions 
can lead to devastating effects on the user experience and on 
the task completion rate. Recovering spelling mistakes relying 
only on the audio channel and without the aid of visual 
feedback is extremely demanding on the user and can lead to 
even more confusion, increasing the risk of introducing 
further mistakes. 

The research presented in this paper is concerned with 
finding a way of making the spelling task more robust and 
accurate. This is achieved by post-processing the result 
produced by the speech recognizer after spelling with an 
algorithm that is capable of detecting possible recognition 
errors and of correcting them before presenting the final result 
to the user. The need for undertaking several lengthy and 
often confusing error recovery attempts is thus minimized. 
Considering the challenge of the voice spelling task and the 
importance of having a clear and intuitive user interface, we 
also briefly summarize the findings of a user study aimed at 
identifying the optimal spelling strategy to be used in 
combination with the proposed post-processing spelling 
algorithm. 

2. Motivation and previous work on voice 
spelling 

Our research on robust spelling follows and extends some of 
the work previously carried out in this field. 

[1] and [2] propose the usage of spelling for improving 
the performance of speech recognition in problematic cases 
such as the recognition of proper names. In their approach, 
letter-by-letter voice spelling is employed as a fallback 
method in case of misrecognized names, helped by implicitly 
disambiguating strings of letters based on context and using a 
confusion matrix that considers the mistakes the recognizer is 
likely to make as well as what letters are relevant for the set of 
names in the application. 

[3] handles the problem of automatically entering new 
words into a spoken dialogue system through interaction with 
a user. This is done by deducing the spelling and 
pronunciation of an open set of names by integrating 
information made available via the telephone keypad with a 
spoken instance of the target word (i.e. users are first asked to 
spell their names on a telephone keypad, and then to speak 
their full name). [4] improves on this work by allowing new 
names to be spoken and spelled in a single utterance and 
processing them using a multi-stage recognition procedure. 

In our approach, we investigate the case where some 
information is available about the expected words, but it is 
not suitable for building a manageable-sized grammar. This 
information can be utilized to build constraints employed in 
post-processing algorithms that can automatically review the 
recognition result of the spelling phase and try to recover 
from possible recognition mistakes without any need for 
intervention by the user. 

3. Proposed spelling strategies 
The spelling strategies we implemented aim to be both natural 
and clear in order optimize both the user-friendliness and 
reliability of the spelling task. 

The work presented in [1] and [2] points out that one way 
of improving recognition accuracy in spelling is using a 
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discrete-letter spelling style, i.e. prompting users for each 
letter individually. When compared to continuous-letter 
spelling, this method is preferred since it increases reliability 
by eliminating the variation in the rate of spelling and the 
danger of coarticulated letters being interpreted as a single 
letter. Furthermore, by instructing the user to explicitly signal 
when she/he has finished spelling (by saying “that’s all”), the 
constraint of length is also added. 

In our attempt of aiming for a natural user interface, we 
rejected this method as being too artificial and we instead let 
users spell the target words all in one go. We trust that our 
algorithms will be robust enough to compensate for poor 
recognition. 

3.1. System implementation 

The implementation of the spelling framework presented in 
this paper forms just one part of a larger system that provides 
a uniform speech-only interface to various applications 
accessible over the telephone. We employ a commercial 
VoiceXML platform and accompanying speech recognition 
and speech synthesis engines. The application call-flow is 
defined in VoiceXML pages, which are generated 
dynamically via a combination of servlets and JSP pages. The 
post-processing algorithms are also implemented via these 
technologies and are run on the web server. 

3.2. Interaction flow 

In the spelling strategies described in this paper, the 
interaction unfolds along three main steps, followed by an 
optional error recovery phase: 
1. the user spells the target word by using the spelling style 

of his/her choice, or a mixture of spelling styles; 
2. the recognized sequence of letters (possibly with 

misrecognitions on some letters) is passed on to the 
spelling algorithm, which returns its best hypothesis for 
the target word. This is the core phase of the whole 
process, i.e. the one that is meant to compensate for the 
flaws in the recognition engine and detect and recover 
from the possible recognition errors; 

3. the candidate target word identified by the spelling 
algorithm is presented to the user for explicit 
confirmation; 

4. in case the user rejects the candidate word presented to 
him for confirmation, an error recovery strategy is 
invoked, where the user is given a chance of completing 
its task. 

3.3. “Traditional” spelling strategy 

In this spelling strategy, the user is prompted to spell the 
target word all in one go. The recognized word is passed on to 
the spelling post-processing algorithm, which tries to come up 
with a candidate target word, recovering from the possible 
mistakes of the recognition engine. The candidate target word 
is then presented to the user for explicit confirmation. This 
spelling strategy can be used in combination with both the 
algorithm that uses a lookup reference list or the algorithm 
based on n-gram models (see Section 5). 

3.4. “Spell & speak” strategy 

This approach is a variation of strategies previously presented 
in [3] and [4] for supporting automatic entry of new words 

into a spoken dialogue system through interaction with a user. 
We rejected the strategy proposed in [3] (i.e. key presses + 
speech input) since we wanted the interaction to be voice-
only. The procedure presented in [4] would indeed match our 
criteria but, due to one of our requirements being that the 
system be built on commercially available platforms, we 
could not go down this road. 

In our strategy, the user is first asked to spell the target 
word, all in one go. The recognized string is passed on to the 
post-processing spelling algorithm, which tries to come up 
with a list of candidates for the target word. The candidate 
target words are used to dynamically build a finite-state 
grammar. The user is then asked to speak the target word, and 
recognition is performed against this grammar built on the fly. 
The recognized word is then presented to the user for explicit 
confirmation. 

The “spell & speak” strategy is used in combination with 
a variation of the post-processing algorithm based on n-gram 
models presented in Section 5.3. In this strategy, instead of 
using a similarity coefficient to choose the best candidate 
among the alternatives produced by the algorithm, we create a 
grammar file that contains all candidates. This way we are 
able to eliminate mistakes possibly induced by the similarity 
coefficient. One objection to this approach can be that we 
might run into the risk of creating a huge grammar, which 
would again compromise recognition accuracy. Our 
experiments have shown that using a window size where n=5 
the algorithm creates a grammar of adequate size. 

4. Ways of spelling 
In order to make the spelling task more reliable and natural, 
user studies were conducted to observe how people spell 
words over the phone. 

What we observed in these user studies is that there is a 
tendency to start spelling the desired word letter by letter. In 
case of ambiguity or if something goes wrong (i.e. if one or 
more letters are misunderstood), users often switch to some 
safer way of spelling, for instance replacing the problematic 
letters with a word beginning with that letter. The same 
happens if users know from experience that some specific 
letters might be difficult to distinguish.  

Following these observations, we chose to support three 
spelling styles: 
a) spelling using simple letters, e.g. “P A R I S” in order to 

spell “Paris” 
b) spelling using phonetic alphabets, e.g. “[p (for|as in)] 

Peter [a (for|as in)] Andrew [r (for|as in)] Robert [i 
(for|as in)] Isaac [s (for|as in)] Susan” in order to spell 
“Paris” 

c) spelling using the military alphabet, e.g. “papa alpha 
Romeo India sierra” in order to spell “Paris” (in [1] this 
style was rejected as too user-hostile, but we feel that 
motivated users might indeed use it as a safe backup 
option especially in combination with other more natural 
styles). 

In order to support the natural tendency to use a mixture 
of spelling techniques for maximizing accuracy, the above-
mentioned styles can also be mixed (e.g. it is possible to say 
“P A R I Susan” in order to spell “Paris”). This not only 
increases the naturalness of the interaction, it also simplifies 
the task of the speech recognizer. When entire words are used 
as “disambiguators” instead of plain letters, the acoustic 



confusability is reduced and the chances of successful 
recognition are consequently increased. 

5. Post-processing algorithms 
We consider two possibilities for carrying out the spelling 
task, that require different post-processing algorithms: 
a) Spelling can be done against a target list of words (that is 

too big and potentially acoustically too confusable to be 
used to build a reliable grammar), so that it is possible to 
check whether the recognized word belongs to the target 
list. With this method it is possible to spell and recognize 
only words that are present in the target list. 

b) If there is information about the domain to which the 
target word belongs, n-gram models of the target domain 
can be built using this information. This will increase the 
chance of users being able to spell also words that were 
not contained in the material used to build the model, but 
nevertheless belong to the same domain. 

5.1. Commonalities of the algorithms 

As in [1] and [2], we base our post-processing algorithms on 
the assumption that the spelling task can be made more robust 
by anticipating the recognition errors and considering the 
mistakes the recognizer is likely to make to figure out what 
the user might have meant. 

In order to recover from possible recognition mistakes, we 
built a “sounds-like” confusion matrix that takes into account 
with which other letter(s) a specific letter is likely to be 
confused during spelling according to its acoustic features. 
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Table 1: Spelling letter confusion matrix

  Table 1 presents the confusion matrix used as basis for 
both our post-processing algorithms. It has been drawn 
combining information resulting from the analysis of phonetic 
distinctive features and from the outcome of tests carried out 
with the recognizer we are employing (since letter 
confusability is also dependent on the speech recognizer 
employed). 

5.2. Spelling post-processing algorithm with a lookup 
reference list 

As mentioned above, one of the cases where spelling is 
needed is when the application developer knows in advance 
that the target word will be one of those contained in a sizable 
list at his disposal. In such a case, it would be theoretically 
possible to build a grammar using the list and perform 
recognition against it, but the increase in perplexity will likely 

lead to reduced speech recognition accuracy. Moreover, in 
our system the VoiceXML pages that define the application 
call flow and the grammars that constrain the recognizer are 
built dynamically as the interaction unfolds. Generating 
extensive grammars on the fly would not only be 
computationally very demanding but may potentially also 
incur a substantial time penalty when transferring the files 
over a network. 

In this post-processing algorithm, the list of possible 
target words is used as a lookup reference list. If the spelled 
word (as returned from the speech recognizer) matches an 
entry in the lookup list, we presume that recognition was 
successful and return it. However, if the spelled word is not 
contained in the reference list, we deduce that 
misrecognition(s) has occurred during spelling. We therefore 
employ the spelling letter confusion matrix to recover from 
possible recognition mistakes, i.e. the recognized word is 
again checked against the reference list taking letter 
confusability into consideration (each letter in the recognized 
word is substituted with the letter(s) it is likely to confuse 
with). When a match is found, we presume that is the word 
meant by the user. 

In case letter confusion does not help in finding a good 
candidate, a fuzzy search that relaxes the matching criteria is 
also taken into use. In this case, the best possible option is 
chosen by calculating a distance measure between the 
recognized word and the candidate target word. The following 
simple heuristic proved to work reliably in our experiments: 
• Compare the two character arrays, i.e. the recognized 

word and the candidate target word 
• For each letter in one string that cannot be confused with 

the corresponding letter in the other one (according to 
the letter substitution matrix), increase the difference 
count by 1 

• If one string is shorter then the other, also add 1 as 
penalty to the difference count 

The best option is the one with the smallest difference 
value. 

5.3. Post-processing algorithm based on n-gram models 

As previously stated, there might be also cases where the 
application developer knows the domain to which the target 
word belongs (e.g. an address is expected) and has at his 
disposal an extensive list of words representative of that 
domain, but it is impossible for him to determine the exact 
words the user will want to input (for example because of new 
additions to the list or new combinations of expressions 
present in the list). In this case we considered using the 
information about the target domain to build an n-gram model 
of the target domain and then using it to reinforce the 
recognition process. The algorithm consists of the following 
steps: 
• Letter-based n-gram models of the target domain are 

built at runtime using the extensive word list 
• The letter confusability matrix is used to create every 

possible form of the incoming recognized string 
• The best alternative is chosen among those created in the 

previous step by using a similarity coefficient. The 
winning best alternative is presumed to be the target 
word spelled by the user. 

The similarity coefficient is calculated using the equation 
employed in [5] for computing plain string similarity. In the 



equation, N1 and N2 are the n-gram sets of the two compared 
words, i.e. the recognition result after post-processing with 
the letter confusion matrix and the target word obtained using 
the n-gram model of the target domain, respectively: 

       similarity coefficient = 
||
||

21

21

NN
NN

                          (1) 

In this approach, two strings are compared with respect to 
their n-grams. First the sets of n-grams are calculated for both 
strings; next, these sets will be compared. The more n-grams 
occur in both of the sets, the more similar the strings are 

In order to find out the optimal n-gram size to be used for 
building up the n-gram model we carried out several tests 
using different window sizes. The results indicate that the 
optimal window size for our algorithm is n=5. 

One of the strengths of this algorithm is that the usage of 
letter n-gram models allows users to spell also unknown 
words that are not contained in the material used to build the 
model, but nevertheless have similarities with the ones in the 
domain. 

5.4. Offline performance of the spelling post-processing 
algorithms 

In order to get a clear picture of their performance, we tested 
both post-processing algorithms offline. The reference file for 
the algorithm that uses a lookup list and the training file for 
building the n-gram model used by the n-gram based 
algorithm were the same. They contained 1761 names of 
airport towns from all over the world. The internationality of 
the corpus used in our tests further supports the need for 
spelling, as e.g. recognizing names of French towns using an 
English speech recognizer would probably not provide the 
desired performance.  

Taking into consideration the information regarding 
acoustic confusability contained in our spelling letter 
confusion matrix, a separate testing corpus was created. We 
decided to explicitly induce one or more errors for each word 
in the test corpus. As a result, every word listed in our test set 
contained at least one substitution, insertion or deletion, or a 
combination of them. Thus, for each word in the test corpus a 
system without post-processing algorithm would need to 
engage in an error recovery dialog with the user. 

The performance results of both post-processing 
algorithms are presented in Table 2. 

95.7Algorithm based on n-gram models (n=5)

98.7
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ACCURACY (%)
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ALGORITHM

Table 2: Offline performance of the post-processing 
algorithms 

The algorithm that employs a lookup reference list 
performs better than the one based on n-gram models. 
However it should be kept in mind that a limitation of the 
former approach is that it will accept only expressions that are 
contained in the reference file. It is in cases where users might 

employ completely new expressions that the latter approach 
might  indeed prove more useful. 

6. Experiments with the spelling strategies 
In order to find out what would be the most user-friendly 
spelling strategy, we conducted some experiments with 11 
users (all native speakers of English). 

Our results show that in 60% of the cases users prefer the 
“traditional” spelling strategy (see Section 3.3), which they 
perceived as easier to use and probably resembles the way 
spelling is normally carried out among humans. If the post-
processing strategy is robust enough, users also seem to get a 
feeling that the system is doing fine on its own, so the extra 
input given with the “speak” phase in the “spell & speak” 
strategy is perceived as a hassle. 

7. Conclusions 
The article presented and compared two algorithms and two 
interaction strategies that allow robust and user-friendly voice 
spelling for inputting unknown words in a voice-only 
application. When it comes to speech recognition, spelling is 
a very difficult task, due to the high confusability of the 
sounds of the single letters. We demonstrated that this task 
can be made more robust by applying post-processing 
algorithms capable of recovering from recognition errors (an 
algorithm that uses a lookup reference list or an n-gram based 
algorithm), thus minimizing the need for undertaking lengthy 
and cognitively demanding error recovery trials. This way we 
also shield the error recovery process from the user, and 
consequently reduce the risk of inducing confusion and avoid 
ruining the user experience. 
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