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Abstract
One issue arising in text-to-phone conversion is inconsistency 
between its output and the phonetic time-alignment of the 
dataset, hindering the back-end’s ability to access the best 
units to synthesize a text. Some such inconsistency is 
inevitable because dataset labeling requires allowance for 
alternate pronunciations of words, while the front-end 
typically predicts a single pronunciation for a word. In this 
paper we describe an alternate algorithm that recovers from 
these inconsistencies. The front-end is modified in order to 
allow multiple pronunciations for a word. The selection of the 
best pronunciation is based on an a posteriori cost function 
comparison between the synthetic signals.   

1. Introduction
Today’s text-to-speech concatenative systems mainly consist 
of two fundamental steps: the front-end and back-end 
processing. The front-end converts an initial text sentence 
into a phone sequence and prosody targets. The back-end 
aims at minimizing a cost function to find the best units in 
terms of signal quality and appropriateness to the targets 
specified by the front-end. Most of us have an image of a 
standard English in pronunciation, and very commonly in 
Great Britain this is ‘Received Pronunciation’, often 
associated with the public schools, Oxford, and the BBC. But, 
there is no sure way of any two people saying the same word 
with precisely the same sound. In some languages the 
phenomenon of alternate pronunciation is pretty frequent and 
the same speaker can use, depending on the context, different 
pronunciations for the same word. One issue arising in text-
to-phone conversion is the inconsistency between its output 
and the phonetic time-alignment of the back-end dataset, 
hindering the back-end’s ability to access the best units to 
synthesize a text. Some such inconsistency is inevitable 
because dataset labeling requires allowance for alternate 
pronunciations of words, while front-end typically predicts a 
single pronunciation for each word.
One can wonder whether a systematic choice is relevant. 
Alternate pronunciations can indeed be seen as an opportunity 
to improve the synthesis quality for this word. Defining a 
linguistic preference of these pronunciations is not easy to 
implement. A solution is to select the pronunciation which 
provides the best signal quality. As shown in [2] and [3], the 
final cost provided by the cost function constitutes a reliable 
estimator for the signal quality. It takes into account among 
others discontinuities between segments (cepstrum/pitch) 
[1][6] and appropriateness to the initial prosodic targets. This 

work intends to show that the lowest cost alternate 
pronunciation is perceptually also the best one.  
The remainder of the paper is organized as follows: in Section 
2 we shortly give an overview of the system. In section 3 we 
describe the method used to select the best alternate using the 
cost function. In section 4, perceptual experiment for French 
will be presented. The results are then presented in section 5. 

2.  Overview of the System 
The trainable text-to-speech synthesis developed at IBM is 
briefly described in this section. A more detailed description 
can be found for example in [4][5]. The text normalization, 
text-to-phone conversation and phrase boundary generation 
are performed by rule-based front-end. Prosody prediction 
uses decision trees to map a set of features extracted from the 
front-end to pitch and duration targets for each syllable or 
phone.
The speech database consists in a set of 2000 sentences 
obtained using a greedy optimization algorithm to optimize 
the phonetic balance of the script extended to 10 000 
sentences of different domain. This training script is recorded 
by a professional speaker. All pronunciations are hand-
checked. Appropriate phonetic transcription and time-
alignments are associated to each recorded word. Based on 
speaker speaking style, the phonetic transcriptions may differ 
for each occurrence of the same word. Each audio file is then 
divided into units according to the adapted pronunciations. 
The units are classified according to a number of features like 
phonetic context, pitch, duration, energy. This constitutes the 
speaker database from which the speech segments will be 
extracted during runtime by the search algorithm and then 
concatenated to produce synthetic speech. 
The speech segment extraction is based on a dynamic 
programming algorithm using a cost function. Given a current 
segment, the search algorithm aims at finding the next best 
segments among those available, to be concatenated to the 
current one. This quest takes into account the features of each 
segment and the targeted features provided by the front-end. 
Several paths are evaluated in parallel by the search 
algorithm. For each unit selection, several segments are cost-
rated and selected given the previous selected candidates. For 
each segment the concatenation cost is computed by the cost 
function and the ones that have the lowest costs are added to 
the grid of candidate segments. The best path is the one that 
yields the overall lowest cost and the segments aligned to this 
path are kept for synthesis. Once the algorithm has found the 
best path in the lattice of hypothesis, all selected speech 
samples are concatenated using signal processing techniques 
to produce synthetic speech. 
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3. Cost Function to Discriminate 
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To evaluate the discriminative power of the cost function
between alternate pronunciations, we designed an alternate
pronunciations dictionary. When synthesizing a sentence, a 
list of all words of the sentence matching the dictionary is 
computed, to identify the words for which we will have to 
select the best pronunciation. Since the cost minimization for
the segments choice is performed on the whole sentence, all
combinations of pronunciations are sent recursively to the 
back-end. The combination providing the lowest cost is
chosen and played (Figure 1). One could remark that the cost
function used to choose between alternates is exactly the 
same as the one used to generate the segment sequence, 
which seems natural as it was designed specifically to
optimize results for the considered voice.

Figure 2: Correlation between s and n for n=1,..,7

4. Design of the Perceptual Experiment
As mentioned above, the goal is to evaluate the discriminative
power of the cost function to select the alternate 
pronunciation that statistically gives the best perceptual
results. To achieve this ends, listening tests have been
designed where volunteers were asked to compare a sample 
built with the front-end pronunciations and a sample built
with the alternate pronunciations. The overall preference of
the listeners was then compared to the cost function selection
based on the lowest synthesis cost. We found out that a test 
set of 64 couples of sentences was a good compromise
between accuracy of the results and shortness. Indeed, we 
could hardly ask volunteers to spend more than 20-25 minutes
on a perceptual test without interfering to much with their 
work or bothering them. 

2.4312

Selected phonetic 
transcription:

[ o p t i m a l ] [o b t i m a l]

1.8694

[ o b t i m a l ]

Figure 1: Multiple pronunciations search diagram 

4.1. Test DesignThe exhaustive exploration of every possible combination of
alternates is very open to criticism, firstly because it can 
become computationally very heavy for long sentences and 
large alternates dictionaries, and secondly because the 
selection of a pronunciation at the beginning of a sentence 
will hardly interact with the selection of a pronunciation of a
word at the end. Therefore we suggest the following local
comparison between alternates. For each word that can have 
several pronunciations, each cost is computed only locally on 
the phones belonging to each alternates plus n phones of the 
surrounding words on the left and on the right. If the previous 
word can have alternates, the one already selected by the cost
function is used. If the next word can have alternates, then the 
one proposed by the front-end is used. The pronunciation 
selection is then done word by word instead of taking into
account every possible alternates combinations. If s denotes 
the cost difference between the front-end and the alternate 
pronunciation computed across the whole sentence, and if n
denotes the cost difference between the front-end and the
alternate pronunciation computed when the history is limited 
to n phone on the left and on the right, then the correlation
between s and n is shown Figure 2. A very good 
compromise between optimality and computation efficiency
can be found for n=3. Therefore, a local choice has been 
implemented using only the synthesis cost of the 
neighbouring phones with n=3. 

To elaborate the test, we first drew up an inventory of all the 
words present in the training database of a French female
voice. A comparison between the most frequent pronunciation 
adopted by the speaker and the pronunciation suggested by
the front-end revealed many differences. The differences
were mainly due to co-articulation effects and were classified
into co-articulation classes like consonantal assimilations
effect (like in “optimal” where the letter p can be either 
pronounced [p] or [b] ), diaeresis and synaeresis
phenomenon, vowels that can be uttered open or close, etc.
Following a given proportion between the different co-
articulation classes, 31 in-training words and 31 out-of-
training words where randomly chosen. That way it was 
possible to evaluate the influence of the training. The 
selection of the alternates matching the speaker in-training
pronunciation is indeed expected to naturally result into a 
better synthesis quality since the whole word is likely to be
found in the database. Each of the 62 words was integrated 
into a short sentence of common usage and synthesized using 
alternates. The number of alternates was limited to two: the 
one proposed by the front-end and the one based on the
speaker style (as described above). In order to evaluate the 
listener’s objectivity two –identical- trap-sentences have been 
introduced in the test set. Thus the test set contains 64 couples
of synthetic speech samples.



Employees of IBM where invited by e-mail to participate to
the test, which was presented in the form of a webpage
(Figure 3) containing the 64 items, one for each test sentence.
The order of the 64 sentences was generated randomly each 
time the page was loaded, as well as the right/left layout (i.e.
the front-end and the alternative pronunciations were 
randomly the A or B synthesis).

Figure 3: Evaluation Webpage

For each sample A and B, 3 levels of rating was proposed.
A+++ is devoted for a strong preference for the sample A in 
comparison to B. A neutral level (annotated “=” in Figure 3) 
can have two meanings: no audible difference perceived, or 
no preference. In order to differentiate, a checkbox appears
and has to be ticked off if a difference is perceived. One can
notice that critical passages are underlined to facilitate the
listener’s task. But even if the pronunciations differ only
within this short passage, there is likely to be an impact on the 
close neighborhood in the synthesized signal. Listeners were 
asked to base their judgment at the same time on signal
quality, natural and intelligibility. Besides, they were 
encouraged to borrow high-quality headphones from the 
Speech Department.

5. Results of Subjective Testing 
Twenty-one volunteer listeners participated to this test. Four 
of them marked the trap-sentences with the neutral level but 
indicating a perceived difference. Although these errors have 
not been considered as excessive, they give a good idea of the
listener’s subjectivity. The four corresponding forms were 
integrated to the analysis in the same way as the others. The 
repartition of the ratings is reported in Figures 4 and 5.  The 
sign “+3” denotes a large preference for the alternate and “-3”
denotes a large preference for the front-end transcription. The
two histograms of the Figure 4 concern the 31 in-training 
alternates, and the two histograms of Figure 5 concern the 31 
out-of-training alternates. In both groups we distinguish the 
alternates selected by the cost function (with a lower
synthesis cost than the front-end transcription) and the 
alternates rejected by the cost function (the front-end 
transcription gives a lower synthesis cost).

5.1. In-training alternates 

The in-training alternates were inferred from the speaker 
recordings. All are different to the ones predicted by the 
front-end. As a matter of fact, the corresponding phone 
sequences are more frequent in the speaker database and, 
consequently, are very likely to return a lower synthesis cost 
than the initial front-end phone sequences. 
The large preference of the cost function for the alternates (25 
acceptances versus 6 rejections) totally confirms this
tendency. When accepted, these alternates tend to improve

considerably the synthesis, as indicated by the mean value of
+0.48. If the discrimination of the cost function were in full 
adequacy with the listener’s preferences, there would be only
positive notations. The rejected alternates apparently also lead 
to a positive mean perceptual value (+0.24): most of the time,
the front-end transcription is kept although the alternate gives 
a better perceptual result. But this result is not significant as it
was estimated with only 6 sentences.

In-training alternates accepted by the cost
function (25 sentences)
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In-training alternates rejected by the cost
function (6 sentences)
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Figure 4: Listener’s ratings for in-training alternates 

5.2. Out-of-training alternates 

The Out-of-training alternates are alternate pronunciations of 
out-of-training words. All belongs to the pre-defined co-
articulation types and are different to the ones predicted by
the front-end. We can first notice that the acceptances and 
rejections are better balanced than in the previous case
(17/14), which constitutes the major difference with the 
alternates from the training. The discrimination performed by
the cost function between pronunciations is very close to the 
mean preference of the listeners. Indeed, the alternates tend to 
be rejected (respectively accepted) only when they deteriorate
(respectively improve) the synthetic signal, as indicated by
the mean value -0.29 (respectively +0.32) of the perceptual 
comparison to the front-end. As a conclusion, the choice of
the cost function is very reliable. 

4.2. Evaluation Scheme



Figure 5: Listener’s ratings for out-of-training alternates

5.3. Limitations

These results show that the transcription providing the lowest 
synthesis cost generally gets the overall preference of the 
listeners. In 14.5% of the cases however, the front-end 
version was kept although the alternative transcription would 
have given a better perceptual result (false rejections). On the 
contrary, 26% of the alternates were accepted although most
listeners preferred the synthesis resulting from the front-end
transcription (false acceptance). Most of these errors occur 
when not only phonological, but other considerations of the 
listeners, like sociological, psycholinguistic, etc, become 
more important than the signal quality it-self. It is, for
instance, the case for the assimilation [ism] versus [izm]:

“socialisme” [sosjalism] (front-end)
[sosjalizm] (alternate)

The second pronunciation is often likened to heavy and
artificial pronunciation, and is therefore deserted by the
listeners even if it improves significantly the signal. 
Unfortunately, since the speaker systematically uttered [izm],
these alternates tend to be accepted by the cost function. In
the test set, the 10 [izm] are actually all accepted and get an 
average notation of -0.34. Thus the signal improvement 
(taken into account by the cost function) is not sufficient to
obtain the preference of the listeners, regarding the linguistic 
considerations. Although this limitation could be imputed to 

an inadequate pronunciation of the speaker, it rather puts 
forward the fact that the suggested alternates must have the
same linguistic connotation as the front-end transcription. 
Otherwise the choice of the cost function, which relies
essentially on the signal quality, may default. 

Out-of-training alternates accepted by
the cost function (17 sentences)
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Out-of-training alternates rejected by the
cost function (14 sentences)
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6. Conclusion
The method of selecting the phonetic transcription
minimizing the cost function is successful. The choice,
generally associated with signal improvement, matches very
well the average listeners’ preference. Besides, the advantage 
of this method is it can generalize similar approaches [7] to 
words unseen in the training material. However, strong
linguistic criteria may put the cost function in the default as 
its choice is only based on an estimation of the signal quality.
In the whole study, alternates were introduced by means of a 
dictionary. The best long-term solution would be to integrate
in the text-to-speech system a phonetizer able, like the ones 
used for speech recognition, to suggest multiple
pronunciations when possible. In addition, we could also 
envisage weighting each proposed pronunciation with its
probability of appearance in the concerned language, 
speaking rate, etc. This way a real compromise between
signal quality and linguistic coherence could be obtained. 
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