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Abstract
One of the most important problems in frequency domain blind
source separation is the inconsistency across frequency in the
permutation of the source estimates. In this paper we present
a new algorithm that simultaneously diagonalizes the intra-
frequency and the inter-frequency correlation matrices of the
source estimates. Experimental results, using speech signals,
reveal that the algorithm achieves a highly improved alignment
of the permutations between neighbor frequency bins.

1. Introduction
The most studied modality of the blind source separation (BSS)
problem is the case of instantaneous linear mixtures:

x(n) = As(n) (1)

where x(n) is a random vector of measurements at time n, s(n)
is a random vector of unknown independent source signals to be
recovered, and the unknown matrix A defines the mixture.

The solution to this problem involves finding a linear sys-
tem W which transforms the measurement vectors into vectors
with statistically independent components. Such a system can
be found, under certain conditions on A and on the source statis-
tics, up to an arbitrary permutation and scaling of its rows.

For non-stationary sources, it may be possible to formulate
the problem using second order statistics (SOS) of the measure-
ment signals at different times. The required statistics, in the
form of a set of correlation matrices, are usually estimated from
available instances of the measurement vectors. The objective
is to find a set of source estimates which are decorrelated. This
can be achieved through the diagonalization of the estimated
correlation matrices. By diagonalization we mean the process
and the result of reducing the value of the off-diagonal elements
in a matrix, subject to certain constraints.

The separation of convolutive mixtures is a harder problem.
A possible approach is to move it to frequency domain:

x(n) = A(n) ∗ s(n) =⇒ x(ω) = A(ω)s(ω) (2)

where x(ω) and s(ω) are two random vectors obtained as lin-
ear (Fourier) transformations of the original signals. It is now
possible to apply the SOS approach to obtain the unmixing ma-
trix at each frequency [1]. Unfortunately the arbitrary row per-
mutation and scaling ambiguities become now two major prob-
lems. The latter makes the resulting separated signals relate to
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the sources through an arbitrary linear filter, while the former
produces outputs that are still mixtures of the sources in time
domain, due to permutation inconsistencies of the outputs in
frequency domain. In other words, the original additive mixing
problem becomes swapping in individual sinusoids, which is
further compounded by the scaling problem. It is thus a critical
problem of the frequency domain approach. To solve it, several
approaches that link the results across frequency have been pro-
posed. These usually exploit the smoothness or other properties
of the mixing or the unmixing system across frequency [1, 2],
or known properties of the source signals [2].

In this paper we present a new algorithm based on SOS
and on the non-stationarity of the speech signals. This algo-
rithm links the solutions across frequency by simultaneously
diagonalizing multiple intra-frequency and inter-frequency cor-
relation matrices of the source estimates. It performs this joint
diagonalization using an iterative algorithm based on the one
proposed in [3]. It operates sequentially in frequency, diag-
onalizing one bin at a time, which allows one to use a smart
initialization of the separation matrices.

The idea of using inter-frequency correlation matrices has
been proposed before for the frequency domain system identifi-
cation problem [4], but for a purpose different than permutation
alignment. The advantage of using a sequential algorithm has
also been reported in the past [5]. But, to our knowledge, the
effect of combining both the diagonalization of inter-frequency
correlation matrices and the sequential approach has not been
analyzed before in the context of permutation alignment.

2. Cost function
In this section we construct the global cost function for mini-
mization. First we consider correlations across estimates in the
same frequency bin at different times [1]. Then we consider
the decorrelation across different frequencies. We restrict our
discussion to the case of FIR mixing filters of order P , square
mixing system of size N × N and noiseless measurements.

From (2) we can compute the intra-frequency correlations:

Rx(ω) = E{x(ω)x∗(ω)} = A(ω)Rs(ω)A∗(ω) (3)

where Rx(ω) is a complex N × N Hermitian matrix. We want
to find a N × N unmixing matrix W (ω) that diagonalizes

Ry(ω) = E{y(ω)y∗(ω)} = W (ω)Rx(ω)W ∗(ω) (4)

where y(ω) = W (ω)x(ω). W (ω) has N2 unknowns, while
the diagonal condition only imposes N(N+1)

2
constraints, due

to the symmetry of Ry(ω). It is necessary to take advantage of
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the non-stationarity of the sources. We do so by analyzing sepa-
rately K different time sections of the measured signals. Defin-
ing xk(ω) as the Fourier transform of the kth segment of length
L of the signal, then the matrices R

xk(ω) = E{xk(ω)xk∗
(ω)}

can be approximated as:

R
xk(ω) ≈ A(ω)R

sk(ω)A∗(ω) (5)

where R
sk(ω) is the (diagonal) correlation matrix of the Fourier

coefficients for the kth segment of the source signals. This
equation is an approximation because the right-hand side term
involves a circular convolution over the segment of length L,
which is close to the linear convolution only when L � P .

The proposed solution to the source separation problem is
a system of unmixing filters that diagonalize

R
yk(ω) = W (ω)R

xk(ω)W ∗(ω) (6)

simultaneously for the K different values of k so as to satisfy
the assumed independence requirement. The diagonalization
error matrix for one of these correlation matrices is:

E
yk(ω) = offdiag (W (ω)R

xk(ω)W ∗(ω)) (7)

A possible way to aggregate these error matrices is adding their
Frobenius norms. This leads to the following cost:

JK
ω =

KX
k=1

‖E
yk (ω)‖2

Frob (8)

Minimization of (8) leads to a separating matrix W (ω), up
to an arbitrary permutation and scaling of its rows. Without
additional constraints, these permutations may be inconsistent
across frequency. To try to avoid this, we introduce inter-
frequency correlations in the cost function, based on the fol-
lowing assumption: for two independent sources, si and sj ,

E{si(ω)s∗j (ω + l)} =


0 if i �= j

�= 0 if i = j.
(9)

Equation (9) states that the cross-correlation matrix of s(ω) and
s(ω+l) is diagonal. We thus require the same for the correlation
matrix of the source estimates,

Ry(ω, ω + l) = E{y(ω)y∗(ω + l)}
= W (ω)Rx(ω, ω + l)W ∗(ω + l).

(10)

Note that if Ry(ω, ω+ l) is diagonal, then E{yi(ω)y∗
i (ω+ l)}

is non-zero, which implies that y(ω) and y∗(ω+l) are arranged
with the same estimate permutation.

We consider, for each index ω, a set of index offsets Φ(ω).
Using these sets, we build the set of cross-correlation matrices
to diagonalize for ω ∈ {0 . . . T} and l ∈ Φ(ω). We define their
off-diagonal part as an error matrix,

Ey(ω, ω + l) = offdiag(Ry(ω, ω + l)), (11)

and the aggregated scalar diagonalization error as

JC
ω =

X
l∈Φ(ω)

‖Ey(ω, ω + l)‖2
Frob. (12)

Combining (8) and (12) we define the global cost as

J =

TX
ω=0

JC
ω + JK

ω . (13)

The correlation matrices R
xk(ω) and Rx(ω, ω + l) can be es-

timated from a realization of the measured signal by further di-
viding each length-L time segment into Q sub-frames of length
T , computing the Fourier transform xk(ω, m) of each of these
sub-frames, and doing time averages of the cross product of the
resulting vectors. For example,

R
xk(ω) =

1

Q

Q−1X
m=0

x
k(ω, m)xk∗

(ω, m). (14)

Note that in order for the circular convolution approximation in
(5) to hold, it is now necessary that T � P .

The effectiveness of this approach in avoiding permutation
inconsistencies depends on the validity of the assumption (9). In
practice, the off-diagonal terms of the cross-correlation matrices
(10) are different from zero because of errors in the correlation
estimates. And worse, the diagonal terms, in the case of speech
signals, tend to be small even for small values of l, making it
necessary to use a big number of samples to achieve a small
enough estimation error.

A way to reduce this problem is to artificially correlate the
terms xk(ω, m) with interpolation across frequency. This can
be achieved by applying the appropriate windowing and zero
padding to the time domain frames before computing the DFT.

3. Sequential optimization
The cost (13) has a fourth order dependency with respect to all
the unmixing system matrices. Its direct minimization would be
too expensive for real time applications. A possible way to deal
with this complexity is to look at one frequency bin at a time,

Jω = JC
ω + JK

ω , (15)

and to perform a partial optimization, finding the optimum value
for the unmixing matrix at that frequency, assuming that the
unmixing matrices at other frequencies are known:

W (ω) = argmin
W (ω)

(Jw)

˛̨̨
˛̨
W (ω+l) ∀l∈Φ(ω)

(16)

In general this approach is suboptimal, but if the sets Φ(ω) con-
tain only negative offsets and the solution to (16) is computed
sequentially from low to high frequencies, then the sequence of
partial optimizations is equivalent to the global optimization.

An important limitation of this approach is that a single per-
mutation error at a given frequency will propagate, leading to
different estimate permutations in the bands preceding and fol-
lowing that frequency. This makes it necessary to combine this
approach with a more robust one that provides consistent esti-
mates in a set of non-adjacent bins [2].

4. Fast algorithm
We have extended the algorithm proposed by Ziehe for joint di-
agonalization [3] to work with complex matrices and to account
for correlation matrices across different frequency bins.

Ziehe’s algorithm is based on two ingredients: an iterative
optimization of the unmixing system through a multiplicative
update and the linearization of the off-diagonal error. These
two principles are applied here to solve equation (16).

The unmixing system update equation is

W (m+1) =
“
I + M (m)

”
W (m), (17)



where M (m) is a multiplicative update matrix to be found. The
substitution of (17) in (6) and (10) leads to the following update
equations for the correlation matrices:

R
(m+1)

yk =
“
I + M (m)

”
R

(m)

yk

“
I + M (m)

”∗
R

(m+1)
y (l) =

“
I + M (m)

”
R

(m)
y (l)

(18)

The index ω has been removed for notation simplicity, leaving
the offset l as the only argument in the cross-frequency terms.

Equation (18) leads to a fourth order dependency of the cost
(15) with respect to the update matrix. We deal with this by
making a linear approximation of the error matrix.

As in [3], we decompose the correlation matrices as the sum
of a diagonal matrix D and a matrix E with zero diagonal. E is
the off-diagonal error matrix defined in (7) and (11).

R
(m+1)

yk = (I + M (m))
“
D

(m)

yk + E
(m)

yk

”
(I + M (m))∗

R
(m+1)
y (l) = (I + M (m))

“
D

(m)
y (l) + E

(m)
y (l)

”

Our goal is to choose M (m) to make R
(m+1)
y (l) and R

(m+1)

yk

as diagonal as possible. If we assume that these two matrices
are already close to diagonal, we can assume that the M and E
matrices are small. We can approximate the above expressions
by removing the terms with the product of two small matrices.

R
(m+1)

yk ≈ D
(m)

yk + M (m)D
(m)

yk + D
(m)

yk M (m)∗ + E
(m)

yk

R
(m+1)
y (l) ≈ D

(m)
y (l) + M (m)D

(m)
y (l) + E

(m)
y (l)

The off-diagonal part of these correlation matrices does not de-
pend on the diagonal elements of M (m). We deal with this by
arbitrarily setting these elements to zero. This also avoids the
algorithm to converge to the trivial solution [3](zero matrix).
With this restriction on M (m), applying the offdiag operator to
both sides of the previous equations gives

E
(m+1)

yk ≈ M (m)D
(m)

yk + D
(m)

yk M (m)∗ + E
(m)

yk

E
(m+1)
y (l) ≈ M (m)D

(m)
y (l) + E

(m)
y (l)

To simplify notation, we remove the iteration index, and we
name these approximated error matrices F k and F (l).

F k = MDk + DkM∗ + Ek for k ∈ {1 . . . K}
F (l) = MD(l) + E(l) for l ∈ Φ(ω)

(19)
Each element of F k and F (l) in (19) can be expanded easily,
since the matrices Dk and D(l) are diagonal:

fk
ij = mijd

k
jj + dk

iim
∗
ji + ek

ij for k ∈ {1 . . . K}
fij(l) = mijdjj(l) + eij(l) for l ∈ Φ(ω)
f∗

ji(l) = m∗
jid

∗
ii(l) + e∗ji(l) for l ∈ Φ(ω)

(20)
The elements at positions ij and ji of the matrix M only appear
in the equations for the elements ij and ji of the matrices F (l)
and F k. We can thus formulate an independent minimization
problem for each conjugate index pair: Jω ≈

P
i>j

Jwij
, with

Jwij
=

X
l∈Φ(ω)

`
|fij(l)|

2 + |f∗

ji(l)|
2´+ 2

KX
k=1

˛̨̨
fk

ij

˛̨̨2

The vector of unknowns for each of this subproblems is mij =`
mij , m

∗
ji

´T
. We want to find the value which minimizes Jwij

.

This is a linear least square problem, equivalent to the mini-
mization of the norm of the following vector:

fij = (f1
ij , . . . f

K
ij , fij(l1), f

∗

ji(l1), . . . fij(lNω ), f∗

ji(lNω ))T

In order to build a matrix representation of (20), we also define
the following vector and matrix:

eij = (e1
ij , . . . e

K
ij , eij(l1), e

∗

ji(l1), . . . eij(lNω ), e∗ji(lNω ))T

Dij =

 
d1

jj · · · dK
jj djj(l1) 0 · · · djj(lNω ) 0

d1
ii · · · dK

ii 0 d∗
ii(l1)· · · 0 d∗

ii(lNω )

!T

With these definitions, equation (20) can be rewritten as:

fij = Dijmij + eij (21)

And the optimum value of mij is the least square solution to:

Dijmij = −eij (22)

The resulting matrix M is used to perform the updates (17) and
(18). The updated correlation matrices will not be diagonal due
to the approximations, but they can be refined by repeating the
whole procedure until convergence. If the final correlation ma-
trices are not exactly diagonal (as is the case in practice, because
of the stochastic error in the estimation of the correlation matri-
ces), then the final result of the algorithm is biased. As in [3],
we have found that this bias does not prevent the algorithm from
achieving good separation results.

Regarding the convergence properties of this iterative pro-
cedure, experimental results show quadratic convergence con-
sistently for 2 by 2 and 3 by 3 matrices, and in most cases for
bigger matrices. The algorithm reaches stable values for W (ω)
in less than 10 iterations for the 2 by 2 case. It remains an open
issue whether this convergence can be formally proved [3].

Once W (ω) is found it can be used as the initial condition
in the execution of the algorithm for W (ω + 1). This helps
to reduce the chances of permutation inconsistencies, and also
reduces the number of necessary iterations. Unfortunately this
initialization approach links the multiplicative updates across
frequencies, leading to potential numerical problems such as
the amplification of the condition number of W (ω).

To mitigate these numerical problems, we normalize each
row of W (ω) after each multiplicative update. This normaliza-
tion replaces the one proposed in [3]. It allows the sequential
executions of the algorithm with the above initialization scheme
for thousands of frequency bins without numerical problems.

5. Performance measure
Separation performance is commonly measured using the sig-
nal to interference ratio (SIR) of the output estimates. In the
case of two source signals, the SIR across frequency reveals
the estimate permutations, allowing a qualitative analysis of the
alignment performance [6].

For a more quantitative evaluation, we use a measure of the
typical aligned region length (TARL, in frequency bins). First,
we use the knowledge of the mixing system and of the source
signals to locate the frequency bands with correctly aligned per-
mutations. Then, for each frequency bin, we take the length of
the band to which it belongs, and we average those T values:

TARL =
1

T

RX
r=1

L2
r (23)

Where T is the number of bins, R is the number of aligned
bands and Lr is the length of each of those bands.



6. Experimental results
We constructed 72 different pairs of speech signals. 24 of them
female/female, 24 male/male and 24 female/male. Each speech
signal consisted of 57.6 seconds of concatenated recordings
from a specific speaker taken from the clean test section of the
TIDIGIT database. The signals were down-sampled to 8kHz.

For the mixing system we used room response recordings
from the Microphone Array section of the RWCP Sound Scene
Database in Real Acoustic Environment, in particular from the
Echo room A (E2A), with 300 ms of reverberation time. The
two microphones are 30 cm apart, and the two sources are lo-
cated at 50 and 110 degrees with respect to the reference plane.

The STDFT analysis was done with a Blackman window of
size T=2400, a FFT frame size F=4800 bins, and a frame step
of T/2 bins. The signals were divided in K=4 non-overlapping
segments. The inter-frequency cross-correlation matrices were
estimated from the latest of these segments. The neighbor sets
were: Φ(ω) = {l ∈ {−B . . .−1} | ω + l ≥ 0}. The
parameter B is used to determine the size of the neighbour sets.
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Figure 1: SIR across frequency.

Figure 1 shows a typical example of SIR across frequency
for different experiment conditions. In the first plot inter-
frequency correlation is not used (B=0), and the iterative al-
gorithm is initialized with the identity matrix (Init=I). As ex-
pected, permutations are very inconsistent. The second plot
shows a noticeable reduction in the amount of permutation flips
when using correlation matrices between neighbor bins (B=1).

In the third and fourth plots the algorithm is initialized
at each frequency bin with the solution for the previous bin
(Init=Prev). This initialization provides a big improvement in
consistency (third plot). When cross-frequency decorrelation is
added the improvement is bigger (fourth plot).

This behavior has been consistently observed in all our ex-
periments. Figure 2 shows the average TARL across the experi-
ments for the different conditions. Note that the addition of one
more neighbor (B=2) does not consistently improve the results.

7. Conclusion
We have presented a fast algorithm for frequency domain BSS
based on the joint diagonalization of inter-frequency and intra-
frequency correlation matrices. The algorithm operates sequen-
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Figure 2: Average TARL.

tially in frequency, simplifying the optimization and allowing
the use of adequate initial conditions.

The experimental results show that both the initialization
scheme and the introduction of inter-frequency decorrelation
contribute to reduce the amount of permutation changes in the
resulting unmixing matrices obtained for successive frequency
bins. Furthermore, both contributions add up when initializa-
tion and inter-frequency decorrelation are combined.

These improvements lead to unmixing filters with wider
bands of consistent permutations. This will make the algorithm
a good complement of more robust algorithms which provide
consistent permutations in a reduced set of non-adjacent bins.
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