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Abstract

This paper presents a new approach to unit selection for 
corpus-based speech synthesis, in which the units are selected 
according to acoustic criteria. In a learning stage, an acoustic 
clustering is carried out using context dependent HMM. 
During synthesis, an acoustic target is generated and 
segmented in the required diphone sequence. For each 
diphone to be synthesized, a pre-selection module determines 
the N-best instances that match this acoustic target. From 
these candidates, the optimal unit sequence is then obtained 
by minimizing a concatenation cost through dynamic 
programming. Objective as well as subjective tests are carried 
out which shows the relevance of the proposed method.

1. Introduction

Unit selection for corpus-based synthesis approaches have 
been a subject of intensive research for many years [1], [5]. 
Theoretically, the unit selection aims to find the unit 
sequence that is the most appropriate for the text to be 
synthesized. This process is generally made by minimizing a 
given cost function through dynamic programming. 
Typically, such a function includes two kinds of costs: a 
target cost which reflects the suitability of a candidate unit to 
the synthesis context and a concatenation cost which 
measures how well potentially adjacent units can be joined. 

Moreover, the definition of such selection functions 
remains a very complicated problem. Trainable statistical 
models have been proposed for the automatic pre-selection of 
units according to a set of target symbolic descriptors [1], [6], 
[8]. However, the global optimization of a cost function 
remains difficult for two main reasons: on one hand, 
optimizing the combination of heterogeneous criteria is not 
straightforward [13], while on the other hand, defining a 
function that reflects audible mismatch between two units is 
also difficult despite numerous studies on this subject [8]. 
Thus, the main drawback of corpus-based techniques is the 
lack of control that one can have on the output speech.   

One way of improving a corpus-based synthesizer is to 
include a better acoustic control in the selection process. This 
has been done in the framework of Hidden Markov Model 
(HMM) synthesis [15], where a speech waveform is 
generated from a sequence of HMM parameters. However, 
while this technique provides a smooth acoustic target, the 
generation algorithm [14] produces a synthetic speech of low 
quality which lacks naturalness.  

In this paper, a new selection procedure is proposed. The 
HMM paradigm is used to build an acoustic target which is 
then explicitly used in a cost function during the selection 
process.

The rest of this paper is organized as follows. Section 2 
gives an overview of the proposed system. Section 3 and 4 
respectively describe the learning and the synthesis 
procedures. In section 5 synthesis results are presented while 
section 6 summarizes our major findings and outlines our 
future work.

2. System overview 

Figure 1: System overview.

Figure 1 gives a brief outline of the proposed method. In a 
training stage, the speech database is analyzed and the 
extracted spectral parameter vectors are used to estimate 
monophone HMMs. Then context dependent senone models 
are built through a clustering procedure based on decision 
trees. In the synthesis stage, context dependent senone 
models are determined according to the text to be synthesized 
and an acoustic target is generated from these HMM 
parameters using a smoothing algorithm [14]. This acoustic 
vector sequence is segmented into diphone-like units and 
used as a target cost by a pre-selection module. From this set 
of candidate units, the optimal diphone sequence is 
determined by minimizing pitch discontinuities. Finally, the 
selected units are concatenated and pitch smoothing is 
performed when necessary.  
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The proposed method was tested in two configurations. In 
the first one, the acoustic parameters contain only spectral 
information, namely the Mel Frequency Cepstral Coefficients 
(MFCC), hence its name HMM-MFCC. In the second 
configuration, hereon called HMM-MFCC-F0, the pitch 
information is added to the spectral parameters. 

3. Acoustic clustering 

In this section, a description of the acoustic clustering 
procedure is given in the case of the French language. For 
this purpose, a database dedicated to corpus-based speech 
synthesis is used, which contains about 7.5 hours of speech 
sampled at 16 kHz. The phonetic transcription associated to 
each sentence was manually checked. The number of 
phonemes is 37 including three types of silences, namely 
beginning, ending and pause silences. 

For the first configuration (HMM-MFCC), the speech 
database is first analysed in order to extract feature vectors 
comprising 12 MFCC, energy, and the first and second 
derivatives of these parameters. This analysis is carried out 
using 20 ms frame duration with a uniform 5 ms frame step. 
These 39-dimensional vectors are then used in combination 
with phonetic labels to train a set of monophone HMMs. 
These HMMs are three state left-to-right models with no skip. 
For each state the observations are modelled by a single 
Gaussian distribution with a diagonal covariance matrix.

The obtained monophone models are then cloned to 
produce triphone models for every distinct triphones in the 
training data. The transition matrix remains tied across all the 
triphones of each phone. These triphone models are re-
estimated with the embedded training version of the Baum-
Welch algorithm. The clustering is carried out by generating 
a decision tree for each state of each phoneme using a 
standard maximum likelihood tree growing procedure 
detailed in [11]. The splits are made using a large list of 
questions including immediate phonetic context as well as 
other linguistic information (melodic marker and syllabic 
position of the phoneme). This acoustic clustering was 
implemented using the HTK software [9] which was modified 
in order to take into account the linguistic questions described 
above.

The two clustering parameters used to stop the tree 
growth are to ensure that each node may address a minimum 
of 50 speech segments and a minimum increase in log-
likelihood per split. The number of the resulting terminal 
nodes is different for each phone trees (approximately 500 
terminal nodes per tree).

For the second configuration (HMM-MFCC-F0) the only 
difference is that the feature vectors contain the 12 MFCC, 
energy, pitch and the first and second derivatives of these 
parameters. Otherwise, the training and the classification are 
the same as in the first configuration. 

4. Unit selection procedure 

4.1. Target generation

In the synthesis part, the text to be synthesized is converted 
into a phoneme sequence. For each of these phonemes, the 
trees corresponding to each state are run through in order to 
locate the appropriate sequence of senone models.

Before generating an acoustic target, a duration must be 
assigned to each senone model. Numerous duration models 
have been proposed such as [3], [12]. In this paper, the model 
developed in [4] was used to predict phonemic duration. In 
order to assign a duration for each state i of a given phone 
model , one needs to evaluate the relative duration of this 

state i  given by the following equation:   
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where iia is the prior probability to remain in state i for 

model . Duration of state i of the considered model  is then 
given by 

dd ii ,                                                               (2) 

where d is the predicted phonemic duration value. Knowing 

id , it is straightforward to determine the numbers of 

acoustic frames of the state i for the considered model .
Given the acoustic models associated to the senone 

sequence and the duration of each senone model, in the case 
of the first configuration (HMM-MFCC), a sequence of 
acoustic target vectors containing 12 MFCC coefficients as 
well as energy is generated using the algorithm described in 
[14]. In the second configuration (HMM-MFCC-F0), the 
generated vectors contain 12 MFCC, the energy and the pitch 
values.

Note that the obtained acoustic target can be used for any 
kind of synthesis unit (eg diphones, half-phones, senones, 
syllables, …). The only operation to carry out is to segment 
the target according to the desired synthesis units. Figure 2 
illustrates the target segmentation in the context of diphone 
selection for the French word "bonjour" which means "good 
morning" in English. First, given the duration of each senone 
the phone borders are found. Then the diphone borders are 
fixed at the centre of each phone.

Figure 2: Acoustic target generation for the word 
"bonjour".
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4.2. Selection

This section describes the unit selection procedure for 
diphone units. As pointed out previously, the same 
methodology is possible for any kind of units. The basic 
principle is to compare, for each diphone to be synthesized, 
the instances of this diphone to the corresponding target 
segment by means of a Dynamic Time Warping (DTW) 
algorithm. This algorithm, which is implemented using type I 
constraints, generates an alignment path without right angles 
and whose end-points are mutual comparisons of the initial 
and final frames. The global distance between both signals 
equals the average of the local distances in the alignment path 
multiplied by the ratio of the longest duration to the shortest 
duration. This global distance thus penalizes relative 
differences in duration between the two compared signals. 
The N (typically 20) instances which leads to the lowest  
DTW distances are retained, and a dynamic programming 
search on the resulting candidates is performed. The latter 
consists to select the instance sequence which minimizes the 

pitch distortion 0f calculated as the difference between the 

pitch value of the last frame of the first unit and the first 
frame of the second unit. 

5. Experiments and results

The method proposed in this paper was tested on the speech 
database presented in section 3. The proposed selection 
method (with the two configurations) was compared against 
France Telecom selection procedure. The comparison was 
carried out through perceptual and objective tests. 

5.1. Perceptual tests 

A perceptual evaluation is carried out in order to compare the 
proposed methods against the unit selection procedure 
implemented in the France Telecom reference speech 
synthesis system (herein referred to as FTR&D). Note that 
the implemented unit selection algorithm in the FTR&D 
system is mainly based on symbolic information such as 
linguistic and prosodic tags [2]. So the main comparison 
essentially concerns the use of acoustic information versus a 
large set of symbolic information in the selection process. In 
the three cases, pitch and energy smoothing are not applied 
when concatenating speech units. For this test, 20 
phonetically balanced sentences are synthesized by the three 
methods. The resulting 60 utterances are then evaluated by a 
group of 16 naïve listeners. Each listener is played the 60 
utterances in a random order and is asked to rate the 
perceived speech quality on a 5 level scale, following the ITU 
P800 ACR formal test proposal, where 1 corresponds to "very 
poor", and 5 refers to "very good".  

Selection methods MOS

FTR&D  3.13 

HMM-MFCC  2.77 

HMM-MFCC-F0 3.15 

Table 1: MOS obtained by the three tested methods. 

Results presented in Table 1 show that FTR&D and 
HMM-MFCC-F0 methods received approximately the same 

score. However the first configuration (HMM-MFCC) was 
given a lower score and the main defaults in the sentences 
obtained by this method were essentially attributed to pitch 
discontinuities. Thus, from this experiment it appears that a 
purely spectral target cost is not advisable as it does not 
include any control of the prosody during the pre-selection 
process.

A more thorough analysis of these subjective results was 
also undertaken by considering the notes of each sentence 
once averaged among all listeners. Indeed, it was observed 
that for two sentences the HMM-MFCC-F0 method was 
preferred to the FTR&D method with a MOS difference 
greater than 1.0. For these particular sentences, problems 
essentially occurred at concatenation instants and were 
attributed to spectral mismatch. On the other hand, there was 
only one sentence for which the MOS was higher for FTR&D 
method with a difference of more than 1.0. For this sentence, 
a pitch discontinuity was observed. This preliminary analysis 
seems to show that the HMM-MFCC-F0 offers a better 
spectral continuity while decreasing pitch continuity. 

5.2. Objective evaluation 

In order to get further insight on the performance of the 
proposed method, an objective evaluation was also 
undertaken. This test only deals with the evaluation of 
distortion at concatenation instants. To quantify these 
distortions, a measure similar to [8] is introduced: 

n
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where e is the difference between the n-dimensional MFCC 
parameter vector of the last frame of the first unit and the first 

frame of the second unit and P
i  and P

i  denotes the ith

component of respectively the mean vector and the diagonal 
covariance matrix of e for the concerned phoneme P where a 
concatenation occurs.  

The test corpus contains 1000 sentences taken from the 
corpus Le Monde. Each sentence is synthesized respectively 
with the current FTR&D unit selection module and the two 
configurations described in this paper.

Selection methods MFCC MFCC

FTR&D 4.74 3.38 

HMM-MFCC 3.76 2.66 

HMM-MFCC-F0 3.87 2.69 

Table 2: Means and variances of MFCC distances at 
concatenation instants for the three tested methods. 
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Figure 3:  Distortion histograms for the three tested 
methods.  

Figure 3 depicts the distortion histogram of each method, 
and shows that the sentences synthesized by the proposed 
method in both configurations exhibit on average lower 
discontinuity measures than those obtained with the FTR&D 
method. These results are confirmed by the means and 
variances of each method presented in table 2. Furthermore, 
the slight differences in means and variances between the 
proposed configurations lie in the addition of the pitch 
information: the second configuration loses some spectral 
continuity while increasing pitch continuity.  

6. Conclusion

In this paper, a new method was presented for unit selection 
based on acoustic target criterion. The proposed method was 
tested in two configurations. Synthetic speech produced by 
the second configuration, were the pitch information was 
taken into account, compared favourably to the method 
currently used in France Telecom TTS system. Interestingly, 
the proposed algorithm was found to drastically reduce 
audible distortions in the output speech. On the other hand, 
the first configuration seems to offer a batter spectral 
smoothing.      

Future works will be also directed towards the 
combination of this method with a pre-selection module 
based on symbolic information so as to reduce the 
computational complexity of the N-best candidate 
determination. Moreover, further research is needed in order 
to improve the acoustic control especially upon prosodic 
parameters. 
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