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Abstract
We describe the development of a multistream HMM based
audio-visual speech recognition (AVSR) system and a new
method for integrating the audio and visual streams using frame
level posterior probabilities. This is compared to the stan-
dard feature concatenation and weighted product methods in
speaker-dependent tests using our own multimodal database, by
examining speech recognition robustness to corruption in either
stream. For corruption in the audio stream we use additive noise
at different SNR levels, and for corruption in the video stream
we use MPEG4 compression at different bitrates as well as im-
age blurring using Gaussian filters. We provide very promising
results which demonstrate the robustness of the new method.

1. Introduction
As early as 1984, Petajan [1] demonstrated that the addition
of visual information can enable improved speech recognition
accuracy over purely acoustic systems, as visual speech pro-
vides information which is not always present in the audio sig-
nal. Some phonemes which are difficult to distinguish between
(for example /s/ and /f/), may have very different associated
visemes. In situations where there is corruption in the audio sig-
nal the use of visual features can provide improved robustness,
as the video signal will be unaffected by acoustic noise. Most
audio-visual systems to date have only considered corruption in
the audio signal, but we consider corruption in either signal.

Audio and video information can be integrated by feature
fusion [2] or by decision fusion. Feature fusion assumes depen-
dence between the audio and video streams and allows mod-
elling of their correlation. Decision fusion assumes indepen-
dence between the two streams and is performed by combin-
ing the results of separate classifiers for audio and video. Such
classifiers may be artificial neural networks (ANNs) [3, 4], mul-
tistream hidden markov models (MSHMMs) [5, 6, 7, 8], or
ANN/HMM hybrids [9]. The MSHMMs in these cases use two
HMM models to hold the audio and video streams.

When both streams are uncorrupted, the audio features will
provide better speech classification than the video features, so
by using fixed fusion weights [5, 6] favouring the audio fea-
tures, the combined recognition accuracy can be increased. If
the audio stream becomes corrupted however, such a system
will perform poorly, thus many systems have tried to estimate
suitable weights dynamically. This has been done by estimating
the audio signal-to-noise ratio (SNR) [3], examining the poste-
rior probabilities [4, 7, 9] and examining the class-conditional
likelihoods at frame level [8].

The method that we propose, differs from these methods
in that instead of estimating suitable weights, it will attempt

to select an optimal combination of the streams by examining
the maximum frame level posterior probabilities generated by
certain combinations. We refer to this method as maximum
stream posterior (MSP). Operating at frame level should make
the method more robust to non-stationary noise which can vary
over the duration of an utterance.

This paper is organized as follows: in Section 2 we de-
scribe the process of extracting features from the audio and
video streams. Section 3 introduces our proposed new audio-
visual integration method and two existing standard methods
for comparison. Section 4 provides results from the application
of these methods to speaker-dependent tests on our own multi-
modal database, and Section 5 summarizes this paper.

2. Audio-visual feature extraction
The audio feature extraction process is standard. The features
are extracted using a 30 channel filter bank from which 15 mel-
frequency cepstral coefficients (MFCCs) are taken. We also ex-
tract the 15 corresponding dynamic features (deltas calculated
over 5 frames) to form the final 30-dimensional audio feature
vectors.

The visual feature extraction stage required the develop-
ment of a new process. The first stage of this process is the
extraction of the normalized region of interest from the video
stream. A face tracker was developed that used image tem-
plates of a speaker’s eyes and nose to track the movement of
that speaker’s face within the video frames. The mouth region
is then extracted, making corrections for scale and rotation us-
ing measurements from the coordinates of the eyes and nose.

The next stage is to convert the image of the lips to a geo-
metric model. The mouth region image is processed to create
an image which highlights the lips, i.e., the intensity of each
pixel corresponds to the probability of that pixel belonging to
the speaker’s lips. From experimentation we found that hue ×
saturation produced the best results for our data. This image
is then used to deform an active contour based model of the lips
as shown in Figure 1, using the algorithm described in [10].

Measurements (in pixels) are then made of the lip model to
create the visual feature set. These measurements are shown in
Figure 1 as w, h1, h2, h3, h4. The area of the shaded region
is also calculated and used, as is an estimation of the presence
of teeth. This is calculated by examining the saturation value of
the pixels within the shaded region, and counting the number of
pixels whose saturation value exceeds a certain threshold. Fi-
nally, for each of the 7 visual features, dynamic features (i.e.
first derivatives) are calculated to give a total of 14 visual fea-
tures.

The video frames are typically 25Hz (PAL) or 29.7Hz
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Figure 1: From left to right: an active contour deformed around
the lips, the horizontal edges found within that, and the final lip
model

(NTSC) so cubic interpolation is used to increase the sample
rate of the visual feature frames, so that they can be merged
with the audio feature frames which are typically 100Hz.

The visual features generally have considerably larger
ranges than the audio features, and would therefore produce
smaller Gaussian mixture probabilities which could cause prob-
lems in integrating the two streams because there may be a bias
towards the audio stream. To rectify this, we standardize all the
extracted audio and video features. This is done by analysing
each of the features across all the training data for a given ex-
periment and calculating its mean and standard deviation. Then
for each occurrence of that feature in both the training and test-
ing data we subtract the mean and then divide by the standard
deviation, so that every feature has a mean of 0 and a standard
deviation of 1. Preliminary experiments without this normaliza-
tion stage produced poor results.

3. Audio-visual integration
The following three methods described in this section have been
implemented in our AVSR system. The first two are standard
and used for comparison, and the third is our proposed new
method.

3.1. Feature concatenation

This method uses a traditional HMM classifier on the feature
vector formed by concatenating the audio and video feature vec-
tors:

oAV
t = [oA

t , oV
t ] (1)

where oA
t and oV

t are the audio and video feature vectors for
frame t (from here on in this paper t is dropped for clarity). If
we assume independence of audio and video, the likelihood of
observing feature vector oAV given state s is simply:

P (oAV |s) = P (oA|s) · P (oV |s) (2)

3.2. Weighted product

This method uses a state-synchronous multistream HMM,
where the observation likelihood is simply the weighted product
of the individual observation likelihoods of the audio and video
streams. Because the audio and video streams are of different
dimensions, it may be necessary to first normalize the individ-
ual observation likelihoods according to their dimensionality as
follows:

P (oAV |s) = P (oA|s)
1

dA · P (oV |s)
1

dV (3)

where dA and dV are the dimensions of the audio and video
streams respectively. We also use stream exponents γA and γV

to capture the relative reliability of the audio and video streams,

and these are applied as follows:

P (oAV |s) = P (oA|s)
γA

dA · P (oV |s)
γV

dV (4)

For our experiments we have used γA = 0.7 and γV = 0.3 as
used previously by [5, 6].

3.3. Maximum stream posterior

The ideal audio-visual integration system should meet two cri-
teria for speech recognition performance: firstly, to outperform
either stream on its own for low levels of corruption in ei-
ther stream, and secondly, in cases where one stream is highly
corrupted, it should perform similarly to the remaining clean
stream. Most existing methods seek to satisfy these criteria
by using dynamic weights which alter depending on the esti-
mated relative reliability of each stream. However, our pro-
posed method seeks to find the best combination of the two
streams, subject to a criterion. When there are only low levels of
corruption in either stream the best combination would be oAV .
When the audio stream is highly corrupted (i.e., it contains lit-
tle or no useful information), the best combination would be
the video stream oV on its own, and likewise when the video
stream is highly corrupted, the best combination would be the
audio stream oA on its own.

Assuming an HMM is used to model an utterance, we can
use Bayes’ theorem to calculate the posterior probability of state
s given the combinations oA, oV and oAV :

P (s|oA) =
P (oA|s)

1

dA P (s)
∑

s′ P (oA|s′)
1

dA P (s′)
(5)

P (s|oV ) =
P (oV |s)

1

dV P (s)
∑

s′ P (oV |s′)
1

dV P (s′)
(6)

P (s|oAV ) =
P (oA|s)

1

dA P (oV |s)
1

dV P (s)
∑

s′ P (oA|s′)
1

dA P (oV |s′)
1

dV P (s′)
(7)

where P (s) is the prior probability of state s, which in our
implementation is assumed to be uniform. We include the ex-
ponents for normalizing according to the dimensionality of the
feature streams. Assuming that the least corrupted combination
produces maximum likelihood ratios between the correct and
incorrect states, then selecting the maximum of the stream pos-
teriors (defined in Equations 5, 6 and 7) is likely to obtain the
least corrupt combination because these posterior probabilities
can each be written in a form of likelihood ratios between the
states. For example, in the case of stream oA we can rewrite
Equation 5 as:

P (s|oA) =
P (s)

P (s) +
∑

s′ �=s P (s′)P (oA|s′)
1

dA

P (oA|s)
1

dA

(8)

For correct state s the likelihood ratios in the denominator:
P (oA|s)1/dA

/
∑

s′ �=s P (oA|s′)1/dA

, and hence the stream

posterior P (s|oA), are likely to be maximized for the least cor-
rupt combination. We therefore choose the stream posterior for
recognition as follows:

P̂ (s|oAV ) = max[P (s|oA), P (s|oV ), P (s|oAV )] (9)

The selected stream posterior P̂ (s|oAV ) will be incorporated
into the HMM as an approximation of the state-related emission
probability.



Figure 2: Samples from the multimodal database.

4. Database and experiments
To test this system we recorded a new multimodal database
called QUMUD (Queen’s University Multimodal Database).
The data collected comprised of 10 speakers (6 male and 4 fe-
male, with a mixture of skin tones), repeating the digits (“zero”
to “nine” and “oh”) 10 times each. All data for each speaker
was recorded in a single session, and effort was made to keep
the ambient lighting consistent and the background noise to a
minimum. The digits are separated by pauses and thus are con-
text insensitive. The videos were recorded using a digital video
(DV) camera and high quality microphone. The format of the
video signal is 720x576 at 25Hz (PAL). Some samples from this
database are shown in Figure 2.

All the experiments performed were speaker-dependent, us-
ing 60% (i.e., 6 out of the 10 repetitions of each digit) of a
speaker’s data for training, and the remaining 40% for testing.
All HMM/MSHMM models use 16 states and 1 mixture per
state. An overall score is obtained by averaging across the 10
speaker-dependent scores.

Testing with just the clean audio features gave 100% accu-
racy for all 10 speakers which is typical for speaker-dependent
small vocabulary speech recognition. Testing with just the clean
visual features gave an average accuracy of 83.4%. Based on
this result and through manual observation, we can conclude
that the visual feature extraction process works well. One of
the speakers however, had very dark skin which caused the lip
model to frequently fail to identify the lips, and their individual
score was only 50%.

To examine the effect of corruption in the audio stream, ad-
ditive white noise was added to the testing samples at 7 differ-
ent SNR levels (0dB to 30dB). Recognition accuracy results are
shown in Figure 3 for audio and video separately, as well as the
three integration methods described in Section 3. It can be seen
that the audio features alone give almost perfect accuracy at the
highest SNR level, but the accuracy level at the lowest SNR
level is approximately random. The video features alone are of
course unaffected by the audio stream corruption and thus pro-
vide a constant 83.4% average accuracy. The feature concate-
nation and weighted product methods perform very similarly.
Both outperform audio or video alone for SNR values greater
than or equal to 15dB, but perform poorly for low SNRs. The
proposed maximum stream posterior method performs well for
all SNR levels.

A digital video recording is unlikely to suffer from noise
in the same way that an audio recording does, so it is not ap-
propriate to model corruption in the video stream by adding
random noise. Instead we use 2 different methods: video com-
pression and image blurring (Figure 4). The video compres-
sion method represents a possible real world scenario that an
AVSR system might have to cope with if the video was be-
ing streamed over the internet or taken from a mobile phone.
The Microsoft MPEG4 codec was used to compress the video
files in the database to 8 different bit rates (between 4kbps and
512kbps). Image blurring represents real world situations where
the video camera loses focus on the speaker (many webcams

Figure 3: Recognition accuracy at different levels of audio cor-
ruption.

Figure 4: From left to right: an original video frame, the
same frame compressed (MPEG4 at 4kbps), and the same frame
blurred with a Gaussian filter with a standard deviation of 12.

must be manually focused) or situations where the speaker is
far away from the camera. In such a situation the portion of the
video signal containing the speaker’s mouth will be very small
and may have to be interpolated to a higher resolution to work
with a lip feature extraction system. The videos were blurred
using Gaussian filters with 10 different standard deviation val-
ues. For both methods, the corruption levels used were chosen
to produce a full range of ‘video only’ recognition accuracies
from approximately random to optimal.

It can be seen from Figures 5 and 6 that the feature con-
catenation and weighted product methods perform very simi-
larly with both types of video stream corruption. These meth-
ods both work well for low levels of video stream corruption,
but perform badly at high levels. For both types of video stream
corruption the maximum stream posterior method works almost
perfectly and consistently utilizes almost the full accuracy of the
uncorrupted audio stream.

In Figure 3 it can be seen that the feature concatenation
and weighted product methods outperform either stream on its
own for low levels of corruption, but when either stream is
highly corrupted (Figures 3, 5 and 6) these methods perform
very poorly. The maximum stream posterior method however,
outperforms either stream on its own for low levels of corrup-
tion, and performs well when either stream is badly corrupted.
This implies that for low levels of corruption, the method usu-
ally correctly selects oAV as the best combination, and also for



Figure 5: Recognition accuracy at different levels of video com-
pression using the MPEG4 codec.

high levels of corruption in either oA or oV the method usually
correctly selects the remaining clean stream on its own. It ap-
pears the method does not perform as well with corrupted audio
as with corrupted video, which may be indicative of an inherent
difference between the audio and video features, or may mean
that the performance is limited by the accuracy of the remaining
clean stream.

5. Conclusions
In this paper we have presented a new method - maximum
stream posterior, for the task of audio-visual integration in
an AVSR system. The new method has been implemented
and tested using our own multimodal database, and we have
provided very promising results from speaker-dependent tests
which demonstrate this method’s robustness to different levels
and types of corruption in either the audio or video streams, as
well as its ability to outperform other standard methods.

6. Future work
We will be testing the new method on a larger dataset, which
will enable us to do speaker-independent tests. We also in-
tend to investigate the robustness of the method in situations
where the lip feature extraction process has difficulty locating
the speaker’s mouth, as may be the case when the speaker’s
head is moving significantly.
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