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Abstract
Proper data selection for training a speech recognizer can be im-
portant for reducing costs of developing systems on new tasks
and exploratory experiments, but it is also useful for efficient
leveraging of the increasingly large speech resources available
for training large vocabulary systems. In this work, we investi-
gate various sampling methods, comparing the likelihood crite-
rion to new acoustic measures motivated by work in child lan-
guage acquisition. The acoustic criteria can be used with or
without pre-existing transcriptions or models. When applied to
the problem of selecting a small training set, the best results
are obtained using modulation spectrum features and a discrim-
inant function trained on child vs. adult-directed speech. For
large corpora, none of the methods outperforms random sam-
pling, but reduced training costs are obtained by using multi-
stage training and initializing with the small corpus.

1. Introduction
With increased availability of speech resources, transcribed and
untranscribed, the question of how to choose data for training
speech recognizers is of increasing importance. Data selection
may be important either because of limitations in computing for
training, or because of cost limitations when the data is not tran-
scribed. Even when high computational costs can be tolerated
for the final system design, a lower cost paradigm is critical for
reducing experiment turnaround time for developing novel tech-
niques, where many experiments may be required to carefully
assess an idea. In addition, it is of interest to develop methods
that allow incorporation of increasing data sets at a lower cost
than training from scratch.

In this paper, we look at different criteria for sampling and
use of sampling in multi-stage training, with these different
goals in mind. We build on insights from language acquisi-
tion. Studies on infant-directed speech suggest that its prosodic
features attract and hold infant attention, and that the phonetic
cues are exaggerated, making them more discriminable to in-
fants. The relatively high proportion of good exemplars that
children are exposed to help them learn prototypes of basic
speech sounds [1]. As children further develop, they are ex-
posed to increasingly more vocabulary items, more complex ut-
terances and speech from more varied sources (different peo-
ple, different media). Similarly, adult learners of a new lan-
guage typically initially learn from simple, hyperarticulated ut-
terances. In other words, the variability in the training mate-
rial is increased gradually. One can argue that this strategy also
makes sense from a statistical learning perspective: if utterances
are weighted towards the more prototypical examples, then the
data will have less variance and will presumably be less sensi-
tive to problems of local optima and hence give a better initial
model.

Early work in training data selection focused on using data
identified as useful for refining an existing system [2], where
a useful utterance was one which had a high word-error rate
from an available recognition model, and low confidence (or
per-frame likelihood) was used as an approximation for the case
where the data was not already transcribed. Other work applied
a similar algorithm to an utterance identification task in an ac-
tive learning paradigm [3]. These examples, and other work
using a boosting approach to training [4], differs from our prob-
lem in that their goal was to pick data to augment an initial
set or improve an initial classifier, whereas our goal is to find-
ing a good initial set for two reasons. First, it has been shown
that several novel approaches in acoustic modeling developed
on a small CTS task do transfer to a larger set [5]. Second, we
conjecture that initializing training for a large task with a good
acoustic model trained on a smaller amount of data will reduce
training costs and potentially also lead to higher performance
systems compared to training from scratch.

This paper is organized as follows. Section 2 describes the
sampling algorithms and utterance-level features used for sam-
pling. Section 3 gives results on utterance classification of adult
vs. infant-directed speech on data that was used in initial fea-
ture set design. Section 4 explains the experimental setup, and
Sections 5 and 6 report experimental results of training set sam-
pling for small and large CTS tasks and for two-stage training.
Finally, conclusions are given in Section 7.

2. Training data sampling
2.1. Sampling algorithm

Our sampling methods are based on one-dimensional features
defined for each utterance. Based on the feature, utterances in
the training set are classified to three equally sized classes of
“lowest”, “middle”, and “highest”. Then, the desired amount
of data is randomly selected from a class. Various types of the
utterance features are investigated and compared to a random
sampling baseline.

2.2. Utterance features for sampling

The following one-dimensional features are used as the sam-
pling criteria.

LL Average per-frame log acoustic likelihood using state as-
signments determined by forced alignment to the refer-
ence transcript.

F0 Average fundamental frequency. Only voiced segments
are used. Before the features are calculated for utter-
ances, the fundamental frequency is normalized for each
speaker.

EN Average log energy. Before the features are calculated for
utterances, the energy is normalized for each speaker.
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MS LDA score for classification of infant-directed vs. adult-
directed speech using modulation spectrum features.

LL is ASR model-based, and the others are acoustically-
based features. LL is included in part because it has been used
in other sampling work, and in part because it can be an indica-
tor of “representative” utterances in that higher log likelihood is
an indicator of utterances that are closer to the mean. However,
there are some limitations of the LL measure. First, it cannot be
used for the task of selecting data to transcribe, since it requires
transcriptions for forced alignments. Second, there is a bias
introduced by using a previously trained ASR model to deter-
mine what is prototypical. Hence, we were interested in seeing
whether acoustically-based criteria could be used successfully
in selection.

The acoustic features are motivated in various respects by
child language acquisition, with the goal of identifying ut-
terances that include more prototypical realizations of speech
sounds. F0 and EN are motivated by findings that infant-
directed speech tends to be more prototypical and that it is
associated with exaggerated prosodic cues. In addition, it is
well known that F0 and energy are important cues to empha-
sis, which again tends to be associated with more clearly ar-
ticulated speech sounds. MS is motivated by pilot work for
visualizing differences between clear and sloppy speech [6].
The modulation spectrum is obtained by applying the Fourier
transform to each frequency bin of a sequence of short term
power spectra estimates. It is a two dimensional matrix with
frequency and modulation axes. Figure 1 shows the difference
of the infant-directed and adult-directed speech by subtract-
ing averaged modulation spectrum for adult-directed speech
from infant-directed speech. The analysis indicates that infant-
directed speech tends to have more energy at high modulation
frequencies in the low formant regions, but also in high fre-
quency regions. A linear discriminant function is trained using
infant-directed and adult-directed speech as the binary target
and their modulation spectrum as the input. MS is the score
of the function.
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Figure 1: Difference of infant-directed and adult-directed
speech. Lighter regions signify more energy.

3. Classification of speaking style
The parameters of the linear discriminant function used for
the MS feature were estimated using a corpus of 4.4k infant-
directed and 4.2k adult-directed utterances [7]. The sampling
frequency of the input waveform is 8k Hz and the first Fourier

transform used a 128 sample window width with 75% overlap.
Modulation is calculated over an utterance. Due to different ut-
terance lengths, the resulting modulation spectrum has variable
resolutions in modulation frequency. This matrix is averaged
and decimated to obtain a fixed, low-dimension (5 � 5) matrix
suitable for use with a linear discriminant functions.

Table 1 shows the classification error rate for recogniz-
ing adult- vs. infant-directed speech using linear discriminant
functions using 10-fold cross-validation. Results for the mod-
ulation spectrum are included together with those for other
acoustically-based utterance features and their combinations. In
this task, the modulation spectrum gave 23.7% error compared
to 49% chance. The lowest error rate (16.2%) was obtained by
combining F0, energy and modulation spectrum features.

Table 1: Utterance features and the classification error rate.
Feature Error
F0 21.0
EN 40.3
MS 23.7
F0+EN 18.7
F0+MS 17.2
EN+MS 23.0
F0+EN+MS 16.2

4. Experiment paradigm
4.1. HTK-based system

A small CTS task defined in [5] was used to evaluate our meth-
ods with the HTK toolkit [8] based recognition system. A train-
ing set for acoustic modeling consisted of approximately 32
hours of speech (16 hours for each gender) coming from a mix-
ture of Fisher and Switchboard training utterances. This base-
line training set was selected by uniformly sampling the Switch-
board and Fisher training sets, with the constraint that the two
sources would comprise roughly 40% and 60% of each 16 hour
subset, respectively. In the following experiments, the male part
of this baseline training set was used and compared to various
kinds of subsets from the same corpora.

The acoustic features were 12 PLP and energy with the first
two derivatives, computed with vocal tract length normalization
and mean and variance normalization. Tied-state triphone mod-
els with 2k states and 32 mixtures per HMM state were trained
using the typical HTK “recipe” of initializing triphones from
monophones, clustering single Gaussian triphones, and gradu-
ally increasing the number of mixtures after clustering. Models
are updated with 5 iterations of EM training at each step.

The male subset of the small CTS task consists of 35 min-
utes and 32 minutes of data for tune and test sets, respectively.
They were selected from the RT03 evaluation test set based
on constraining the out-of-vocabulary rate. This evaluation set
contains about the same number of utterances from the Fisher
and Switchboard corpus. The dictionary for decoding is based
on the 1k-word vocabulary with the highest frequency and con-
tains multi-words and multiple pronunciations, so the overall
size is 5.1k. A bigram language model made by projecting the
2004 CTS evaluation LM onto the 1k vocabulary was used.

4.2. Decipher-based system

In order to investigate how the sampling based methods work
in scaled up conditions, Decipher [9] based systems were also



used. The baseline training sets were randomly sampled from
the Fisher and Switchboard corpus as for the HTK-based sys-
tem. The test set is the RT04 DevTest set. The dictionary is
based on 38k-word vocabulary and having 83k entries including
multi-words and multiple pronunciations. Decoding involves
rescoring a lattice of initial pass hypotheses with a speaker-
adapted model (MLLR) and a 4-gram language model. Note
that this system is different from the standard SRI recognition
system in that it has only PLP cross-word triphone models and
only ML training is used.

5. Sampling for data selection
5.1. Small vocabulary results using HTK

For each of the utterance-level features, utterances from the
Fisher and Switchboard corpora were sorted and partitioned
into three subsets based on increasing feature ranges: “lowest”,
“middle”, and “highest”. These ranges were chosen so that the
subsets were the same size in terms of duration. For each sub-
set, 16 hours of segments were randomly selected as training
data. The ratio of durations of the two corpora within each of
the sampled sets was kept the same as the baseline training set.
Table 2 shows the WER of the models trained using the subsets.
In the table, “Baseline” is the baseline using the random sam-
pling. Generally speaking, the sampled subsets from the mid-
dle classes worked better than those from the lowest or highest
classes, regardless of the scoring methods. All the samplings
from the the middle classes gave lower WER than the baseline,
and among these MS gave the best result of 2.4% relative WER
reduction. For the MS feature, higher value meant that the ut-
terance sounds more like infant-directed. For HMM training,
however, it can be seen that utterances with mid-range features
are more useful than higher scoring utterances that we presumed
to be hyperarticulated. Either hyperarticulation is not as useful
in machine learning as it is for human language learners, or the
high MS score is capturing something other than hyperarticu-
lation. The combination of F0, EN, and MS, which led to bet-
ter classification of infant- vs. adult-directed speech, was also
tested but it did not lead to lower WERs.

Table 2: Sampling criteria and resulting WER.

Scoring measure lowest middle highest
Baseline 41.4
LL 41.6 41.1 41.7
F0 41.3 41.0 41.1
EN 42.7 40.8 42.7
MS 41.1 40.4 41.9
F0+EN+MS 41.1 41.0 41.4

5.2. Large vocabulary results using Decipher

Both male and female triphone models were trained respec-
tively using 16 hours of the sampled training set. In the de-
coding, the system automatically decided which model to use
based on a Gaussian mixture model. Table 3 shows the WER of
the subsets from the middle classes. As can be seen, the feature-
based sampling also results in lower WER than the baseline in
this experiment using the large vocabulary Decipher systems.
However, the LL criterion gives better results, perhaps because
of the match to the Decipher models. The gain for female speak-
ers is smaller than for males, which may be related to the lower
baseline error for females.

Table 3: WER for large vocabulary recognition using Decipher.

Sampling measure WER
Baseline 26.1
LL 25.7
F0 25.9
EN 25.7
MS 25.9

Table 4 shows WER with different amounts of training data.
In this experiment, acoustic models were trained using utter-
ances only from Fisher corpus given by male speakers. The
subsets were sampled from the middle classes. As can be seen,
the score-based alternatives are not better than random sampling
when the data size is large.

Table 4: WER with different data sizes using Decipher system.

Sampling measure 16h 32h 64h
Baseline 27.4 25.5 23.8
LL 26.9 25.1 24.1
F0 27.1 25.2 23.9
EN 27.2 25.7 23.9
MS 26.9 25.5 24.0

6. Sampling for two stage training
After developing a new technique on a small task, it is still nec-
essary to train a model on a much larger set to build a state-of-
the-art system. Usually, acoustic models are trained using a lo-
cally optimal iterative method like the EM algorithm. By using
an initial model trained on the best subset, the final model may
avoid problems of local optima and require less training time
(lower computational cost). To improve efficiency and hope-
fully performance, two-stage training methods are investigated.
Figure 2 shows the procedure of conventional one-stage train-
ing and proposed two-stage training. In these experiments, the
decision tree designed in stage 1 is fixed in stage 2, though the
distributions are re-estimated. The experiments are designed
to answer two questions: 1) Does two-stage training with in-
creased amounts of data in the second stage yield improved
performance over one-stage training? 2) Is it useful to constrain
model means to the prototypes learned initially and update only
the variances?

Monophone

  Triphone

Triphone
with GM

Triphone
with GM

Monophone

  Triphone

Triphone
with GM

Train
Set 2

Train
 Set

One-stage Training Two-stage Training

1st stage 2nd stage

Train
Set 1

Figure 2: One-stage and two-stage training procedure.



6.1. Results using HTK-based systems

For two-stage training, 48 hours of training data were randomly
selected as a full set. Acoustic models trained on the 16 hour
subset of the middle classes were used as the initial model, and
their parameters were updated using two EM iterations in the
second stage. Both the one-stage and two-stage models had
2k states and 32 mixtures per HMM state. Two types of EM
training were conducted: updating only variances vs. updating
all the parameters. Note that the subset used to train the initial
model was not added in the second stage to keep the experimen-
tal condition the same among the sampling methods excepting
the parameter initialization.

Table 5 shows the WER. The baseline “one-stage” model
was trained from scratch on the 48 hours of the full set. While
some models gave slightly better results when only variance
was updated, it was more often better to update all parameters.
When all parameters were updated, all two-stage strategies im-
proved performance over the one-stage baseline. As before in
the HTK-based experiments, the MS-based initialization gave
the best result. The computation time of these two-stage EM
training was only 40% compared to one-stage training.

Table 5: WER of one vs. two-stage training using HTK, with
and without update constraints.

Sampling var all
One-stage 41.0
Random 41.6 40.9
LL 41.4 40.6
F0 40.6 40.7
EN 40.3 40.5
MS 41.5 40.1

6.2. Results using Decipher-based systems

The two-stage training strategy was also evaluated using the De-
cipher system using 32 hours of training data in the first stage
and 64 hours in the second stage. The results are shown in Ta-
ble 6. When the randomly sampled set was used in the first
stage, the WER was increased compared to the one-stage base-
line. On the other hand, there were small reductions in WER
when the initial set was selected based on the utterance features,
suggesting that better initialization can improve overall system
performance. More significantly, the cost of two-stage training
is 65% of the one-stage approach.

Table 6: WER of one vs. two-stage training using Decipher.

Sampling WER
One-stage 23.8
Random 24.2
LL 23.6
F0 23.7
EN 23.7
MS 23.7

7. Conclusions
Motivated by problems that arise in training speech recogniz-
ers with very large data sets and insights from human language
acquisition, we have investigated sampling methods for select-
ing a small training corpus and for a two-stage training strategy.

For the small CTS task, it was shown that sampling from mid-
dle range classes gave lower word error rate than from lowest or
highest classes for all of the utterance features. Among the sam-
pling criteria, the lowest word error rate (2.4% reduction) was
obtained by mid-range sampling using a modulation spectrum
based feature. Sampling was useful in both a small vocabulary
simple HTK-based system and a more complex large vocab-
ulary Decipher system. In the experiment that compared the
amount of training data, it was observed that sampling was im-
portant for small task definition, but not large data sets. While
acoustic measures did well with the HTK system, the better
matched likelihood criterion was most useful for the case where
a model is trained in advance.

In addition, sampling was useful for improving the train-
ing schedule, not only reducing the computational cost, but also
leading to gains in word error rate in some cases. In the two-
stage training experiment using HTK, it was shown that updat-
ing all parameters was better than updating only variances. The
computational cost was about 40-65% compared to the conven-
tional one-stage training. The cost savings may increase in scal-
ing to larger data sets, but there are issues to explore related to
incrementing model complexity. An open question is how sam-
pling interacts with discriminative training.
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