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Abstract
By combining the technologies of targeted audio and talking
heads, a perception experiment was performed. Unvoiced
consonants in a vowel context produced using speech
synthesis were to be identified. It was found that the talking
head could eliminate some of the confusions between
consonants that occurred when the face was not present. The
study also gave the possibility to analyse distortions of the
speech signal due to the targeted audio device. 

1. Introduction
This study has been carried out in the framework of the CHIL
project1, where CHIL stands for Computers in the Human
Interaction Loop. The project aims at facilitating everyone’s
daily life, by having computers interact with humans in an
indirect and unobtrusive way, instead of the computers being
operated directly and explicitly. Meeting and seminar
situations are considered in a first stage, and it is within this
context that this study has been performed.

Targeted audio is a potential way of communicating an
external voice message to a person, without disturbing the
surrounding people. Synthetic talking heads, having an
adequate lip articulation synchronised to the audible speech,
improve the intelligibility of the spoken output in
unfavourable audio conditions. 

There are several possible scenarios for the use of targeted 
audio together with a talking head that are suitable for the
CHIL project. One is in a meeting situation, where a person
can get personal voice messages in a discrete way by
directing a targeted audio beam in his or her direction while a
talking head appears on the laptop screen to support the
speech output. Another possible scenario is a lecture where
the speaker can get information during the presentation and
also get additional support from a talking head appearing as a
projection on the opposite wall.

The aim of this study was to test how the intelligibility of
speech is affected by the listener’s position relative to the
audio beam, and to measure the possible augmentation of
intelligibility that the use of a talking head can provide for
this type of application. 

1 http://chil.server.de

2. Theoretical Background
For the purpose of this study, two separate areas of research
have been combined – targeted audio and talking heads. In
order to get insight into the theory behind each of these
technologies, theoretical descriptions are given below. 

2.1. The Targeted Audio Device

Targeted Audio makes use of a technique known as
Parametric Array [1]. In contrast to commonly available
loudspeaker systems, it produces a highly directed sound
beam instead of distributing sound into all directions equally.
An application is delivering information to persons at specific
locations in a room without having others hear this sound, for
example giving exhibit-relevant information to museum
visitors standing in front of an exhibit without disturbing
other persons nearby at another listening point. 

Considering two plane sound waves with different
frequencies interacting in air at high sound pressure levels
(SPL), intermodulation products come into effect since non-
linear effects have to be considered. This intermodulation
process results in secondary sound waves having the sum,
respectively the difference frequency of the above mentioned
primary waves [1].

When transmitting an amplitude-modulated sound wave
with high SPL, again the modulating signal s(t) becomes
demodulated in air, resulting from the intermodulation
process of the carrier and the sidebands as primary waves.
Due to this interaction process, the column of air molecules in
front of the sound emitting source can be regarded as volume
distributed sources with source density q, generating a
secondary wave [2]: 
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with x as axial coordinate, 0p as ambient pressure, 0c as small
signal sound velocity,α as dissipation factor, m as
modulation index of the amplitude-modulated primary
wave, β as nonlinear parameter and 0ρ as ambient medium
density.

These virtual sources are distributed along the
propagation axis of the primary wave with all elementary
sources being in phase, so that the elementary waves add up
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in the direction of the primary beam. This kind of source
alignment is commonly designated as an endfire array.
Assuming the beam geometry to be circular with radius a, the
on-axis demodulated audio sound pressure can be described
as follows [2]: 
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Using inaudible ultrasound with appropriately chosen
frequency as a carrier, a highly directed audible beam can be
achieved when audio is used as modulating signal and hence
being demodulated in air. This technique is also known as
parametric array since the modulating audio signal acts as
parameter to the ultrasonic carrier. 

Equation 2 shows that the audio sound contains a
harmonic distortion component that results from interaction of 
lower and upper sideband waves. Several approaches can be
found in literature [3] to overcome this problem, but none of
them has been implemented in the system used in this
experiment. Additionally, from equation 2 one would expect
the audio frequency response to show a 2nd order highpass
characteristic (lower curve in Fig. 1). Actually, the use of
highly resonative ultrasound transmitters leads to a slightly
equalized frequency response after demodulation, as
illustrated by the upper curve in Fig. 1. By means of
amplitude modulation, lower audio frequency content which
is located in the sidebands nearer to the carrier gets – due to
the transducer’s resonance peak – emitted with higher
intensity compared to higher audio frequencies. 

Figure 1: Audio frequency response; lower curve: 
theoretical; upper curve: measured at 1 m distance. 

Fig. 2 shows the targeted audio directivity at different
frequencies. It can easily be observed that beamwidths
decrease with increased frequency, which is due to the
increased aperture of the virtual source array compared to the
respective audio wavelength.

The parametric loudspeaker system in this experience
uses 36 piezo transducers in form of a 6 by 6 rectangular
array to emit the modulated ultrasound using a 40 kHz carrier.

Figure 2: Audio directivity at 1 m distance. 

2.2. Talking Heads 

The use of a talking head has been shown to improve the
intelligibility of speech in unfavourable audio conditions,
such as low sound level or in a noisy environment [4], and
also for hearing impaired persons [5].

The talking heads developed at KTH/CTT are designed to
provide good lip reading support and can be used with natural
speech in real-time [6]. Furthermore, some ongoing work is
focused on making the synthetic faces more expressive and
communicative [7]. The interaction with a talking head could
for example be facilitated by the implementation of visual
turn-taking gestures. The talking head model used in this
experiment (see figure 3) is rule-based, as described in [8,9].

 Figure 3. The talking head employed in the 
experiment.

3. Experimental set-up 

Figure 4. Schematic view of experimental set-up.

Two different listening positions were tested; one where the
subject was positioned in the audio beam (0°) and one where
the loudspeaker was rotated 45° away from the subject, see
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figure 4. For each position both an audio-only condition and a
condition where a talking head was displayed on the screen
were evaluated. Thus, in total four different conditions were
tested:

• 0°
• 45°
• 0° + face 
• 45° + face 

The distance between the subject’s head and the loudspeaker
was approximately 80 cm. To better simulate a real
environment, no specific means were taken to assure that the
subject remained still during the experiment. Due to problems
with sound reflection, and in order to minimise disturbance
outside of the audio beam, a low output sound level was used.

The task consisted of listening to nonsense VCV words
and identify the consonant in each word. The seven
consonants to be identified were [f, s, m, n, k, p, t] uttered in
an [a_a] context, produced by speech synthesis (Infovox 330
Ingmar MBROLA voice). Speech synthesis was preferred to
natural speech since the possible application within the CHIL
project would employ synthesis. Each of these seven VCV
words occurred in total four times in each condition, and the
presentation order was randomised. The order in which the
different conditions were presented was also rotated to avoid
that possible learning effects would affect the overall result.
The answering sheet consisted of a forced choice between the
seven consonants in the test.

4. Hypothesis
The material was chosen to represent three different types of
consonants: unvoiced plosives [k,p,t], nasals [m,n] and
unvoiced fricatives [f,s]. The hypothesis was that the accuracy
would be higher for the 0° condition than for the 45°
condition, and that the talking head would decrease the
confusion between the consonant groups. 

5. Results
In the process of analysing the results, it emerged that one of
the subject had extremely low recognition accuracy. Where
all other subjects had recognition rates in the range of 80-
100% (0° + face condition), the subject in question only
reached 18% correct answers which is very close to chance
level (100/7=14%). We therefore concluded that some
problem is likely to have occurred during this session. In
order not to let this possibly erroneous extreme value
influence the results, the complete participation of this subject
was disregarded in the calculation of the overall results. The
total results for each condition can be seen in figure 5.

The highest recognition accuracy, 93%, was obtained for
the condition where the subjects were positioned in the audio
beam and the talking head was used (0° + face condition). For 
the 45° + face condition, the recognition rate was 88%. When
only the sound was available, 77% recognition accuracy was
reached for the 0° condition, and 58% for the 45° condition.
The result of this last condition (audio-only, 45°) was
significantly different (p<0.05) from the other three
conditions. The differences in accuracy for the 0° condition,
between having access to a talking face or not (i.e. 0°+audio-
only vs. 0°+face) was also significant (p<0.05).

Figure 5. Total result for each of the four conditions.

The amount of confusion for the different consonants can
be seen in table 1, where the two audio-only conditions are
collapsed, and in table 2, where the two conditions using a
talking head have been collapsed.

A(%) k p t m n f s
k 95 1 0 1 0 1 2
p 1 34 7 3 5 48 3
t 30 3 57 1 1 3 6
m 1 2 1 50 36 9 2
n 1 3 1 20 69 4 2
f 3 2 10 0 7 72 7
s 8 2 9 1 2 1 78

Table 1. The two audio-only conditions collapsed into 
a confusion matrix. 

F(%) k p t m n f s
k 98 0 0 0 1 0 1
p 0 91 1 6 1 0 1
t 31 0 64 0 1 2 2
m 1 4 1 90 2 1 1
n 2 2 0 0 91 3 2
f 1 2 2 0 2 92 1
s 6 1 10 0 1 0 83

Table 2. The two talking face conditions collapsed into 
a confusion matrix. 

As can be seen in table 1, the confusions among the plosives
are not striking except for “t” which is frequently (32%)
perceived as a “k”. However, this confusion also occurs in the
presence of a talking head. This can be explained by the fact
that the difference in articulation for these two consonants is
not clearly visible. There is also some confusion between “p”
and “t” in the audio-only condition, but this is eliminated
when the talking head is introduced. 

An unexpected result is the frequent confusion of “p” with 
“f” in the audio-only cases. This kind of unexpected
confusions in the experiment, together with the fact that many
of the subjects reported hearing the voiced equivalent to the
unvoiced consonants in the experiment, calls for an
investigation of the acoustic properties of the output of the
targeted audio device.

The confusion among the nasals is clear; “m” is in 36% of 
the cases perceived as an “n”, while the reversed confusion
occurs in 20% of the cases. Using a synthetic face, the
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recognition accuracy for “m” improves from 51% to 94% and
from 72% to 94% for “n”.

The fricatives are not so often mixed up. In the audio-only
condition, “f” is in 7% of the cases perceived as “s”, and this
confusion is cancelled using a talking head. However, there is
some confusion with other consonants, and for “f”, this is
repaired by the use of a talking head, probable due to the –
among the phonemes present in the study – uniqueness of its
articulation place (labiodental) and its high visibility. The
recognition accuracy of “s” is already high for the audio-only
condition, and is then slightly improved when using a talking
head.

The decrease of confusion between the consonants in the
presence of a talking head was not statistically significant,
according to an ANOVA test, probably due to the sparse data. 

Some of the subjects also mentioned that they developed
some strategy to determine which of the consonants that was
uttered. If this was the case, those who started the session
with a condition where as much information as possible was
given would have an advantage during the rest of the test. We
therefore checked whether the order of the presented
conditions had an effect on the total score. Those who started
with a condition where a talking face was used (regardless of
audio beam direction) had a total accuracy of 82%, as
compared to 76% for the others. However, this difference was
not significant. The difference was greater for those who
started with a condition where the audio beam was directed
straight on the subject (regardless of using a talking head or
not) as compared to directed 45° to the side. The numbers
were for those cases 91% accuracy versus 67%, but still not
significant. The number of participants is too small to get any
significant results when divided in two groups. 

6. Conclusion
The hypothesis that the recognition accuracy would be higher
for the 0° condition than for the 45° condition was supported
by the results of the experiment. However, the difference
between the two listening angles was rather small in the
presence of a talking head. The increase of recognition
accuracy when using a talking head, regardless of audio
condition, was also proved.

The hypothesis about the internal confusions for the
different consonant groups was true for the nasals and to some 
extent the plosives. The confusion that did occur among the
plosives was not diminished with the use of a talking head,
but for the nasals the talking head made a substantial
difference. Among the fricatives the amount of confusion was
low; instead they were in some cases confused with other
groups.

7. Discussion
In a future experiment it would be interesting to test more
realistically what the loss in intelligibility would be if the
beam is just a little misdirected, and how much the person
sitting next to the intended listener would hear of the output –
and in which cases the talking head would be of use. 

Also, a more realistic environment, such as a seminar or
lecture room, would give more reliable results. The material
should consist of sentences with keywords or other contextual
material to provide a more natural situation.

8. Acknowledgements
This study has been carried out in the framework of the CHIL
(Computers in the Human Interaction Loop) project1.

9. References
[1] Westervelt, P. J. “Parametric Acoustic Array”, J. Acoust.

Soc. Amer., Vol. 35, p. 535-537, 1963. 
[2] Yoneyama, M., Fujimoto, J. “The audio spotlight: An

application of nonlinear interaction of sound waves to a
new type of loudspeaker design”, J. Acoust. Soc. Amer.,
Vol. 73, p. 1532-1536, 1983. 

[3] Kite, T. D., Post, J. T., Hamilton, M. F. “Parametric
Array In Air: Distortion Reduction by Preprocessing”,
ICA/ASA Proceedings, Seattle, June 1998. 

[4] Beskow, J., Dahlquist, M., Granström, B., Lundeberg,
M., Spens, K-E & Öhman, T. The Teleface project -
Multimodal Speech Communication for the Hearing
Impaired. Proceedings of Eurospeech '97, Rhodos,
Greece, 1997. 

[5] Agelfors E, Beskow J, Dahlquist M, Granström B,
Lundeberg M, Spens K-E & Öhman T: Synthetic faces as
a lipreading support, Proc of ICSLP, 1998.

[6] Beskow J, Karlsson I, Kewley J and Salvi G. SYNFACE
– A Talking Head Telephone for the Hearing-impaired. In 
K. Miesenberger, J. Klaus, W.
Zagler, D. Burger eds. Computers helping people with
special needs. P.1178-1186, 2004. 

[7] Beskow J, Cerrato L, Granström B, House D, Nordenberg 
M, Nordstrand M and Svanfeldt G. Expressive Animated
Agents for Affective Dialogue Systems. Proc ADS'04,
2004.

[8] Beskow, J. (1995). Rule-based Visual Speech Synthesis.
Proceedings of the 4th European Conference on Speech
Communication and Technology (Eurospeech’95).
Madrid, Spain, pp. 299-302, 1995. 

[9] Beskow, J. Animation of Talking Agents. Proceedings of
International Conference on Auditory-Visual Speech
processing (AVSP’97), Rhodos, Greece, pp. 149-152,
1997.

1 http://chil.server.de


