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Abstract 
In this paper, we aim to improve the classification of human 

non-speech sounds produced in a meeting-room environment 

by using concepts and tools from the fuzzy theory. Starting 

with an SVM-based baseline system, firstly a reduction of the 

number of features with the fuzzy measure is shown. And, 

secondly, a noticeable improvement of the classification 

performance is reported by combining the outputs of two 

classification systems with the fuzzy integral.  

1. Introduction 
In context-aware systems such as smart-rooms or intelligent 

personal devices, acoustic event classification (AEC) can 

provide support for a high-level analysis of the underlying 

acoustic scene. On the other hand, AEC can also offer useful 

information to peer technologies like speech enhancement or 

acoustic source localization to improve their performance. In 

this paper, we focus on the classification of a particular set of 

acoustic events, the human vocal-tract non-speech sounds, 

since they were found responsible for a large part of errors in 

classification of meeting-room acoustic events [1]. In fact, 

those sounds contributed with a 70% to the total classification 

error, in spite of accounting only for 30% of the acoustic 

events. Additionally, they were mainly confused among 

themselves. 

In [1], we built and tested several feature sets by 

combining features used in speech recognition with other 

perceptual features. Also, several classifiers were tested, 

which were based on either Gaussian mixture models (GMM) 

or support vector machines (SVM) [2]. In our tests, the latter 

approach showed significantly higher classification 

accuracies. Actually, SVMs are discriminant classifiers and 

they do not need a training database as large as generative 

classifiers like GMMs do. Furthermore, we could say that 

they are not so sensitive to the presence of irrelevant features 

[3], so it is appropriate to use them with a large and diverse 

feature set, as it was done in those tests.  

In this work, we explore alternative ways in order to 

improve the performance achieved in [1] for the above-

mentioned subset of human sounds, by focusing on selection 

of features and combination of classifiers, and using concepts 

and tools from fuzzy theory; concretely, the fuzzy integral 

(FI) [4] and the fuzzy measure (FM) [4].  

Over the past several years there have been a number of 

successful applications of FI in multi-criteria decision-making 

and pattern recognition (e.g. [4][5][6][7]). The FI is an 

operator that allows the combination (fusion) of several 

information sources and, unlike other simpler fusion methods, 

e.g. the weighted arithmetical mean (WAM), the FI considers 

the interaction among the various information sources, thus, 

additionally providing a valuable insight into the problem. As, 

in our case, an information source is a specific combination of 

a given classifier with an input feature set, the weights used 

by the FI, which depend on the FM, actually allows ranking 

and selection of features.  

In this initial work, we have specified a number of 

different types of features, along with a database of samples 

of five different acoustic event classes, and a default classifier 

based on SVM. The results obtained with that experimental 

setup show that the use of the FM allows a significant 

reduction of the number of features, and, even more 

important, our tests with the FI-based combination of the 

outputs of two different classification systems indicate that a 

proper choice of features and classifiers can significantly 

improve the classification performance. 

2. Fuzzy integral and fuzzy measure 
We are searching for a suitable fusion operator to combine a 

finite set of information sources },...,1{ zZ = . Let 

},...,,{
21 zDDDD =  be a set of trained classification systems 

and },...,,{
21 Nccc=Ω  be a set of class labels. Each 

classification system takes as input a data point 
nx ℜ∈  and 

assigns it to a class label from Ω . Alternatively, each 

classifier output can be formed as a N-dimensional vector that 

represents the degree of support of that classification system 

to each of N classes (most often the outputs of classification 

systems are posterior probabilities-like). Thus, consider hi, 

i=1,..,z, the output scores of z classification systems for class 

cn (the supports for class cn).  

Before defining how FI combines information sources, 

let’s look to a conventional weighted arithmetical mean 

(WAM) operator [9]. A final support measure for class cn
using WAM can be defined as:  

∈
=

Zi
iWAM hiM )(µ   (1) 

where 

∈
=

Zi
i 1)(µ  (additive), Ziallfori ∈≥ 0)(µ  

The WAM operator combines the score of z competent 
information sources through the weights of importance 

expressed by ( )iµ . The main disadvantage of the WAM 

operator is that it implies preferential independence of the 

information sources [9].  

Let’s denote with }),({),( jiji µµ =  the weight of 

importance corresponding to the couple of information 

sources i and j from Z. If µ  is not additive, i.e. 

( ) ( ) ( )[ ]jiji µµµ +≠,  for a given couple Zji ⊆},{ , we must 

take into account some interaction among the information 

sources. Therefore, we can build an aggregation operator 

starting from the WAM, adding the term of “second order” 

that involve the corrective coefficients ( ) ( ) ( )[ ]jiji µµµ +−, , 
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then the term of “third order”, etc. In this way, we arrive to 

the definition of the FI: assuming the sequence hi, i=1,..,z, is 

ordered in such a way that zhh ≤≤ ...

1
, the Choquet fuzzy 

integral [9] can be computed as 

( ) ( )[ ]
=

+−=
z

i
iFI hziziM

1

,...,1,...,)( µµµ  (2) 

where 0ø)()1( ==+ µµ z . µ (.) is called fuzzy measure 

(FM) and has to meet the following conditions:  

1)(0,ø)( == Zµµ   Boundary 

)()( TSTS µµ ≤⊆ , Monotonicity 

where ZTS ⊆, . Thus, )(Sµ is a weight related to a subset S
of the set Z of information sources, and if it is additive, FI 

identifies with WAM. Actually, FI can be seen as a 

compromise between the evidence expressed by the outputs of 

the classification systems and the competence represented by 

the FM [5]. 

Although the FM )(iµ  provides an initial view about the 

importance of information source i, all possible subsets of Z 

that include that information source should be analyzed to 

give a final score. For instance, we may have 0)( =iµ , 

suggesting that element i, Ti ∉ , is not important; but if, at the 

same time, )()( TiT µµ >>∪ , this actually indicates i is an 

important element for decision. For calculating the 

importance of the information source Li ∈ , the Shapley score 

[6][12][9] is used. It is defined as:  

)]()([

!

!)!1(

),(

\

TiT
Z

TTZ
i

iZT
µµµφ −∪

−−
=

⊆
 (3)  

Generally, (3) calculates a weighted average value of 

marginal contribution )()( TiT µµ −∪ of element i along in 

all combinations. It can be easily shown that the information 

source importance sums to one.  

Another interesting concept is interaction among 

information sources. As long as the fuzzy measure is not 

additive, there exists some correlation among information 

sources. When )()(),( jiji µµµ +<  the information sources i 
and j express negative synergy and can be considered 

redundant. On the contrary, when )()(),( jiji µµµ +> , the 

information sources i and j are complementary and express 

positive synergy. For calculating the interaction indices, 
instead of the marginal contribution of element i in (3), the 

weighted average contribution of a pair of information 

sources is defined:  

)()()(),())((
,

TjTiTjiTTji µµµµµ +∪−∪−∪=∆  (4)  

and the interaction indices are calculated as: 

)])((

!1

!)!2(

),;(
,

,\

T
Z

TTZ
jiI ji

jiZT
µµ ∆

−
−−

=
⊆

 (5) 

We can see the index is positive as long as i and j are 

negatively correlated (complementary) and negative when i 
and j are positively correlated (competitive).  

It is obvious that FI completely relies on the FM. The 

better the FM describes the real competence and interaction 

among all classification systems, the more accurate results can 

be expected. There are two methods of calculating the FM 

known to the authors (if it is not provided by an expert 

knowledge): one based on fuzzy densities [5], and the other 

based on learning the FM from training data [6][7]. In our 

work, we have used the latter method: a supervised, gradient-

based algorithm of learning the FM, with additional steps for 

smoothing the unmodified nodes.  

3. Audio features 
Although the best feature sets for AEC in [1] consisted of 

combinations of features used in automatic speech recognition 

and other perceptual features, in the current work we only 

focus on the latter, since their contribution to vocal-tract 

sounds is not so well-established. 10 types of features were 

chosen with a substantial degree of redundancy in order to 

find out, with the FM, their relative importance and their 

degree of interaction. The following types of frame-level 

acoustic features are investigated (with the number of features 

per frame in parenthesis):  

1. Zero crossing rate (1). Number of zero crossings of the 

waveform within a frame.

2. Short-time energy (1). Total signal energy in a frame.

3. Fundamental frequency (1). A simple cepstrum-based 

method was used to determine the pitch in the range [70, 

500] Hz.

4. Sub-band log energies (4). The 4 sub-bands are equally 

distributed along the usual 20 mel-scaled filter-bank 

energies (FBEs) (5 per sub-band).

5. Sub-band log energy distribution (4). Percentage 

distribution of the total log frame energy among the 

above defined 4 sub-bands.

6. Sub-band log energy correlations (4). This new type of 

feature is a measure of correlation of log FBEs between 

two adjacent frames and within each of the above 

defined 4 sub-bands. 

7. Sub-band log energy time differences (4). Difference 

of log energies between two adjacent frames for the 

above defined 4 sub-bands. It measures the changes of 

spectra in time.

8. Spectral centroid (1). Frequency centroid of the (linear) 

spectrum. It is a measure of the spectral “brightness” [8].

9. Spectral roll-off (1). The 95
th

 percentile of the spectral 

energy distribution. It is a measure of the skewness of 

the spectral shape.

10. Spectral bandwidth (1). A measure of spreading of the 

spectrum around the spectral centroid [8].

Therefore, 22 acoustical measures are extracted from each 

frame, using 16ms/8ms frame length/shift. Then, from the 

whole time sequence of each acoustical measure in an event, 

four statistical parameters are computed: mean, standard 

deviation, autocorrelation coefficient at the second lag, and 

entropy. Those four statistical values per acoustical measure 

are used to represent the whole event.  

4. Results and discussion  

4.1. Experimental setup  

4.1.1. Database 

The acoustic event database used in this work has been 

assembled using data from the CHIL project seminar 

recordings [10], and also data from a large number of the 

Internet websites. The fact that the acoustic events were taken 

from different sources makes the classification task more 

complicated  due   to   the  presence  of   several  (sometimes  



 Event Number 
A Cough & Throat 119 

B Laughter 37 

C Sneeze 40 

D Sniff 37 

E Yawn 12 

Table 1. Sound classes and number of samples per class 

unknown) environments and recording conditions. 

Table 1 shows the five acoustic event classes considered. 

There is a large variation in the number of samples per class, 

which represents an additional difficulty. In order to achieve a 

reasonable testing scenario, the data has been approximately 

equally split into the training and testing parts in such a way 

that there is the same number of sounds from the two data 

sources in the training and testing sets. 10 runs were done in 

all the experiments.

4.1.2. SVM setup 

In all the experiments with SVM we use the Gaussian kernel 

function. Leave-one-out cross validation [2] was applied to 

search for the optimal kernel parameter. To cope with data 

unbalance among classes, we introduce different 

regularization parameters (C
+

and C
-

) for positively- and 

negatively-labeled training samples. Those values are 

computed as K times the ratio between the number of negative 

(positive) training samples and the number of positive 

(negative) training samples. The constant K was set to 10. All 

the above choices were also made in [1]. A MAX WINS 

scheme was used to extend the binary decision SVM to the 

task of classifying several classes [11]. 

4.1.3.  Metrics 

For comparison of the results, along with the overall system 

accuracy, we use mean per class precision and mean per class 

recall defined as: 

∈
=

Cc

corr

ch
ch

C )(

)(1

Prec ,  

∈

=
Cc

corr

cr
ch

C )(

)(1

Rec ,  (6) 

where│.│denotes cardinality of a set, C is the set of classes, c 

is a specific class, r(c) and h(c) are the reference (manually 

labeled) and hypothesis (classifier output) instance of the 

class c, respectively. The subscript 
corr 

refers to a correct 

hypothesis. The latter formula is actually the most informative 

as the amount of data per class is unbalanced.  

4.2. Feature selection by fuzzy measure 

 In order to calculate a set of fuzzy measures (FM) 

corresponding to the 10 types of audio features defined in 

Section 3, we trained 10 independent SVM-based 

classification systems. After being normalized, their outputs 

hi, i=1,…,10 are used for the fuzzy integral (FI) fusion 

approach in (2) together with the FM µ (.). As all 10 

classifiers are identically trained, except for the kind of 

features they use, each the FM of each information source can 

be associated to the corresponding type of feature. The 

goodness of the trained FM was checked by carrying out 

classification tests. In fact, the FI-based results were 

comparable, in terms of the three metrics defined in 4.1.3, 

with those from an SVM-based classifier, which uses all the 

10 types of features together.  

As explained in Section 2, the information about both the 

importance of each feature type and the interaction among 

different feature types can be extracted applying the Shapley 

score on the FM. Using this approach, the values depicted in 

Figure 1 show that in our case the feature type 6 is the most 

important, closely followed by the feature types 7 and 4. As 

those feature types measure the spectral band energies and 

their changes along the time, we can conclude that that 

information is of high importance for AEC of the vocal-tract 

noises, as it actually is for speech recognition. 

 On the other hand, Figure 2 shows the interaction among 

the feature types in our task. The light cell (4,5) has a large 

negative value and thus indicates a high competitiveness 

(redundancy) of those two feature types. That witnesses that 

those features are better to be considered separately. Actually, 

the feature type 4 and the feature type 5 become roughly the 

same feature after using the SVM normalization. In a similar 

way, as feature types 1 and 8 are both targeting the “main” 

frequency, their cell is also rather light. Also, from the two 

lighter cells in the bottom of the Figure 2, one can conclude 

that feature type 9 is redundant if feature types 8 and 10 are 

considered. On the contrary, feature types 4 and 6, or feature 

types 4 and 7, or 4 and 10 seem to be highly complementary, 

and thus are preferable to be considered together.  

 Several AEC tests have been carried out using the 

information from and 2 to perform feature selection. In the 

first test, we select the 5 best feature types according to the 

individual feature type importance (Method 1), while to select 

the 5 best features in the second test, both the individual 

feature type importance and the interaction indices are used 

(Method 2, see [12] for a detailed description). The selected 

Figure 1. Feature importance extracted from the 
fuzzy measure using the Shapley score. 

 

Figure 2. Feature interaction indices obtained 
from the fuzzy measure. 



features are then fed to the SVM classifier. The performance 

of SVM with all 10 feature types is considered as baseline and 

listed in the table. It can be seen from the results in Table 2 

that Method 1 did not lead to improvement over the baseline, 

but Method 2 shows comparable results despite half the 

number of features are used. 

4.3. Fusion of different classifiers using FI  

To improve the classification performance, it may be 

beneficial to combine the outputs of different classification 

configurations that are well established for a given task. 

Based on that, we have tested with the FI formalism the 

combination of only two information sources, a SVM 

classifier that uses statistical (event-level) features, and a 

GMM classifier that uses acoustic (frame-level) features. 

GMMs were trained using 16 Gaussians.  

Firstly, the best 5 feature types selected in the previous 

subsection by Method 2 are used with both classifiers. The 

results from the individual classifiers and the FI fusion system 

are presented in Table 3. Note that, although the GMM scores 

are much lower than the SVM ones, the FI-based combination 

of both gets a clear improvement for all the performance 

measures. 

We have also conducted the same experiment using with 

the GMM classifier a set of features coming from speech 

recognition: the frequency-filtered filter-bank energies 

(FFBE) [13]. As 13 sub-bands and no time derivatives were 

used, the number of parameters per frame is 13, which is close 

to the number of parameters involved in the selected set of 

features {4,6,7,8,10} used in the above reported experiments, 

which is 14. The results, which are presented in Table 4, show 

an additional improvement with all metrics for the combined 

approach. Notice that using only two classifiers with their 

respective sets of features, and combining their outputs 

according to (2), with z=2, a relative error reduction of 20.4% 

has been obtained for the accuracy measure with respect to 

the baseline SVM-based classifier that uses all features 

defined in Section 3.  

 

 GMM SVM FI  
Prec 71.16 86.14 88.23 
Rec 71.12 80.14 81.43 
Acc 76.21 85.86 87.07 

Table 3. FI combination of GMM frame-level features 
and SVM signal-level features 

 GMM SVM FI  
Prec 74.69 86.14 89.47 
Rec 67.85 80.14 82.43 
Acc 79.14 85.86 87.93 

Table 4. FI on GMM frame-level FF features and 
SVM signal-level best selected perceptual features 

5. Conclusions 
In this work, we have carried out a preliminary investigation 

about the fusion of several information sources with the fuzzy 

integral approach to improve the performance of the baseline 

SVM approach in the task of classifying a small set of human 

vocal-tract non-speech sounds. By interpreting an information 

source as a specific combination of a classifier and a set of 

features, we have been able to carry out different type of tests.  

Firstly, by using the same classifier, the importance and 

interaction of various feature types have been extracted from 

the fuzzy measure, and successfully used for feature selection. 

Nevertheless, other usages of fuzzy measure are possible, e.g. 

if the features are the same for all information sources, we can 

interpret the FM as the suitability of the different classifiers to 

the problem.  

Secondly, we have observed an improvement by FI fusion 

using only 2 sources of information with the same set of basic 

acoustical features. The gain was even larger when using a 

different set of features in one of the classifiers. Presumably, 

these results can be further improved by adding more features 

and more classifiers, and we are currently working on that.  
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 Baseline Method 1 Method 2 
Feat 10 (all)  5 (1,4,6,7,10) 5 (4,6,7,8,10) 

Prec 84.50 82.76 86.14 
Rec 80.98 75.31 80.14 

Acc 84.83 83.97 85.86 

Table 2 Classification results using feature 
selection based on fuzzy measures.


